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Abstract

The growing adoption of Large Language Models (LLM) in production environ-
ments and the emerging Model-as-a-Service paradigm pose new challenges for
cloud infrastructures. Unlike traditional web services, generative inference work-
loads exhibit highly heterogeneous request pro les, a two-phase execution model
with distinct computational and memory demands, and resource constraints that
general-purpose autoscaling mechanisms are not designed to handle. This thesis in-
vestigates workload-aware autoscaling strategies for LLM inference in cloud-native
environments. After reviewing the foundations of cloud computing, modern orches-
tration platforms, and the current state of the art in large-scale model serving, we
present the design and implementation of a custom autoscaling controller that
integrates two complementary scaling approaches: a reactive mode based on real-
time resource saturation indicators, and a proactive mode that leverages a model
based on queueing theory to grant de ned service level objectives. An experimen-
tal evaluation conducted on production-grade clusters con rms that the proposed
strategies improve both resource e ciency and latency compliance compared to
standard cloud-native autoscaling technologies.






Introduction

The rapid advancement of arti cial intelligence has fundamentally changed the
design, deployment, and execution of software systems. Since the introduction of
the Transformer in 2017, Large Language Models (LLMs) have demonstrated
remarkable capabilities in several tasks, including question answering, text sum-
marization, machine translation, and code generation. Because of that, LLMs are
employed in core components of production software systems that serve millions
of users through interactive chatbots, coding assistants, search engines, and enter-
prise applications. This creates the need to provide their inference capabilities as
services that users can consume.

Serving LLM inference at scale poses distinctive and demanding challenges.
Unlike traditional web services, where each request incurs a roughly uniform com-
putational cost, LLM inference workloads are characterized by high heterogene-
ity: individual requests di er dramatically in input length, output length, and
resource consumption. The inference process itself is divided into two phases:
a compute-intensive pre || phase that processes the entire input prompt, and a
memory-intensive decode phase that generates text sequentially. This two-phase
execution model, combined with the need for specialized hardware accelerators
such as GPUs, creates a unique resource management problem in which conven-
tional capacity planning assumptions no longer hold.

Cloud computing has become the predominant environment for deploying
these services. Its ability to provision and release resources elastically, combined
with a pay-per-use model, makes it a natural t to provide services that execute
workloads with variable demand. Cloud-native technologies have matured into
the standard approach for building scalable, portable, and resilient distributed
systems. The convergence of Al workloads with cloud-native infrastructure has
created what is commonly referred to as cloud-native Al: the practice of operat-
ing Al models as services that coexist with other workloads on shared orchestrated
infrastructure, and aiming to satisfy quality of service (QoS) objectives.

However, LLM inference exposes characteristics that do not match the abstrac-
tions and mechanisms originally designed for traditional microservices. EXxisting
cloud-native orchestration platforms do not account for the intrinsic character-
istics of LLM inference workloads or their optimization requirements. Further-
more, standard autoscaling solutions employed by cloud-native technologies rely
on purely reactive threshold-based policies over generic metrics that fail to cap-
ture the true capacity state of an inference server. These autoscalers treat all
requests in the same way, whereas a single long-context LLM request can consume
much more memory than a short one. Therefore, standard approaches either react
too slowly, causing latency violations, or scale too aggressively, thereby wasting
expensive resources.

These limitations motivate the need for workload-aware orchestration and
autoscaling that understand the speci c resource consumption patterns, latency
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characteristics, and operational constraints of LLM inference workloads. Such ap-
proaches should account for the heterogeneity of request pro les and de ned ser-
vice level objectives (SLOs) and should understand metrics speci c to the inference
process, rather than generic resource indicators. This work aims to address this
gap through a combination of theoretical analysis and background, system design
and implementation, and experimental evaluation.

In the rst chapter, we will provide a comprehensive study of the principles
of cloud computing and service provisioning, from the evolution of distributed
computing paradigms to the essential properties of modern cloud environments,
including service models, quality of service, resource provisioning, and scalability.

The second chapter will provide an overview of the modern cloud-native tech-
nologies and architectures that enable cloud computing, covering microservice
architectures and containerization, large-scale orchestration, autoscaling mecha-
nisms, and observability and control.

The third chapter will then outline the state of the art in LLM inference, span-
ning neural network architectures for language modeling, hardware accelerators,
the transformer architecture and its two-phase inference pipeline, and the unique
challenges that arise when these workloads are deployed on shared cloud infras-
tructure.

The fourth and fth chapters will introduce the proposed approach, focusing
on the design, algorithms, and implementation of a workload-aware autoscaler
for LLM inference servers deployed on a cloud-native distributed inference
platform.

Finally, the last chapter will provide an evaluation of the solution, highlighting
its advantages and current limitations, along with the directions of future devel-
opments for the project.



1 Cloud Computing

This chapter introduces the foundations of cloud computing and resource provi-
sioning that underpin modern large-scale services. First, we review how service
providers shifted from other computing paradigms to the cloud. Then, we will
review the essential concepts and properties of modern cloud computing infras-
tructures, including models for provided service and deployment, consistency and
reliability guarantees, and support for service orchestration.

1.1 From Classical Computing Paradigms to the
Cloud

Before cloud computing emerged as the dominant paradigm for distributed re-
source provisioning, several earlier models of large-scale computing established the
foundational concepts on which cloud infrastructures are built. The earliest form
of shared computing dates back to the 1950s and 1960s, when mainframe time-
sharing systems allowed multiple users to access a central computer concurrently.
These systems established the principles of resource multiplexing, user isolation,
and cost e ciency through economies of scale, ideas that remain central to mod-
ern cloud environments. However, mainframe systems were monolithic, expensive,
and geographically centralized.

High-Performance Computing (HPC) subsequently emerged to address compu-
tationally intensive problems in scienti ¢ and engineering research. HPC systems
are characterized by specialized architectures and hardware, and ad-hoc software
stacks, often relying on tightly coupled parallel processors connected by ultra-low-
latency interconnects. Although HPC pioneered many parallel processing tech-
niques, its high cost, limited accessibility, and narrow applicability made it unsuit-
able as a general-purpose infrastructure. Furthermore, HPC regards the research
eld and not as an industrial or business solution.

Grid computing, introduced in the 1990s, extended the cluster model by en-
abling the sharing of heterogeneous resources, including compute power, storage,
software, and data, across geographically distributed environments, with the goal
of creating a virtual, scalable organization with coordinated resource sharing. Grid
computing laid the groundwork for resource pooling and federated service provi-
sion, but remained oriented towards the research community and was not designed
as a business-oriented or general-purpose service model[1].

Utility computing represents a business model rather than a distinct computing
architecture: it packages computational resources as metered services, available
on demand, and priced per-use, analogously to public utilities such as electricity
or telephony [1]. However, unlike cloud computing, utility computing typically
assumed that users retained signi cant control over the execution environment
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and infrastructure.

Cloud computing did not emerge as a sudden revolution, but rather as an
evolutionary synthesis of ideas and technologies from these earlier paradigms. The
relationship between clouds and grids has been analyzed in detail, and we could
say that cloud computing overlaps with grid computing and has evolved from that
approach, relying on similar approaches and infrastructures as a backbone and
support layer [1]. The key shift has been from an infrastructure that delivers raw
storage and compute resources, providing a certain level of control to the user, to
another that aims to deliver more abstract resources and services, with minimal
user involvement in the infrastructure management.

1.2 Introduction to Cloud Computing

In this section, we will highlight the main features of cloud computing, de ning
its principles and properties, the main deployment models.

1.2.1 De nition, requirements and applications

Classical distributed systems established foundational concepts for resource shar-
ing between geographically interconnected computers. These systems introduced
principles of concurrency and fault tolerance, enabling organizations to harness
collective computational power rather than rely on isolated machines. However,
deploying and operating such systems presented several fundamental challenges
that organizations needed to address:

~ Scalability: it is the ability to clearly de ne the behavior and performance
of systems and services involved, independently of their scale and dimen-
sion. Systems must maintain predictable characteristics, whether they serve
ten users or ten million, requiring architectural decisions that accommodate
growth without degradation.

Resource Management: the consideration of availability across multiple
abstraction levels, from low-level resources such as hardware and virtual
resources insisting on physical ones, to higher-level services required during
execution, spanning Web servers, database systems, single containers, and
ad-hoc software components.

Quality of Service (QoS): once the o ered services have been de ned, it
Is important to de ne the degree of performance, reliability, and correctness
that the providers must grant during the entire system's lifecycle.

Monitoring and Control: the continuous collection of relevant metrics

about the system, enabling operators to detect anomalies, assess health, and
proceed to apply changes and corrections to system properties when deemed
appropriate. Without comprehensive observability, systems operate as black
boxes, rendering optimization impossible.

Drawing from previous computing paradigms, cloud computing emerged as
an innovative standard to address these challenges. Itis a paradigm for o ering dis-
tributed and virtualized resources, managed by providers and available throughout
the network, in a scalable and reliable way. A cloud comprises several distributed



1.2 Introduction to Cloud Computing 15

data centers spanning multiple geographic locations, and provides on-demand ser-
vices to customers at any time, with elasticity in resource provisioning, compre-
hensive service monitoring, and transparency.

From a business perspective, organizations faced a fundamental choice in how
to deploy distributed systems. The systems could be hosted on-premises, meaning
that the owner organization would take care of all hardware procurement, software
licensing, system administration, and operational management, running its own
local data center. This approach provides maximum control over the infrastruc-
ture, but imposes signi cant operational costs. Alternatively, organizations could
outsource their systems and have them managed by an external service provider,
obtaining services in a transparent way with granted degrees of QoS. This reduces
operational complexity, but also introduces dependency on external organizations,
possibly causing vendor lock-in.

The National Institute of Standards and Technology (NIST) provides a formal
de nition of cloud computing [2], as a model to enable ubiquitous, convenient,
on-demand network access to a shared pool of con gurable computing resources
(networks, servers, storage, applications, and services) which can be rapidly pro-
visioned and released with minimal management e ort or service provider inter-
action. This de nition establishes ve essential characteristics that distinguish
clouds from traditional infrastructure, directly addressing the challenges of classi-
cal distributed systems while introducing new capabilities:

N

On-Demand Self-Service: users can provision computational resources
without requiring any interaction with the service provider. Both resource
allocation and pricing are on-demand, based on the user needs.

Broad Network Access: cloud services are accessible over the network
from heterogeneous client platforms and other cloud services through stan-
dard protocols. This ubiquitous accessibility enables geographic distribution
of both the infrastructure and the users.

Resource Pooling: cloud providers aggregate physical hardware across
massive data centers and abstract it into virtualized resource pools serv-
ing multiple consumers through a multi-tenant model. Physical and virtual
resources, such as storage, processing, memory, network bandwidth, are dy-
namically assigned and reassigned according to demand, with customers gen-
erally maintaining no control over or knowledge of the exact physical location
of resources.

Rapid Elasticity: resources can be automatically and elastically provi-
sioned to scale rapidly with respect to the current demand. The user has
transparent access to resources, often appearing as unlimited and accessible
in any quantity at any time.

Measured Service: cloud systems automatically control and optimize re-
source usage by leveraging monitoring capabilities, at di erent abstraction
levels appropriate to the service type (storage, processing, bandwidth, active
user accounts). Resource consumption is monitored, controlled, and contin-
uously reported, providing transparency for both providers and consumers
of the service.

Based on this, a cloud infrastructure is de ned as the collection of hardware
and software that enables these features. It comprehends both a physical layer,
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Figure 1.1: Visual Model of the NIST Cloud Computing De nition (from [3])

consisting of the hardware resources necessary to support the provided services
(including network, storage, and servers), and an abstraction layer, being the
software deployed on top of the physical layer and providing the cloud services.

1.2.2 Control Plane and Data Plane

Due to the importance of both monitoring the status of the system during its entire
lifecycle, and taking corrective actions in case of faults, a fundamental architec-
tural principle for distributed systems is to organize the system functionalities into
two complementary layers with di erent responsibilities, separating between the
control plane and the data plane.

The data plane is the level at which the execution of the application takes
place. It is responsible for the actual movement and processing of user data: re-
ceiving packets, forwarding them based on established rules, and delivering them
to their intended destinations. In the cloud, the data plane encompasses the run-
time infrastructure on which workloads execute: involving the physical and virtual
machines, the network paths, and the storage systems through which services are
provided.

The control plane operates at a meta-level. It is responsible for observing
the system, making decisions about con guration and resource allocation, and
issuing the directives that govern how the data plane operates. In networked
systems, the control plane determines how data should be managed, routed, and
processed by building and maintaining the con guration state, enforcing policies,
and orchestrating the provisioning and lifecycle of resources. Typical functions
associated with the control plane include network provisioning, policy creation
and enforcement, load-balancing decisions, and security con guration.

In many telecommunications and distributed-systems models, the management
plane is introduced as an additional layer strictly interacting with the control plane.
While the data plane concerns the application execution itself, where users de ne
the protocols and services they use and where data tra ¢ ows, the management
plane collects data about the user level to understand the current situation and
resource usage, monitoring system performance to ensure the required quality of
service. The control plane then makes decisions about the required changes to
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the system and can trigger recon guration to avoid failures or inconsistencies with
de ned quality levels. The management and control planes together constitute
the meta-level of the system: they continuously monitor the data plane and apply
corrections to ensure that the system operates correctly and e ciently.

By isolating the control logic from the data forwarding, the control plane man-
agement and decision-making capabilities can be changed independently of the
underlying runtime infrastructure. Conversely, the data plane can evolve while
preserving higher-level policies.

Modern cloud-native platforms are based on this separation of layers and re-
sponsibilities. In Kubernetes, for example, the control plane maintains the desired
state of the cluster and takes global decisions about workload placement, replica-
tion, and rollout, while the worker nodes constitute the data plane in which the
applications are executed [4].

1.2.3 Service Models

Cloud computing operates through a hierarchy of service models that represent
di erent abstraction levels, each shifting responsibility for infrastructure manage-
ment between provider and customer:

" Infrastructure-as-a-Service (laaS): provides virtualized computational
resources over the network, such as virtual machines, storage volumes, and
networking components. Customers control operating systems, middleware,
runtime environments, and applications, while the provider manages the
physical hardware, virtualization layers, and data center operations. This
model o ers ne-grained control over resource sizing, software stack, and
placement, making it suitable for applications that require custom con gu-
rations or integration with existing on-premise systems.

N

Platform-as-a-Service (PaaS): abstracts infrastructure further by provid-

ing managed runtime platforms where users can develop and deploy appli-
cations using provider-supported languages, frameworks, and services. The
platform manages servers, operating systems, and most operational concerns
(deployment, patching, monitoring), while the user focuses primarily on ap-
plication code and high-level con guration. PaaS simpli es deployment and
lifecycle management but typically exposes only limited control over the un-
derlying hardware and system software.

A

Software-as-a-Service (SaaS): delivers complete, provider-managed appli-
cations accessed through web interfaces or APIs. Users consume functionality
without visibility into, or control over, the underlying infrastructure, runtime
environment, or application internals. Con guration is usually restricted to
tenant- or user-level settings exposed by the application itself.

Beyond these classical models, two additional abstractions are increasingly
common in cloud environments. Metal-as-a-Service (MaaS) and related bare-metal
cloud o erings expose physical machines as on-demand resources, with APIs for
automated provisioning, reimaging, and lifecycle management, but without a vir-
tualization layer between the application and the hardware. This model targets
scenarios where tenants require full control over the operating system and soft-
ware stack, predictable performance, or specialized hardware con gurations that
are di cult to support e ciently through virtualization.
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Figure 1.2: Cloud Service Models

At the opposite end, Function-as-a-Service (FaaS) and serverless platforms
provide an execution model in which applications are decomposed into ne-grained,
event-driven functions. Developers supply stateless functions and con guration,
while the provider is responsible for managing the underlying compute, networking,
and runtime environment. Users interact with the platform through high-level
interfaces (e.g., event sources, function handlers, con guration parameters), de ne
their own functions, and are enabled to execute them as services. Compared to
laaS, PaaS, or MaaS, this model o ers the highest level of abstraction and the
least operational responsibility for the user, at the cost of reduced control over the
execution environment and deployment strategies.

Model-as-a-Service

More recently, the rapid growth of large-scale arti cial intelligence models has given
rise to the so-called Model-as-a-Service (MaaS). In this paradigm, a cloud provider
hosts pre-trained or ne-tuned machine learning models and exposes their inference
capabilities through standardized API endpoints, so that consumers can integrate
predictions, text generation, or other model outputs into their applications without
owning or operating the underlying model infrastructure.

From the customer's perspective, MaaS resembles SaaS in that the full technol-
ogy stack, hardware accelerators, serving frameworks, model weights, and scaling
logic, is managed by the provider; however, the unit of interaction is a model
invocation rather than a complete application.

Maa$S has become particularly relevant with the emergence of Large Language
Models (LLMs), whose serving requirements, including high GPU memory foot-
print, request heterogeneity, and latency-sensitive autoregressive decoding, make
self-hosting technically demanding and cost-intensive. Major cloud platforms now
o er hosted LLM endpoints with pay-per-token pricing, elastic capacity, and built-
in compliance controls, while open-source alternatives allow organizations to de-
ploy the same models on private or hybrid infrastructure when data sovereignty
or customization requirements prevalil.

The challenges involved in e ciently serving these models at scale, from re-
source provisioning and autoscaling to latency management, constitute the central
theme of this thesis and are discussed in detail in Chapter 3.

1.2.4 Cloud Deployment Models

Deployment models de ne ownership, access patterns, and operational boundaries
for the underlying cloud infrastructure:
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" Public Cloud: it provides a shared, multi-tenant infrastructure accessible
over the internet to any customer willing to pay for the o ered services. The
infrastructure is owned, managed, and operated by a business, academic, or
government organization, and hosted on the premises of that organization.
Today, large public cloud providers o er massive scale infrastructures to
clients all around the world, enabling low per-unit costs unattainable by
individual organizations. However, they could potentially introduce security
and compliance concerns as organizations entrust sensitive data to external
providers operating on a shared infrastructure.

A

Private Cloud: the infrastructure is provisioned to a single organization,
either hosted on-premises in the organization's own data centers or operated
by a provider in isolated facilities. Although private clouds o er superior
control, security, and compliance, often mandatory for regulated industries
such as healthcare or nance, their operational complexity and cost are con-
siderably high.

N

Hybrid Cloud: it combines the two other types of infrastructure, enabling
workload portability based on speci c requirements. In this context, sensi-
tive workloads can remain on the private infrastructure, while less sensitive
ones can leverage the public cloud's elasticity. This approach can optimize
the tradeo between cost and control, but it comes with further integration
complexity.

1.3 Fundamental Properties of Cloud Computing

In this section, we will review the most important properties around which cloud
environments are built, providing the fundamental concepts implemented by the
technologies and platforms discussed in the later chapters.

1.3.1 Consistency and BASE Properties

Consistency in distributed cloud systems concerns the degree to which multiple
copies of data, maintained across di erent nodes or regions, present the same view
to clients at any given time. When a system is strongly consistent, every read that
follows a successful write is guaranteed to return the most recent value, regardless
of which replica is contacted. In contrast, eventually consistent systems allow
di erent replicas to temporarily diverge after updates, but with guarantees that
all copies will converge to the same state over time.

Choosing a consistency model in cloud computing involves a fundamental trade-
o with availability and latency. As depicted in gure 1.3, the CAP theorem [5]
states that in the presence of network partitions, a distributed system cannot
simultaneously provide strong consistency, partition tolerance and high availabil-
ity, and must therefore prioritize one over the other. Systems that favor strong
consistency over partitioned resources often rely on synchronous replication, co-
ordination protocols, such as two-phase commit, favoring ACID operations which
can increase latency for write operations, or temporarily reject operations during
failures to avoid returning stale data. Conversely, systems that favor availability
and low latency often adopt eventual or relaxed consistency, accepting short-lived
anomalies (such as stale reads or con icting updates) that are later reconciled.
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Figure 1.3: CAP Theorem

Therefore, based on the experience from real cloud applications, a novel work-
ow is proposed based on the so-called BASE properties:

" Basically Available: fast responses should always be provided, even if some
replicas are slow or failed. The infrastructure may need to return rapid
responses even when some replicas cannot be retrieved, due to failures.

" Soft State Service: the state cannot be consistent or permanent. To maintain
a state, it should be replicated in enough active copies.

" Eventual Consistency: replicas should eventually converge to a consistent
state, even if it takes time for all updates to propagate and be re ected in the
data. At the same time, an optimistic response should be returned, possibly
using cached data and correcting inconsistencies in an o ine reconciliation.

Cloud platforms frequently o er tunable consistency, allowing applications to
choose, per workload or per operation, between stronger and weaker guarantees.
For example, critical transactional data, such as nancial balances or access-control
rules, are typically stored in services con gured for strong or transactional consis-
tency, accepting higher latency and reduced availability during failures. In con-
trast, high-volume analytics queries, caching layers, and recommendation systems
often rely on eventually consistent stores, where occasional staleness is acceptable
in exchange for higher throughput and lower latency for the end user. Under-
standing these models and explicitly selecting the appropriate consistency level is
therefore a key aspect of designing correct and e cient cloud-native applications.

1.3.2 Reliability

Reliability in cloud computing refers to the ability of a system to perform its
intended function correctly and consistently over time, even in the presence of
component failures or transient faults. A reliable cloud service continues to deliver
the expected behavior under normal and reasonably stressed conditions, and its
operators can quantify this behavior using di erent indicators about the entire
system, such as uptime, error rates, and successful request percentages over a given
period. In practice, reliability is closely related to availability: while availability
focuses on how often the service is reachable, reliability also encompasses the
correctness and continuity of the delivered results.
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To achieve high reliability, cloud systems employ a combination of redundancy,
fault tolerance, and automated recovery mechanisms. Redundancy ensures that
critical components, such as servers or storage devices, are replicated, so that
failures of a single instance do not lead to a complete outage. Fault-tolerant
designs go further by enabling the system to continue operating seamlessly when
failures occur, for example, through failover techniques that automatically route
tra c to healthy instances or switch to backup data replicas. Modern operational
practices require formalization of reliability goals and use monitoring, alerting, and
automated remediation to keep the system within agreed error budgets.

In cloud environments, reliability also depends on how workloads are dis-
tributed and how state is managed across multiple regions and zones. Multi-zone
or multi-region deployments protect against localized failures by spreading replicas
and services across independent failure domains, reducing the risk that a single
data center issue will impact the entire application. At the same time, mechanisms
such as health checks, rolling updates, and automated rollbacks help prevent and
mitigate failures introduced by software changes, con guration errors, or degra-
dations in underlying infrastructure services. As a result, reliability emerges as a
result of both architectural choices and operational discipline.

1.3.3 Quality of Service: agreements, indicators, and objec-
tives

We have already introduced the concept of Quality of Service (Qo0S): it is about
the degree of performance and correctness that service users experience. For each
provided service, it is crucial to understand which behaviors actually matter for
that service and how to measure and evaluate those behaviors, de ning a level of
service. To this end, in industry, there are three main measurements used to de ne
the basic properties of important metrics for the related service, what values those
metrics are expected to have throughout the system's lifecycle, and how providers
must react if they cannot provide the expected level of service, namely service
level indicators (SLI), service level objectives (SLO), and service level agreements
(SLA) [6].

First, an SLI is de ned as a quantitative metric, characterizing the provided
service; typical SLIs are request latency and throughput - respectively, the time
needed to return a response to a given request, and the number of successful request
per time unit - but also the observed error rate of the system. These measurements
are typically aggregated over a time window and then turned into a rate, average,
or percentile. For cloud providers, one crucial SLI is availability, representing the
period of time that a service is accessible by users: service providers typically
express availability in terms of the number of nines in the uptime percentage with
respect to the considered time window.

Second, an SLO represents a target value, or range of values, for a service in-
dicator, expressed via an SLI, of a provided service. Generally, objectives should
capture the performance and availability levels that, if met, would keep customers
of a service satis ed. However, SLOs imply an acceptable level of unreliability of
services. SLOs should also specify the conditions under which they are valid, espe-
cially in the case of heterogeneous workloads, and distinguish between client-side
and server-side indicators, considering what is the e ective behavior experienced
by users.

Finally, an SLA is the contract established between the end user and the service
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provider, including the expected SLOs to be guaranteed, and the consequences to
face if those objectives are not e ectively met.

To address potential issues, cloud applications should be adaptive and tolerant
to delays and failures, by observing the system during execution, dynamically
adjusting the service operations, and verifying the negotiated SLA, eventually
undertaking corrective actions.

1.3.4 Resource Provisioning

A crucial issue for cloud providers when providing reliable services at scale is repre-
sented by the resource provisioning problem, the decision on how much capacity to
allocate at any given time. The consequences of this decision are asymmetric and
signi cant. Allocating too few resources (underprovisioning) leads to performance
degradation, SLO violations, and potential revenue loss; allocating too many re-
sources (overprovisioning) wastes infrastructure capacity and increases operational
costs without proportional bene t. Since cloud billing is consumption-based and
on-demand, every idle resource represents a direct and measurable expense at any
time.

The Cost of Overprovisioning

While it is trivial to see the reason why underprovisioning leads to poor service
performance, degradation in QoS and unacceptable SLA violations, the opposite
problem of overprovisioning has several non-trivial causes and may be a severe toll
for cloud providers nonetheless. In practice, overprovisioning remains the dom-
inant failure mode in cloud resource management, as operators tend to request
more resources than workloads actually consume to ensure quality of service. Al-
though this conservative behavior might seem bene cial for the QoS of individual
workloads, it becomes highly ine cient at scale.

The root causes of overprovisioning are structural and recurrent across domains:

" Uncertainty in demand patterns: workloads can be classi ed across
multiple dimensions, including processing models (interactive versus batch)
and architectural structures (pipeline, parallel, or hybrid models). Empiri-
cal studies on cloud workloads have demonstrated that tra c is frequently
non-stationary, exhibiting long-range dependence and fractal characteristics
where burstiness persists across multiple time scales rather than smoothing
out over time. Consequently, operators provision based on anticipated peak
loads rather than average utilization, leading to considerable idle capacity
during o -peak periods [7].

" Asymmetric cost of errors: given the asymmetric consequences associ-

ated with underprovisioning versus overprovisioning (e.g., SLO violations,

degraded user experience, and service outages), operators rationally allocate

a safety margin above the forecasted peak demand. The perceived cost of a

single outage often exceeds the cumulative cost incurred by several months of

moderate overprovisioning, thereby reinforcing an organizational preference
for maintaining excess capacity.

A

Coarse-grained resource abstractions: Cloud platforms generally ex-
pose computational resources in coarse, discrete units for example, virtual
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machines with xed con gurations, or GPUs that are not fractionally allo-
catable. Consequently, a workload requiring a fraction of the computational
capacity of a particular resource is forced to provision more than what is
actually needed, leaving the residual capacity underutilized.

A

Lack of workload-specic models: Conventional scaling mechanisms
typically rely on aggregate infrastructure-level indicators such as CPU uti-
lization, memory consumption, and network throughput while remaining
agnostic to application-speci c performance characteristics and their un-
derlying resource demand relationships. For example, a server exhibiting
70% CPU utilization may either be e ciently processing a high volume of
lightweight requests or, alternatively, may be operating near its performance
limits due to a smaller number of computationally intensive tasks that ap-
proach critical latency constraints. In the absence of an explicit model that
maps workload characteristics to corresponding resource requirements, au-
toscalers are unable to discriminate between these distinct operating regimes
and therefore default to conservative, heuristic-based scaling decisions.

A

Lack of resource monitoring and dynamic provisioning: if organiza-

tions con gure their cloud deployments once and revisit resource allocations
infrequently, they are subject to ine cient resource usage. Without contin-
uous monitoring, automated right-sizing recommendations, and clear own-
ership of cost optimization, these initial overprovisioning decisions persist
inde nitely.

These factors intertwine one with the other, and if not managed appropri-
ately, they could rapidly become unmanageable and increase the costs for cloud
providers.

1.3.5 Scalability and Autoscaling

In cloud computing, scalability denotes the ability of a system to adjust its com-
puting resources so that it can handle increasing or decreasing workloads while
maintaining acceptable performance levels. Cloud platforms allow applications to
grow or shrink their allocated compute, storage, and network capacity on demand.

Cloud scalability is usually discussed along two main dimensions. Vertical scal-
ability (scale-up/scale-down) changes the capacity of single instances, for example,
by assigning more CPU cores, memory, or storage. Horizontal scalability (scale-
out/scale-in) instead changes the number of instances, by adding or removing
servers, so that the workload is distributed across multiple nodes. The objective
is to achieve availability at a low cost. Modern cloud architectures often adopt a
hybrid approach that combines both strategies: systems can initially scale verti-
cally to meet moderate growth and subsequently introduce horizontal scaling once
vertical limits are reached or greater availability is required [8].

In the cloud, scalability is implemented through autoscaling mechanisms, strongly
relying on observability solutions: they monitor workload-related metrics and au-
tomatically adjust the capacity of provisioned resources so that services remain
responsive and available as demand uctuates over time. Rather than requiring
operators to manually monitor load and react, an autoscaler continuously ob-
serves indicators such as CPU or memory utilization, request rate, queue length,
or application-speci ¢ metrics and decides when to add or remove capacity.
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The end goal of an autoscaler is to dynamically adapt the resources assigned to
elastic applications depending on the input workload, nding a trade-o between
meeting the SLA for the application and minimizing the cost of cloud resource
usage [9]. This problem is commonly abstracted as a MAPE-K (Monitoring, Anal-
ysis, Planning, and Execution over a shared Knowledge) control loop [8, 10]. An
e ective autoscaling process should comply with the following standard phases:

" Monitoring: the autoscaler requires the support of a monitoring system
that provides measurements about user demands, the general status of the
system, and compliance with the expected SLA. The quality of the metrics
provided is a crucial factor for the autoscaler performance, as they should
be granted at the needed granularity, with negligible intrusion, and with
contained overhead.

N

Analysis: this phase consists of processing the metrics gathered directly
from the monitoring system, obtaining from them data about current system
utilization. Here, there are two possible approaches: a reactive autoscaler
would not perform any kind of prediction, just responding to the current sys-
tem status; other proactive autoscalers could use sophisticated techniques to
predict future demands in order to arrange resource provisioning in advance.
Proactivity might be required to deal with uctuating demands and being
able to scale without loss in QoS: we will talk more about it in Section 5.1.

A

Planning: once the current (and, possibly, the predicted) state of the system

is known, the autoscaler needs to estimate how many resources are just
enough to handle the workload. Resource estimation lies at the core of
autoscaling, as it determines the e ciency of resource provisioning. These
decisions should be made considering the data obtained from the analysis,
the target SLA, and other factors related to the cloud infrastructure itself
(such as pricing tiers and resource combination options).

A

Execution: the execution phase is responsible for actually carrying out the
scaling plan by provisioning or deprovisioning resources, typically by calling
cloud provider APIs.

Designing e ective autoscaling policies involves trade-o s between performance,
stability, and cost. Most production autoscaling systems operate reactively: they
observe current or recent metric values, such as CPU utilization, memory pressure,
or request latency, and adjust capacity after a deviation from the target is detected.
This design is conceptually simple and robust, but introduces inherent delays: the
system must rst experience a load increase, observe the resulting metric change,
propagate the signal through the monitoring pipeline, evaluate the scaling policy,
and only then trigger a scaling action. During this reaction window, which could
range from tens of seconds to several minutes depending on the platform, the met-
ric collection interval, and the stabilization policies, performance may degrade.
Moreover, delays in the provisioning process, meaning the time required to make
new capacity operational once the scaling decision has been made, further increases
latencies. For example, launching a new virtual machine involves image instanti-
ation, boot, and application initialization, a process that can take one to several
minutes depending on the size of the VM and the complexity of the software [9,
11]. Containers are faster to start than VMs, typically on the order of seconds,
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Figure 1.4: The MAPE-K control loop in the Cloud (from [10])

but may still incur non-trivial delays for applications with heavyweight initial-
ization (e.g., loading large model weights or establishing database connections).
During this interval, the system operates with insu cient capacity and end users
experience elevated latency or request failures. These combined e ects imply that
purely reactive autoscalers are structurally unable to maintain SLOs during rapid
load transients. To compensate, some approaches involve pre-provisioning [12] idle
capacity that can absorb burst request spikes, while the autoscaler brings up the
needed computational resources. This is a form of overprovisioning: it consumes
resources continuously to provide insurance against infrequent spikes.

Autoscaling approaches can be broadly classi ed into two families based on the
scaling timing strategy employed [8, 9]:

" Reactive approaches respond to the current or recently observed state of
the system without attempting to forecast future demand. The most widely
adopted reactive policy is threshold-based (or rule-based) autoscaling, used by
production systems such as Kubernetes [13]. In this approach, each scaling
rule consists of a triggering condition, de ned over one or more performance
metrics with respective upper and lower-bound thresholds, and an action to
be executed when the condition is met for a speci ed duration. Once the ac-
tion has been performed, the autoscaler may enforce a cooling period during
which it remains inactive to prevent oscillations. The simplicity of rule-based
policies makes them easy to implement, deploy, and understand. However,
setting appropriate thresholds is a per-application task that requires a deep
understanding of workload patterns, and their e ectiveness is highly sensitive
to workload variability, often requiring frequent re-tuning as tra c patterns
evolve [8, 9].

" Proactive approaches attempt to anticipate future demand and resource

needs, and adjust capacity before the load materializes, thereby reducing or

eliminating the reaction delay. By forecasting expected workload at a future

time that matches or exceeds the provisioning delay, a proactive autoscaler

can initiate scaling actions early enough for new capacity to be ready when
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it is needed. This transforms the provisioning problem from a reactive con-
trol loop with inherent delay into a feedforward problem where the delay
is compensated by anticipation. However, workload prediction is only vi-
able for workloads with identi able patterns and therefore cannot handle
random bursts [8]. Proactive autoscaling encompasses a diverse family of
techniques, each with distinct assumptions, strengths, and limitations. We
examine these techniques and the workload characterization methods that
underpin them in Section 5.1.

These two groupings are not mutually exclusive: e ective production systems
frequently combine reactive and proactive elements, using predictive models to an-
ticipate regular demand patterns while retaining reactive mechanisms as a safety
net against forecast errors and unprecedented load spikes. When properly de-
signed and tuned for the speci ¢ application, autoscaling enables cloud providers
to maintain acceptable service quality while minimizing overprovisioning.

1.3.6 Monitoring and Observability

The operation of large-scale distributed systems requires continuous visibility to
ensure that their behavior and execution are as expected. Although the cloud
provides a suitable environment to build more resilient, more secure, and high-
performance applications, it comes with the need to assess control over the infras-
tructure supporting these workloads and its cost. Applications should be designed
to include and facilitate mechanisms that make them observable by some entity,
whether this entity is another application or an administrator. This mainly re-
volves around signals that represent the output of the system, from which either
an administrator or other components can infer knowledge about the state of the
system itself. The ability to observe a system is therefore a prerequisite during the
entire lifecycle of the system: without comprehensive information about the
current state of running workloads, resources, and components, operators cannot
detect anomalies, assess compliance with service-level objectives, or apply correc-
tive actions. Regarding this, we can refer to two di erent concepts: monitoring
and observability.

Monitoring refers to the practice of collecting useful sets of signals and logs
to understand a system's behavior, typically by tracking known indicators such
as latency, trac, error rate, and resource saturation. Monitoring answers the
question of whether the system is healthy by evaluating whether known indicators
remain within prede ned bounds.

Observability, on the other hand, is a broader capability that allows teams
to actively debug and explore the internal state of the system by examining its
external outputs, including properties and patterns that were not necessarily antic-
ipated or de ned in advance [14, 15]. Observability answers the more open-ended
guestion of why the system behaves in a particular way and is especially important
in distributed architectures and the cloud, where a single failure can imply sub-
sequent cascading ones and can be particularly di cult to identify. Observability
relies on three fundamental signals: logs, metrics, and traces.

Logs are structured or unstructured records of discrete events emitted by ap-
plication components, each with a timestamp and typically a severity level. They
provide granular, event-level detail that is essential for root cause analysis and
historical auditing.
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Figure 1.5: Metrics, Traces, and Logs for Observability (from [16]

Metrics provide numerical representations of data about the application or
infrastructure, measured over time intervals. They can be either quantitative val-
ues or aggregations of relevant data (such as the number of successful requests
observed on a Web server). They provide a quantitative view of the health and
performance of the system and are the primary input for alerting and autoscal-
ing decisions. There exist various data models used to describe di erent types of
metrics, but we can outline three core types commonly supported by observability
systems: gauges, representing a single numerical value that can arbitrarily go up
and down (such as the number of concurrent requests running in the system); coun-
ters, which are cumulative metrics representing a single monotonically increasing
counter whose value can only increase or be reset to zero on restart (such as the
number of successful requests served); histograms, which sample observations (like
request durations or response sizes) and counts them in con gurable or exponential
buckets.

A trace represents the path taken by an individual request as it traverses the
components of a distributed system. Since a single user request may pass through
many services, traces are crucial to understand latencies, identifying bottlenecks,
and localizing failures to speci c components [14, 15].

From these three fundamental signals, metrics require less resources to be man-
aged, meanwhile logs are much more rich and therefore tend to be much larger and
can cause processing issues, especially if components are logging too verbosely.

Implementing observability in cloud environments requires ad-hoc tools. Agents
or instrumentation libraries must be deployed on or within every component to be
observed, collecting and storing telemetry data, and forwarding it to an analysis
backend. These data are bu ered, parsed, transformed, and stored, and should be
available to administrators for querying and visualization. Dealing with hetero-
geneity in the telemetry data is a central challenge: agents must run in many di er-
ent environments and be able to produce uniform, comparable analysis throughout
the entire set of collected data.

1.3.7 Network Management and Load Balancing

Network management is the process of administering, operating, and securing the
infrastructure of a computer network, using specialized tools to monitor perfor-
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mance, ensure connectivity, and optimize trac. The process involves con gu-
ration and fault management, security, and provisioning for the users. Network
management in cloud environments is crucial to the way communication between
distributed components is organized, monitored, and controlled to provide pre-
dictable performance and reliability. Since cloud infrastructures aggregate large
numbers of virtualized resources connected through complex, multi-layer networks,
it is necessary to abstract away the underlying topology and expose logical com-
munication channels between services. Therefore, there is the need to con gure
addressing and naming, route tra ¢ between nodes and data centers, enforce se-
curity policies, and collect metrics on tra ¢ patterns and failures. Furthermore,

in the context of multi-tenant clouds, it is important to pay speci ¢ attention to

the isolation of di erent tenants: each tenant is a group of users or an organization
which has a contract with the cloud provider. A single tenant may include multiple
users with access to the same resources. At the physical layer, many tenants can
use a shared pool of resources, but the cloud provider should not allow di erent
tenants to interfere with each other. For these purposes, overlay networks, which
are virtual networks de ned at the application layer, provide a way to guarantee
strong isolation of the tenant into an isolated private network [17].

E ective network management is therefore a prerequisite for higher-level mech-
anisms such as service discovery, replication, and load balancing, which rely on a
consistent and up-to-date view of the system. Within this context, load bal-
ancing is the process of distributing incoming requests or tra ¢ across multiple
servers or service instances so that no single node becomes a bottleneck or single
point of failure. In cloud environments, where services are typically replicated for
scalability and fault tolerance, load balancing is essential to make e ective use
of available resources, maintain low response times, and ensure that failures or
slowdowns of individual instances do not compromise the overall system. With-
out proper load balancing, a subset of instances could become overloaded while
others remain underutilized, leading to increased latency, higher error rates, and
ine cient resource usage.

Load balancers act as intermediaries between clients and backend servers, in-
tegrating closely with the virtualized network and service discovery mechanisms.
At the local level, a server-side load balancer listens on a well-known endpoint and
forwards requests to one of the backend instances, often performing additional
functions such as health checking, connection termination, or protocol translation.
At the cluster level, software components, such as proxies or service meshes, pro-
vide a transparent load distribution, hide the physical topology, and allow services
to move or replicate without impacting clients. Load balancing is strictly coupled
with monitoring, migration, and dynamic resource management.

Depending on the con guration for the policies, we can have static and dy-
namic approaches. Static load balancing policies decide an initial allocation
of processes or services before execution and distribute workloads without taking
into account the current state of the system, assigning workloads based on a pre-
determined plan. In contrast, dynamic load balancing accounts for the current
availability, workload, and health of each server, allowing to shift tra ¢ from over-
burdened servers to underutilized ones, keeping the distribution even and e cient,
although coming with more costs and being more di cult to con gure.

Several algorithms and policies are commonly used to decide how requests are
distributed. Simple strategies such as round-robin assign requests to servers in a
xed cyclic order, which works well when servers are homogeneous and requests
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have similar cost. More dynamic approaches, such as least-connections or least-
loaded algorithms, take into account the current number of active connections or
resource utilization on each backend, directing new requests to less busy servers
to avoid overload. Weighted variants of these algorithms allow operators to re ect
heterogeneous capacities in the server pool, assigning more tra c to instances with
more CPU, memory, or network bandwidth. At the network layer, load balancing
can be implemented at dierent OSI levels: layer4 load balancers route trac
based on IP addresses and ports, while layer 7 balancers operate at the application
layer, inspecting HTTP headers, paths, or other content to make routing decisions.

1.3.8 Virtualization and Containerization

Modern cloud infrastructures are fundamentally dependent on two complemen-
tary technologies that enable resource sharing and isolation: virtualization and
containerization. Virtualization is a technique that creates simulated computer
environments on top of physical hardware, allowing multiple independent operat-
ing systems to run concurrently on the same machine, meanwhile containerization
is a software deployment approach that packages applications and their depen-
dencies into isolated units sharing the same operating system kernel, enabling
lightweight and portable execution.

Although both serve the nal goal of running several workloads on shared hard-
ware, they operate at di erent abstraction levels and exhibit distinct characteristics
that make them suitable for di erent use cases.

Hardware virtualization employs software to allow users to create multiple
virtual machines (VMs), share the same resources, such as memory, storage, and
processors, with the host system they are running on, using an abstraction layer
known as a hypervisor. The hypervisor intercepts all hardware access requests from
VMs and multiplexes physical resources accordingly, ensuring that each VM re-
mains isolated despite sharing the same underlying infrastructure. Virtualization
introduced capabilities that fundamentally transformed data center operations.
First, where previously each application required its own physical server, virtual-
ization allows multiple workloads to share the same hardware, allowing for better
resource usage. Second, it provides strong isolation between VMs, as each one
operates with its own kernel and system state, so that a crash, security breach,
or resource exhaustion in one VM cannot directly a ect others. Third, it enables
heterogeneity: a single physical host can simultaneously run multiple operating
systems, potentially running di erent kernels, system libraries, and con gurations,
each believing that they control dedicated hardware. This exibility is essential
for cloud providers that serve diverse customers.

Containerization follows a di erent approach, relying on containers to pack-
age and deploy applications. Containers are lightweight, portable, isolated pro-
cesses that run and use the resources of the architecture. Multiple containers
share a single host OS while maintaining isolated runtime environments through
kernel features such as namespaces and control groups. Unlike virtual machines,
containers run on a container engine and share the host's operating system ker-
nel and resources, which makes them lightweight and more portable compared to
virtual machines.

In the perspective of having portable and scalable applications, an application
should be composed of microservices, ne-grained composable blocks that per-
form speci ¢ business functions. Following the principles of being lightweight and
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modular, microservices should run in a context capable of o ering the entire en-
vironment they need for execution. Because of this, containers are the ideal unit
of execution, since they provide self-contained and isolated processes, including all
the necessary components for the application to run, such as libraries, binaries,
and dependencies.

In summary, cloud computing has become the main paradigm: relying on di er-
entiated deployment models, providers can enable scalable, reliable, and available
service provision in a very di erentiated way, having the customers choose which
model is most suitable for their application and use case. In the next chapter, we
will present the enabling technologies for state-of-the-art cloud-native applications
that serve as fundamental building blocks for deploying and managing Al inference
workloads later analyzed in this work.



2 Modern Architectures and Tech-
nologies for Cloud Computing

With its elastic, always-on infrastructure, the cloud has enabled enterprises to
o er scalable, reliable services in a cost-e ective way through resource sharing.
The practices and technologies used to design, build, and operate workloads that
fully exploit these properties are commonly referred to as cloud-native tech-
nologies. In this chapter, we will rst discuss how standard architectures have
transitioned from monolithic architectures to microservice-based ones, and then
introduce the main technologies employed in modern cloud-native solutions, pro-
viding the foundations of the architecture discussed in Chapters 4 and 5, ensuring
a solid understanding of these technologies.

2.1 Introduction to Microservice Architectures

Before examining the speci ¢ technologies that enable modern cloud-native appli-
cations, it is important to understand the patterns of software architecture that
motivate their design. The way applications are structured, meaning how their
components are organized, deployed, and communicate, determines how they can
be scaled, maintained, and evolved. Due to the importance of maintaining a single-
responsibility and independence for each component, the main trend is to associate
each business functionality with a microservice, providing independent deploy-
ment, lightweight communication, and modularity. The transition from monolithic
architectures to microservices represents one of the most signi cant shifts in soft-
ware engineering practice over the past two decades and directly motivates the
containerization and orchestration technologies discussed in the remainder of this
chapter.

2.1.1 Monolithic and Service-Oriented Architectures (SOA)

Enterprise applications are often built according to the classic three-tier model,
which includes the user interface code, the server-side business logic, and the
database backend. The server-side application is a monolithic architecture as the
entire application is built, deployed, and executed as a single, self-contained unit:
all components are deployed together. Internally, functionality may be organized
into modules, layers, or packages, but at the deployment and operational level the
application is indivisible. Monolithic architectures o er advantages, particularly

in the early stages of a project. They are simple to develop, test, and deploy: a
single build produces a single artifact that can be run on a single server or a small
cluster behind a load balancer. Intra-process communication between modules
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is fast and reliable, and refactoring across module boundaries is straightforward,
since all code resides in the same repository and runtime [18].

As the application grows in size and the development team expands, mono-
lithic architectures present increasingly severe limitations. First, scaling is coarse-
grained: the application can only be scaled as a whole. If one component ex-
periences high load while others are underutilized, the entire application must
be replicated, wasting resources on idle functionality. Second, since deployment
Is tightly coupled, any change to the application requires redeploying the entire
monolith, increases risks, slows down release cycles, and requires extensive coor-
dination between teams. Furthermore, fault isolation represents an issue, since a
failure in one module can easily result in a cascade of errors [18].

Service-oriented architectures (SOA) emerged as an approach to mitigate
some of these limitations by decomposing applications into a set of independent,
interacting services. In this view, all interactions among programs and components
are analyzed as interactions among a set of independent but interacting services.
Services are described and accessed through well-de ned interfaces that specify
the properties of the interaction, and a service registry or discovery mechanism is
used to match the clients requesting the service to the providers. A key part of
this model is the separation between service description, discovery, and communi-
cation, which should be supported in a way that is independent of any particular
platform, communication mechanism, or network implementation. The main prin-
ciples are therefore having loosely coupled, composable, and standard-compliant
components, to increase exibility and accessibility, and stateless interactions, to
ensure decoupling. Practical SOA implementations often relied on heavyweight
infrastructure, such as middlewares which mediated inter-service communication,
providing routing, message transformation, and protocol translation. Over time,
this centralized middleware could become a bottleneck and a single point of com-
plexity, partially negating the bene ts of service decomposition.

2.1.2 Fom SOA to Microservices

Microservice architectures can be seen as a re nement and evolution of SOA
principles, pushing service decomposition further towards ne-grained, fully au-
tonomous components. In a microservice architecture, each service is a small,
independently deployable unit that performs a speci ¢ business function, owns its
own data, and communicates with other services through lightweight protocols [18,
19]. Microservices are built around business capabilities and are independently
deployable and composable with the bare minimum of needed centralized manage-
ment. These services are meant to comply with a single responsibility, executing a
given business function, and should expose standard API through which they in-
teract with other services, abstracting the internal logic and increasing decoupling.
Since applications built from microservices aim to be as decoupled and as cohe-
sive as possible, the main idea is to perform communications through well-de ned
request-response protocols, such as HTTP REST calls, and lightweight messaging.
Regarding resource granularity, there is an essential trade-o to consider:
although ne-grained resources are more exible and easier to replicate and scale
independently, they require more attention and management e ort. Microservices
embody this trade-o by providing the bene ts of ne-grained decomposition at the
cost of increased operational complexity. The deployment, scaling, and monitoring
of a system composed of several microservices is a more complex task than in the
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case of a monolithic application. For this reason, various automation procedures in
the continuous integration and continuous delivery (CI/CD) pipelines, monitoring,
and autoscaling are used in the development of such applications [18].

The rise in popularity of microservice architectures has been enabled by the
wide adoption of containerization and orchestration in the cloud. Containers pro-
vide a lightweight and self-contained execution environment that makes it practical
to deploy and manage hundreds of independent services, while orchestration plat-
forms can automate scheduling, scaling, networking, and lifecycle management
that would otherwise be impractical to perform.

2.1.3 Containers as Deployment Units for Microservices

The adoption of microservice architectures creates the need for a deployment unit
that is lightweight, portable, and self-contained, capable of packaging a single
service together with all its dependencies and running it in isolation from other
services on the same host. Virtual machines, while providing strong isolation,
carry the overhead of an entire operating system per instance, making them too
heavy for the ne-grained decomposition that microservices demand. As intro-
duced in Section 1.3.8, containers address this gap by providing a lightweight ex-
ecution environment that packages an application together with its dependencies
and con guration into a self-contained unit running on top of the host operating
system kernel. From a software engineering perspective, containers address four
key concerns: process isolation, process lifecycle management, process packing,
and providing reproducible environments.

Process isolation improves security and robustness by preventing accidental
interference by co-located services (for example, two services binding the same
port) and by constraining resource consumption, thus improving robustness and
security.

Process lifecycle management becomes the responsibility of the container
engine and, at larger scale, of orchestration systems, so that creation, startup,
restart, and removal of containers are handled automatically, enabling automated
recovery: if a container fails, it can be restarted or replaced without human inter-
vention.

Process packing and distribution is achieved by bundling the application
and its dependencies into an image composed of immutable, content-addressed
layers that can be instantiated as many times as needed, thus simplifying deploy-
ment.

Finally, reproducibility follows from the fact that the same application in-
side a container can be deployed and executed on any compatible node with a
container runtime, exposing a consistent environment across development, testing,
and production. This portability and self-containment make containers the natural
unit of execution for microservices: each microservice is packaged as a container
image and instantiated as one or more running containers that provide the entire
environment needed for execution, including libraries, binaries, and dependencies.

2.1.4 Container Management and Orchestration

When managing applications on the scale typical of modern cloud environments,
with potentially hundreds or thousands of microservice instances distributed across
several nodes and serving di erent components of the same application, manual
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container management becomes impractical. In this context, there are several
recurring requirements to address, such as automated scheduling, which is the
ability to deploy containers according to resource availability over the nodes, fault

tolerance and rescheduling, without manual intervention, and service discovery
and networking support.

This motivates the need for components dedicated to automating container
deployment, scheduling, scaling, networking, and health management throughout
the cluster. Container orchestration platforms are systems responsible for man-
aging applications according to policies de ned to guarantee requirements before
and during execution, operating primarily in the management and control planes.
Container orchestration is the process that allows systems to automate the deploy-
ment, management, scalability, and networking of containers throughout the life
cycle, allowing for reproducibility in many di erent environments and on a large
scale.

This kind of solution requires an underlying containerization solution running
on every node in the cluster, such as Docker. The nodes must also run the or-
chestration tool, which is usually structured as a master-slave architecture: a
designated master node, with a control plane, is the controller of the orchestration
solution itself, taking global decisions about the cluster, as well as detecting and re-
sponding to cluster events. Typically, the required state of the system is expressed
declaratively (such as the number of replicas of a service or its required resources).
The control plane then continuously reconciles the current state with the desired
one, adding, removing, or relocating containers as needed. The end goal is to reach
eventual consistency over the desired state of the system: if there are not enough
resources to reach the desired state of a new application deployment, the control
plane shall wait and retry until all the needed resources are available.

2.2 Enabling Technologies for Cloud Computing

In this section, we introduce the enabling technologies that underpin modern cloud-
native microservice-based infrastructures, focusing on the most relevant platforms
for containerization and container orchestration at scale.

2.2.1 Containers, containerd, and Docker

Expanding from Section 1.3.8, containers provide a lightweight execution environ-
ment that packages an application together with its runtime, libraries, and con-
guration into a self-contained unit running on top of the host operating system
kernel. On Linux, the illusion of a separate machine is created by two main kernel
mechanisms: namespaces, which partitions kernel resources, giving each container
its own view of resources such as processes, lesystems, and networks, and control
groups (cgroups), which can limit and account for CPU, memory, and I/O usage.

In practice, a container is a process (or a relatively small group of processes) whose
visibility of the system is restricted to a private slice of the global namespace and

a bounded share of host resources.

The Open Container Initiative (OCI) formalizes the main principles for con-
tainers by de ning a Standard Container [20, 21]. A standard container de nes a
unit of software delivery that encapsulates a component and all its dependencies in
a self-describing, portable format, so that any compliant runtime can run it with-
out extra dependencies, regardless of the underlying machine and the contents of
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the container. To achieve this, the OCI runtime speci cation de nes (i) a standard
con guration le describing the container process, resources, and isolation settings,
a well-de ned execution environment, and a xed set of lifecycle operations (such
as create, start, kill, delete) that all compliant runtimes must support. These
operations must behave consistently, independent of which application is running
inside the container or which implementation of the runtime is used, and across all
supported platforms. As a consequence, standard containers are automated and
suitable for production-quality delivery pipelines: orchestration systems, CI/CD
tools, and management platforms can rely on a common set of behaviors when
integrating di erent runtimes and container engines.

The underlying abstraction distinguishes between images and containers. An
image is a read-only template that describes the lesystem and metadata required
to run a container, often assembled from multiple layers starting from a minimal
base image (for example, a minimal Linux distribution) and adding application-
speci ¢ dependencies and libraries. Each layer is content-addressed by a crypto-
graphic hash, which enables strong immutability guarantees and e cient sharing
between images that reuse the same base layers. A container is a runnable instance
of an image, with its own writable layer for transient state and con guration, which
is discarded when the container is removed unless data are explicitly persisted via
volumes or bind mounts.

Container Runtime: containerd

containerd [22] is an open-source industry-standard container runtime that im-
plements the core primitives needed to manage containers on a single host. It sits
between low-level OCI-compliant runtimes and higher-level platforms, providing a
stable API for image management, lesystem preparation, process execution, and
lifecycle control. Instead of exposing raw operating system interfaces, containerd
0 ers an abstraction layer that groups related functionality into well-de ned sub-
systems, so that developers and orchestrators do not have to interact directly with
namespaces, cgroups, union lesystems, or networking primitives.

At a high level, the containerd architecture can be decomposed into four
classes of components:

A

Content and image management, which handles storage and lookup of image
data and metadata.

Snapshot and lesystem management, which prepares the root lesystems
that containers will see.

" Container and task management, which models container con guration and
process execution.

" Runtime integration and shims, which connect containerd to OCI runtimes
such as runc, and decouple container lifetimes from the daemon.

On top of these core capabilities, containerd exposes a plugin-based extension
model that adds higher-level services, such as the CRI plugin for Kubernetes,
metrics, or support for alternative runtimes.

From the point of view of containerd, images are opaque objects that must
be stored, referenced, and retrieved e ciently. The content subsystem provides a
content-addressable store for all blobs associated with images (such as manifests,
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con guration objects, and layers), while the image subsystem maintains higher-
level metadata, including image names, tags, and platform information. Together,
these components allow clients to refer to images using familiar references, while
containerd internally resolves them to the underlying content needed to prepare
and run a container.

To actually run a container, its image must be turned into a directory tree that
can be mounted as the container's root lesystem. This responsibility is delegated
to snapshotters, which encapsulate the details of various storage backends (for
example, overlay lesystems or copy-on-write volume drivers) behind a simple
snapshot API. Given an image, containerd asks a snapshotter to create and
manage the lesystem snapshots that will back each container, so that the rest of
the system can treat the root lesystem as an abstract resource without depending
on a particular storage implementation.

containerd distinguishes between the description of a container and its live ex-
ecution state. A container in containerd represents the con guration and meta-
data associated with a workload: which image and snapshot it should use, and
which settings (entrypoint, environment, resource limits) de ne its behavior. A
task represents the running processes on the host that realize that con guration.
The task API provides basic operations such as create, start, pause, resume,
and delete, and acts as the main interface for higher-level systems that need to
supervise container lifecycles.

The actual creation of container processes, and the setup of their isolation, is
handled by OCI-compliant runtimes. containerd integrates with these runtimes
through a small per-container shim process that sits between the daemon and the
runtime. When a new container is started, containerd prepares the necessary
con guration and lesystem, then launches a shim, and instructs it to invoke
the runtime to create and start the container. Once the container is running,
the runtime process exits and the shim remains as the parent of the container
processes, forwarding 1/0O and reporting the status back to containerd.

This design has two important consequences. First, containers continue to run
even if the containerd daemon is restarted or upgraded, because their lifetime is
tied to the shim rather than to the daemon itself. Second, it provides a narrow
integration point between containerd and di erent runtime implementations: by
changing the shim and runtime combination, the daemon can support di erent
underlying execution mechanisms while presenting the same API to clients.

Container Platform and Interface: Docker

Docker [23] provides a complete platform on top of the container runtime, com-
bining image building, distribution, and single-host container management under
a uni ed toolchain. At its core, the Docker Engine follows a client server architec-
ture: the Docker CLI acts as the client, the dockerd process is the long-running
daemon that manages local state, and one or more registries provide persistent
storage and distribution for images. These components communicate primarily
via an HTTP-based REST API, typically exposed over a Unix socket on a single
host, but also accessible over TCP when remote management is required.

The Docker client is the main user-facing entry point. When a developer runs
commands such as docker build, docker run, or docker pull, the CLI parses
arguments and translates them into REST API requests that are sent to the dae-
mon. The client itself is stateless: it does not hold long-term information about
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containers or images, but simply issues requests and displays results. Multiple
clients can talk to the same daemon, and a single client can be con gured to tar-
get di erent daemons by changing the Docker host con guration. Other tools,
such as Docker Compose or graphical front-ends, are e ectively alternative clients
that build higher-level work ows on top of the same API surface.

The Docker daemon (dockerd) is a background process running on the Docker
host; it is responsible for managing Docker objects such as images, containers,
networks, and volumes. As it receives a request from a client, it validates the
request, updates internal metadata, and performs the necessary operations on the
host: pulling or pushing images to registries, creating containers, wiring network-
ing, mounting storage, and supervising container lifecycles. Internally, the daemon
maintains a local store (typically under /var/lib/docker) that tracks downloaded
image layers, container con guration and state, allocated networks, and created
volumes.

From the daemon perspective, a container is de ned by a reference to an image,
a set of runtime options (such as environment variables, port mappings, and re-
source limits), and attachments to networks and volumes. Based on these inputs,
dockerd coordinates the lower layers (including the underlying container runtime)
to create and start the container, then exposes status, and logs back to the client.
The daemon is also responsible for background tasks, such as garbage-collecting
unused images and volumes, monitoring container health, and reacting to events
such as failures or restarts.

Docker registries are services that store and distribute container images. A
registry hosts one or more repositories, each identi ed by a name and containing
multiple tagged versions of an image. By default, the Docker CLI interacts with
Docker Hub, a public registry, but private registries can be deployed on-premise or
in the cloud. When a user runs docker pull or docker run with an image that
is not present locally, the daemon contacts the con gured registry, authenticates if
needed, and downloads the image manifest and layers. Conversely, when docker
push is invoked, the daemon uploads the locally built layers and updates the
repository metadata in the registry.

Figure 2.1: Docker Architecture

As previously anticipated, images are composed of several layers: each instruc-
tion in a Dockerfile creates a new layer, which can be shared across di erent
images if they have the same content. This layered design reduces network trans-
fer and storage requirements, as common base layers (for instance, a minimal
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Linux distribution and language runtime) need to be downloaded only once and
can be reused across many application images. It also enables reproducible and
immutable packaging.

Docker also provides integrated networking so that containers can communi-
cate with each other and with external services. Conceptually, a Docker network
de nes a logical communication domain: containers that join the same network
can address each other by IP or by name, while remaining isolated from contain-
ers on other networks. The default bridge network created on each host connects
containers through a virtual Ethernet bridge; it assigns private IP addresses and
provides simple name resolution, so that services can talk to each other without
hard-coding host addresses. Additional network drivers cover more specialized sce
narios. Thanks to this model, complex multi-container applications can be wired
together declaratively, and their connectivity can be changed or extended without
changing the application code.

Regarding storage capabilities, Docker distinguishes between the writable layer
inside a container and host-based mechanisms that persist data beyond the lifetime
of individual containers. By default, all les created by an application are written
in the container's writable layer, which disappears when the container is removed
and is tightly coupled to the host where it runs. This is convenient for ephemeral
workloads, but unsuitable for stateful services or for sharing data between con-
tainers. To address this, Docker o ers three main options: volumes, bind mounts,
and tmpfs mounts. Volumes are managed entirely by Docker and stored under a
dedicated directory on the host; they are decoupled from the lifecycle of any single
container and can be attached to multiple containers at once. This makes them
the preferred choice for application data such as databases, model caches, or logs
that must survive restarts and redeployments. Bind mounts instead expose an
existing directory or le from the host lesystem into a container, which is useful
for development (for example, sharing source code) or for integrating with legacy
paths and external systems. Finally, tmpfs mounts keep data only in the host's
memory; they are appropriate for temporary or sensitive data that should not
be persisted. Together with the plugin system for external volume drivers, these
mechanisms allow Docker to combine container isolation with exible options for
storage durability, sharing, and performance.

The lifecycle of a Docker container revolves around ve phases through which
it can transition in response to user commands and runtime events. When a con-
tainer is rst created, via docker create or implicitly through docker run, it
enters a stopped state with its con guration and lesystem prepared but with-
out a running process. A subsequent docker start moves the container into the
running state, where the main process executes until it exits normally or is ter-
minated by signals, resource limits, or management commands such as docker
stop or docker kill. From the running state, the container can be temporarily
paused and later unpaused, or it can transition back to the stopped state when
its process dies; depending on the con gured restart policy, the daemon may then
automatically start it again. Finally, when a stopped container is removed with
docker rm, it enters a deleted state, and both its metadata and writable layer are
discarded, unless external volumes are used to persist application data.
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Figure 2.2: Docker container lifecycle

Docker builds on top of containerd as its internal container runtime. When
a user runs docker run, the request is sent to dockerd, which validates the pa-
rameters and ensures that the requested image is available, pulling it from the
registry if necessary. The daemon then asks containerd to create and start a
new container based on that image; containerd resolves the image, prepares the
lesystem snapshot and invokes an OCI-compliant runtime through a small shim
process per-container to actually spawn and supervise the container's processes.

2.2.2 Container Orchestration and Kubernetes

Container engines such as Docker make it easy to package an application and its
dependencies into a portable image and to run it as one or more containers on a
single host. This solves many problems related to dependency management and
process isolation, but quickly becomes insu cient once applications need to scale
across multiple machines, tolerate failures, and be updated frequently. At that
point, the focus shifts from managing individual containers to orchestrating sets
of containers, their con guration, and their lifecycle across a eet of nodes.

Container orchestration platforms automate deployment, scheduling, scaling,
networking, and health management tasks for containers through operators and
controllers. Instead of manually deciding on which machine each container should
run and how to restart it in case of failure, operators declaratively de ne the
desired state of the system. The orchestrator compares this desired state with the
actual state of the cluster and performs the necessary actions to reconcile the two,
performing actions such as starting or stopping containers, rescheduling them on
di erent nodes, updating networking and storage con guration.

Kubernetes [24] is an open-source container orchestration platform originally
developed by Google and now maintained by the Cloud Native Computing Foun-
dation, designed to manage containerized workloads and services in a portable and
extensible way.

The core idea is that users interact with the system through a declarative
API: they interact with objects that describe the desired con guration of their
applications and of the cluster, and Kubernetes takes responsibility for driving the



40 Modern Architectures and Technologies for Cloud Computing

current state towards that con guration. It abstracts away most low-level details
and instead encourages an application-centric view: workloads are expressed in
terms of Pods, Services, Deployments, and other high-level objects with a speci ed
desired state, and then the platform them maps to containers and resources on
individual nodes.

A Kubernetes cluster consists of a control plane and a set of worker nodes.
The control plane exposes the Kubernetes APl and implements the global logic
that decides how workloads should run, while worker nodes provide the resources
on which application containers are executed.

Kubernetes Architecture

Kubernetes follows a master worker architecture. The control plane is responsi-
ble for maintaining the cluster state and making global decisions such as schedul-
ing new workloads, reacting to node failures, and applying con guration changes.
Worker nodes are the machines where containers actually run; each node hosts
a container runtime and a small set of Kubernetes components that communicate
with the control plane.

The API server is at the heart of the control plane. It exposes an HTTP
API that lets end users, di erent parts of your cluster, and external components
communicate with one another, acting as the front-end for all control-plane op-
erations. All other components, as well as external clients or controllers running
outside the cluster, interact with Kubernetes by reading and writing API objects
through the API server. The persistent state of the cluster, comprising con gura-
tions, workload de nitions, status information, and metadata, is stored in etcd, a
distributed key-value store that provides strong consistency and high availability.

Two further control-plane components implement the core reconciliation logic,
namely the controller manager and the scheduler.

Kubernetes Controller Manager The kube-controller-manager runs a collec-

tion of built-in controllers, each of which implements a control loop (in other words,

a non-terminating loop that regulates the state of a system) for a particular set
of API objects and continuously tries to reconcile the actual state towards the
desired state described in their speci cations. When a divergence is detected, the
corresponding controller issues API requests to create, delete, or update objects so
that the system converges back to the desired con guration. Apart from built-in
controllers, Kubernetes design allows for extensibility in controller de nition; par-
ticularly, the Operator pattern de nes the way by which a new controller, watching
for custom resources, can be built and deployed.

Kubernetes Scheduler The kube-scheduler is responsible for assigning newly
created, unscheduled Pods to nodes. It monitors the pool of pending Pods and
available nodes, evaluates constraints such as resource requests, a nities, and
taints, and then binds each Pod to a chosen node by updating its speci cation
via the API server. Once the scheduler has found feasible nodes it runs a set
of functions to score them, and picks the one with the highest score among the
feasible ones. The scheduler then noti es the API server about this decision in a
process called binding.

In many deployment environments, there is also a cloud controller manager,
which integrates Kubernetes with underlying external cloud provider APls, manag-
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ing controllers that reconcile cloud-speci c resources. By isolating cloud-dependent
logic in this component, the rest of the control plane remains portable across dif-
ferent environments.

The worker nodes host the containers that implement user workloads. Each
node runs a kubelet, which is the primary node agent responsible for ensuring
that the containers described in the Pod speci cations assigned to that node are
running and healthy. The kubelet watches for Pod de nitions from the API server,
interacts with the local container runtime to create and manage containers, and
reports status information back to the control plane. Alongside the kubelet, each
node runs kube-proxy, a network proxy that implements part of the Kubernetes
Service abstraction at the node level. The kube-proxy programs the data plane
(either by using the OS packet Itering layer, or forwarding the tra c itself) so
that tra c sent to a Service's virtual IP is distributed across the corresponding
backends, regardless of which nodes they are running on.

The separation between a logically centralized control plane and a set of rela-
tively simple worker nodes provides a clean division of responsibilities. The control
plane is responsible for cluster-wide decision making, state management, and rec-
onciliation, while worker nodes run containers and report back their status. By
relying on declarative APIs, controllers, and continuous control loops, Kubernetes
can manage large numbers of containers and nodes while automatically handling
many operational tasks.

Figure 2.3: Kubernetes Architecture

Running Workloads on Kubernetes

In Kubernetes, a workload is an application running on the cluster. Regardless of
whether the application is a single or a set of containers, it is always executed in-
side one or more Pods. Pods are the smallest deployable unit in Kubernetes: they
group one or more tightly coupled containers that share storage volumes, network
namespace, and con guration. They run on Kubernetes Nodes, being either a
virtual or physical machine, depending on the cluster. Each Node is managed by
the control plane and contains the services necessary to run Pods. Kubernetes
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Pods have a de ned lifecycle. For example, if a running pod has a critical fault
on its node, Kubernetes treats that level of failure as nal: you would need to
create a new Pod to recover, even if the node later becomes healthy. Since Pods
are meant as ephemeral objects, and are not automatically replaced if they falil,
directly creating individual Pods is rarely done in production. Instead, Kuber-
netes provides higher-level workload resources that manage Pods, and implement
common patterns for availability, scaling, and lifecycle management.

These workload resources follow the same declarative model as the rest of
the platform. The user submits a speci cation that describes the desired state
(for example, how many replicas of an application should run, which container
image to use, and how updates should roll out), and a corresponding controller
continuously reconciles the actual state of the cluster toward that speci cation.
Controllers create and delete Pods as needed, reschedule them when nodes fail,
and coordinate rolling updates and rollbacks.

Deployments for replica management The basic built-in objects for replica
management are ReplicaSets and Deployments. A ReplicaSet maintains a stable
set of identical Pods by ensuring that a speci ed number of replicas is always run-
ning. If a Pod crashes or a node becomes unavailable, the ReplicaSet controller
creates new Pods to bring the count back to the desired value. However, Repli-
caSets are typically not used directly. Instead, Deployments act as the primary
abstraction for stateless services, managing ReplicaSets and adding support for
declarative rollouts and rollbacks. A Deployment speci cation describes a Pod
template and a desired replica count; the Deployment controller then creates a
ReplicaSet to match that template and gradually updates Pods when the con g-
uration changes, for example to roll out a new image version. Rolling updates are
controlled by parameters bounding how many Pods can be taken down and how
many extra Pods can be created during an update; by default, at most 25% of
the replicas are unavailable at any time and up to 25% additional replicas can be
created. If an update causes problems, Kubernetes keeps the previous ReplicaSet
so that the Deployment can be rolled back to a previous version, either automat-
ically based on health checks or manually. Finally, Deployments support both
manual and automatic scaling: the replica count can be changed directly in the
Deployment speci cation or driven by the Kubernetes horizontal autoscaler, which
adjusts the number of Pods up or down in response to observed metrics such as
CPU utilization or custom signals. We will see it later on.

Stateful and node-local workloads Some applications cannot treat all repli-
cas as interchangeable. Databases, consensus systems, and other stateful services
often require stable identities, ordered deployment, and persistent storage. For
these cases, Kubernetes provides StatefulSets. Like Deployments, a StatefulSet
manages a set of Pods de ned by a common template, but each Pod receives a
sticky identity based on an ordinal index and, typically, a dedicated persistent
storage. This identity and storage association are preserved across restarts and
rescheduling, and StatefulSets can enforce ordered startup and shutdown of man-
aged Pods, making them suitable for workloads such as replicated databases or
message brokers that depend on predictable network identities and durable per-
replica volumes.

Other workloads need to run one Pod per node to provide node-local function-
ality. DaemonSets implement this pattern by ensuring that a copy of a Pod runs
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on every eligible node in the cluster, and that Pods are automatically added or
removed as nodes join or leave the cluster. Node selection can be re ned using
node selectors, a nity rules, or tolerations so that DaemonSet Pods only run on
speci ¢ subsets of nodes (for example, GPU nodes or storage nodes). Common
use cases include log collection agents, metrics exporters, node-level storage dae-
mons, and networking components. In environments where LLM inference requires
per-node monitoring or specialized data-plane services, these components are typ-
ically deployed as DaemonSets so that they automatically follow the lifecycle of
the underlying nodes.

Batch and scheduled workloads In addition to long-running services, Kuber-
netes workloads also cover batch and scheduled tasks by using Job and CronJob
objects. A Job creates one or more Pods and ensures that a given task runs to
completion. The Job controller monitors the Pods it owns and tracks successful
completions; once the speci ed number of completions is reached, the Job is con-
sidered nished. Jobs are well suited for data preprocessing, o ine evaluation,
model export, or any one-o task that should eventually terminate.

CronJobs are used to support time-based scheduling. A CronJob speci cation
resembles a standard cron entry: it de nes a schedule and a Job template. At the
con gured times, the CronJob controller creates Jobs, which in turn create Pods to
run the work. This pattern is typically used for periodic maintenance tasks, such
as log rotation, daily reports, model freshness checks, or recurring data cleaning
jobs.

Overall, Kubernetes workloads provide a set of composable patterns stateless
deployments, stateful services with stable identities, node-local agents, and batch
or scheduled jobs that cover most application needs. By modeling each com-
ponent of a system with the appropriate workload type, operators can delegate
replica management, placement, and lifecycle concerns to the platform itself.

Kubernetes Networking

Kubernetes de nes a simple but powerful networking model based on a few core
ideas. Each Pod gets its own IP address and can communicate with other Pods
using that IP, without any address translation (NAT) inside the cluster. Containers
within the same Pod share a network namespace and can talk to each other over
localhost. Higher-level abstractions such as Services and the Gateway API build
on this model to provide stable virtual addresses, load balancing, and controlled
ingress and egress for external tra c.

From the application developer's perspective, this means that most network
concerns are expressed in terms of logical endpoints and routing rules rather than
individual node IPs and port mappings. Service discovery is handled via DNS
entries backed by Services, while HTTP and other application-layer routing, TLS
termination, and tra c policies are delegated to Gateway-based controllers. This
separation allows teams to evolve networking policies independently from applica-
tion code.

Services Pods are ephemeral and their IP addresses can change as they are
recreated or rescheduled. Kubernetes Services provide a stable, virtual endpoint
for exposing a logical group of Pods over a network. A Service selects backend
Pods using labels and exposes them through a virtual IP and port, internally
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load-balancing tra ¢ across the matching Pods. DNS integration ensures that
applications can refer to other services by name rather than by IP.

Di erent Service types address di erent exposure patterns. A ClusterlP Ser-
vice is reachable only within the cluster and is used for internal communication
between components. A NodePort Service opens a xed port on every node and
forwards incoming tra c on that port to the Service, making it reachable from
outside the cluster via any Node's IP and the chosen port. LoadBalancer Services,
typically in cloud environments, provision an external load balancer and associate
it with the Service, providing a public IP or hostname while still using a ClusterIP
and NodePort under the hood. Additional variants such as ExternalName and
headless Services cover cases where Kubernetes should act as a DNS alias to an
external endpoint or where clients should connect directly to individual Pod IPs,
for example when using client-side load balancing.

Ingress To control how web tra ¢ reaches a workload in Kubernetes, the min-
imal needed resource is an Ingress. An Ingress describes host- and path-based
routing rules that map external HTTP requests to backend Services, can be con-
gured to give Services externally-reachable URLSs, load balance trac, and o er
name-based virtual hosting. An Ingress controller implements those rules by pro-
gramming a reverse proxy or load balancer. The Ingress API is now frozen and
intentionally minimal: it focuses on basic HTTP routing, with many advanced
behaviors expressed through controller-speci ¢ annotations.

Gateway API for trac matching As Kubernetes networking needs have

grown to include more speci c tra ¢ matching and clearer separation of responsi-
bilities, the Gateway API [25] has emerged as the preferred, extensible alternative
to Ingresses for edge and mesh tra c management. The Gateway API is an ex-
tensible set of Kubernetes networking APIs that generalizes and modernizes ideas
from Ingress. It provides a richer, more expressive and consistent model for tra c
management, covering other protocols apart from HTTP, and supporting multi-
tenancy and advanced routing features. Rather than a single resource, the Gate-
way API introduces a family of resources with well-de ned roles: GatewayClass,
Gateway, several Route types, and related policy and reference objects.

GatewayClass de nes a class of Gateways that share a common con guration
and behavior, provided by a particular implementation or provider. Cluster oper-
ators create one or more GatewayClasses to represent the types of data plane they
support, such as a speci ¢ cloud load balancer. A Gateway represents a concrete
data plane entry point and de nes where and how tra c enters the cluster, in-
cluding listeners, ports, protocols, and TLS settings. Gateway objects bind one or
more Addresses to one or more Listeners. An Address represents how the Gateway
is reached, and typically corresponds to IP addresses, although some implementa-
tions can use domain names instead; Listeners describe how the Gateway should
listen for tra c, and have a port, a protocol, and other protocol-speci ¢ details.
Gateways are usually owned and managed by platform or networking teams, which
control which listeners are exposed and which namespaces are allowed to attach
Routes.

Routes attach to Gateways and describe how tra c handled by a Gateway
should be routed to backend Services. Dierent Route types support di erent
protocols, such as HTTPRoute for HTTP and GRPCRoute for gRPC. Each Route
contains rules that match on attributes such as hostnames, paths, headers, or
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ports, and then direct tra c to one or more backends, optionally with weights for
tra c splitting. A Route provides references to its parent Gateways (as well as the
backend Service that will satisfy requests), while a Gateway de nes which Routes
it is willing to accept via its listener con guration and namespace or label-based
constraints, making the relationship explicit and controllable from both sides.

The API is intentionally role-oriented. Infrastructure administrators de ne
GatewayClasses and Gateways, e ectively controlling the data plane and high-
level policies such as which ports and protocols are exposed and where the corre-
sponding load balancers are provisioned. Application teams then de ne Routes,
typically within their own namespaces, to attach to those Gateways and expose
their Services. Additional policy resources can be bound either to Gateways or to
Routes to express cross-cutting concerns such as authentication, authorization, or
rate limiting, without embedding implementation-speci ¢ details into application
manifests. This separation of concerns makes it possible to reuse the same Gateway
infrastructure across many teams and services while preserving clear boundaries
and governance.

The Gateway API also clari es the ow of tra ¢ and how requests are matched
to routing rules. At the edge, one or more data-plane instances implement a
Gateway: they accept connections on the con gured listeners and query their
control plane for the corresponding Gateway and Route con guration. For an
incoming request, the implementation rst determines which Gateway listener it
terminates on, then evaluates the set of Routes that are attached to that Gateway
and eligible in the request's namespace and hostname scope.

Within a given Route, rules are evaluated based on their match conditions.
For HTTP tra c, matches can be de ned on hostnames, path pre xes or exact
paths, HTTP methods, headers, and query parameters, among others. The rst
rule whose matches are satis ed determines how the request is processed: lters
associated with that rule can add or modify headers, rewrite URLS, or apply
other transformations, and the rule's backends determine which Services receive
the tra c, possibly split across multiple backends according to weights. If no rule
in any attached Route matches the request, the implementation typically returns
an appropriate error response. In this way, the Gateway API provides a precise
model for tra ¢ matching and forwarding that can be realized by a variety of
proxies and load balancers.

Gateway API for service mesh In general terms, a service mesh is an
infrastructure layer that manages communication between di erent microservices
in a distributed application, providing con guration for security, observability, and
advanced tra c management.

A mesh con guration manages network requests between workloads deployed
on the cluster (east/west tra c), based on several available options, such as tra c
splitting and load balancing based on the deployment version, or content-based
tra c routing. Beyond the ingress case, the abstractions provided by the Gate-
way API can be used to con gure trac inside the cluster in a service mesh
setting. Instead of associating Routes with Gateways and external listeners, mesh
implementations typically associate Routes directly with Services deployed on the
cluster: the Service becomes the binding point that indicates which routing rules
apply to tra c directed to that Service.

The request ow in a mesh scenario mirrors the use-case for Ingresses, but
operates entirely within the cluster. When a client Pod sends a request to a Service,
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Figure 2.4: Service Mesh on Kubernetes with Istio (from [26])

the mesh data plane intercepts the connection and identi es the target Service.
It then looks up any Route resources attached to that Service and evaluates their
match rules, just as a Gateway implementation would at the edge.

Using the Gateway API for both ingress and mesh tra c provides a uni ed
way for tra ¢ management in Kubernetes. Operators can use the same kinds of
resources and policies to control how requests enter the cluster and how they ow
between Services, while mesh and gateway vendors can implement the speci cation
to provide interoperable data planes.

2.2.3 Autoscaling Workloads in Kubernetes

Kubernetes provides built-in mechanisms that allow workloads to scale automati-
cally in response to observed demand. At a high level, autoscaling in Kubernetes
can be horizontal, adjusting the number of Pod replicas serving a workload, or
vertical, adjusting the resource requests and limits (CPU, memory) assigned to
the containers within existing Pods. The two approaches are complementary: hor-
izontal scaling adds or removes capacity by replicating entire Pods, while vertical
scaling right-sizes individual Pods so that each replica uses an appropriate share
of node resources.

Horizontal Scaling with the HorizontalPodAutoscaler

The HorizontalPodAutoscaler (HPA) [13] is the standard Kubernetes resource

for horizontal scaling. It is implemented as a control loop that periodically (by
default every 15 seconds) fetches metrics from the Metrics Server [27], compares
them against a target value, and adjusts the replica count of a scalable resource
such as a Deployment or StatefulSet. The core algorithm computes the desired
number of replicas as

currentMetricValue

desiredReplicas = currentReplicas - -
P P desiredMetricValue

so that, for example, if the average CPU utilization across all Pods is twice the
target, the replica count is doubled. The HPA can scale on multiple metric sources
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simultaneously. Resource metrics such as CPU and memory utilization are avail-
able out of the box through the Metrics API. For application-speci c signals, cus-
tom metrics allow scaling on indicators such as request rate, queue depth, or
inference latency, while external metrics extend this further to signals originating
outside the cluster, for instance, from a managed message queue or an external
monitoring system. When multiple metrics are speci ed, the HPA evaluates each
independently and selects the highest recommended replica count, ensuring that
the capacity is su cient for the most demanding signal. Bridging the gap between
monitoring systems and the Kubernetes metrics APIs typically requires an adapter
component (such as the Prometheus adapter) that translates queries against the
monitoring backend into the format expected by the HPA controller.

Despite its exibility, HPA has structural limitations that can become signi -
cant for certain workload patterns. First, it enforces a minimum replica count of
at least one: a workload managed by the HPA always consumes resources even
when there is no incoming tra ¢, which can be wasteful for batch, periodic, or
bursty services. Second, the HPA only consumes metrics that are already avail-
able through one of the three Kubernetes metrics API categories; integrating a
new metric source requires deploying and maintaining a dedicated adapter that
implements the corresponding aggregation API and keeps it synchronized with the
monitoring backend. Third, because HPA operates as a single polling loop over the
metrics APIs, the logic for mapping raw signals to scaling decisions is limited to
the ratio-based formula above, with no native support for more expressive trigger
conditions such as queue-not-empty semantics, or composite rules that combine
multiple heterogeneous signals.

Vertical Scaling with the VerticalPodAutoscaler

The VerticalPodAutoscaler (VPA) addresses a di erent dimension of the scaling
problem. Rather than changing the number of replicas, VPA monitors the ac-
tual resource consumption of containers over time and recommends updated CPU
and memory requests. It operates through three components: a recommender
that analyzes historical and current usage to compute suggested resource values,
an admission controller that mutates Pod speci cations at creation time to ap-
ply those recommendations, and an updater that can evict running Pods so they
are recreated with the new requests. Because applying a new recommendation
requires restarting the a ected Pods, VPA is more suitable for workloads that tol-
erate occasional restarts than for latency-critical services where disruption must
be minimized.

Event-Driven Horizontal Autoscaling with KEDA

KEDA (Kubernetes Event-Driven Autoscaling) [28] is an open-source project that
extends the Kubernetes autoscaling model, and is based on reacting to the events
that need to be processed. KEDA is composed of two main components: a metrics
server that bridges external signals coming from a variety of sources exposing
them as Kubernetes metrics API [29], and a controller that watches ScaledObject
custom resources and manages HPA instances related to them. A ScaledObject
binds a scalable target (such as a Deployment) to one or more scalers, each of
which de nes how to connect to an external event source or metric backend and
how to interpret its values as a scaling signal. KEDA comes with several built-

in scalers for message queues, databases, cloud services, and monitoring systems.
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Figure 2.5: KEDA Architecture

Among these, the Prometheus scaler allows a ScaledObject to specify an arbitrary
query and a threshold, so that KEDA periodically evaluates the query against a
Prometheus server and drives the replica count accordingly. This eliminates the
need to deploy and maintain a separate metrics adapter, since KEDA itself acts
as the translation layer between the monitoring backend and the HPA.

Beyond simplifying custom-metric integration, KEDA introduces two capabil-
ities that are absent from the standard HPA. The rst is scaling instances to and
from zero: when all scalers associated with a ScaledObject report no activity,
KEDA can reduce the scalable resource to zero replicas, completely releasing the
resources that would otherwise be held by an idle workload. When new events
appear or load increases, KEDA reactivates the workload by scaling it back from
zero to a con gurable minimum, at which point the underlying HPA takes over
for further scaling decisions. This logic is managed by the KEDA controller. The
second capability is providing trigger semantics: because each scaler can imple-
ment arbitrary logic for interpreting its source (for example, treating a non-empty
gueue as a binary activation signal, or combining a cron schedule with a metric
threshold), KEDA supports scaling patterns that cannot be expressed as a simple
metric-to-ratio mapping, making it well suited for event-driven, periodic, or mixed
workloads.

2.2.4 Kubernetes Custom Controllers and Operators

Kubernetes is designed to be extensible beyond its built-in resource types. Two
mechanisms are central to this extensibility: CustomResourceDefinitions (CRDs)

and custom controllers. A CRD allows users to de ne a new resource type in the
Kubernetes API without modifying the core platform. Once registered, the API

Server accepts, validates, and stores instances of that resource just like built-in
objects. The structure of a custom resource typically separates a spec eld, which
encodes the user-declared desired state, from its status eld, which is updated by
controllers to re ect the observed state of the system. This separation prevents
feedback loops where controllers overwrite user intent and allows independent up-
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dates to desired and observed state.

A custom controller is a process that watches for changes to one or more
resource types and implements a reconciliation loop: it continuously compares
the desired state expressed in the resource specications with the actual state
of the system and takes actions to close any gap. This is the same control-loop
pattern used by built-in Kubernetes controllers such as the Deployment controller
or the HPA controller. The reconciliation loop is designed to be continuous and
idempotent, running repeatedly so that transient failures or partial updates are
corrected in subsequent iterations. In Kubernetes, the combination of one or more
CRDs with the controller(s) that manage them is commonly referred to as an
operator.

Operators encode domain-speci ¢ operational knowledge into software. The
operator pattern consists of three components: the application or infrastructure
being managed, a domain-speci ¢ API that lets users specify the desired state
declaratively, and a controller that continuously reconciles this desired state with
the actual cluster state. The custom API exposes an operational model in which
users describe what they want rather than how to achieve it, and the controller
implements the domain knowledge required to realize that intention autonomously.
Operators typically provide three categories of capabilities [30]: dynamic con g-
uration, which allows application-speci c settings to be expressed and validated
through the declaration of custom resources and their desired state; operational
automation, which handles routine tasks such as installation, backup and restore,
scaling, and safe upgrades in a repeatable and testable manner; and domain knowl-
edge, which captures specialized expertise about speci ¢ applications, enabling the
operator to perform complex procedures.

By shifting this operational expertise from manual con guration and manage-
ment into declarative and controller-driven automation, operators align the
management of complex applications, extending the same principles used in Ku-
bernetes. For example, an operator can be de ned to install an application or to
provision another object: this can be achieved by de ning a set of objects, managed
by the operator itself, and how they work with each other. After installation, the
target application should run without human interaction, and therefore a custom
controller is used for the recon guration of a system.

As exposed in Section 2.1.4, in Kubernetes, built-in controllers are responsi-
ble for managing a speci c part of the cluster's behavior and run in the control
plane, managed by the kube-controller-manager in a control loop, allowing each
controller to run by invoking its Reconcile() method. On the other hand, cus-
tom controllers run in the worker nodes: this is because they are deployed into
Kubernetes as workloads, and just like any other workload, the cluster hosts an
operator's workload in the worker nodes. Each operator extends the reconciliation
loop by adding its controller logic to the controller manager's list of controllers.

In Section 2.2.5, we will see a more practical example of an operator built to
enable monitoring within a Kubernetes cluster using Prometheus, which will also
be used in the project implementation later on in Chapter 5.

2.2.5 Metrics and Observability with Prometheus

Monitoring, alerting, and operational visibility all depend on reliable, timely ac-
cess to metrics from both the infrastructure itself and the deployed applications.
In Kubernetes environments, Prometheus has become the standard open-source
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Figure 2.6: Reconciliation Loop of Kubernetes Operators

monitoring system for collecting, storing, and querying metrics [31].

Prometheus stores all data as time series: sequences of timestamped values,
each identi ed by a metric name and a set of key-value labels. Labels provide a
multi-dimensional data model: the same metric name can be sliced, Itered, and
aggregated along any combination of labels without de ning separate metrics for
each combination. For example, a metric http_requests_total{method="GET",
handler="/api"} records the cumulative count of GET requests to a speci c API
endpoint. Prometheus supports four core metric types: counters (monotonically
increasing values, such as total requests), gauges (values that can go up or down,
such as current memory usage), histograms (observations bucketed by value, such
as request latencies), and summaries (pre-computed quantiles over a sliding win-
dow). PromQL, the Prometheus Query Language, operates on this data model
and supports selecting, ltering, aggregating, and transforming time series. Op-
erators such as rate(), sum(), and histogram_quantile() allow users to derive
meaningful signals from raw counters and histograms.

Prometheus follows a pull-based architecture. A central Prometheus server
periodically scrapes HTTP endpoints exposed by instrumented applications and
infrastructure components, and each target returns its current metric values in a
simple text-based exposition format. This pull model provides clear target vis-
ibility: if a scrape fails, Prometheus immediately knows the target is unavail-
able, which simpli es health detection compared to push-based systems where
the absence of data is ambiguous. In dynamic environments such as Kubernetes,
Prometheus relies on service discovery to automatically nd scrape targets. Ku-
bernetes service discovery watches the API server for Pods, Services, Endpoints,
and Nodes, and generates target lists that Prometheus uses to determine what to
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scrape. The Prometheus Operator represents the easiest way to monitor applica-
tions in a Kubernetes cluster: it is a custom operator that provides deployment
and management of Prometheus and related monitoring components. It includes
custom resources, such as (but not limited to) ServiceMonitor and PodMonitor,
that allow the de nition of how a set of Services or Pods should be monitored
and how to scrape metrics from them, containing a set of elds to declare which
endpoints should be scraped and at what time interval, eliminating the need for
manual con guration updates as workloads are deployed, scaled, or rescheduled.
Once scraped, metrics are stored in a local time-series database. The alerting
rules de ned in the Prometheus con guration are periodically evaluated against the
stored data; when a rule is red, alerts are forwarded to the Alertmanager, which
handles deduplication, grouping, silencing, and routing to noti cation channels.

In this chapter, we reviewed the main architectures and technologies that enable
service provisioning in modern cloud computing environments at large scale. These
technologies will provide the foundational building blocks for the platforms and
technologies described in Chapters 4 and 5.

In the next chapter, we will discuss the relevant Al workloads that we intend
to manage and optimize throughout the deployment, management, and scaling on
cloud-native platforms technologies.






3 State of the Art for Large Lan-
guage Model Inference

This chapter surveys the state of the art in large language model (LLM) inference
and its deployment on modern hardware and cloud platforms. First, we will begin
with a brief introduction to machine learning and deep learning, then we will shift
to neural networks for language modeling, with a focus on the transformer-based
architecture. Building on this, we will discuss inference requirements, key perfor-
mance metrics, and optimization techniques used by the state-of-the-art platforms.
Finally, we will highlight the speci c challenges that LLM inference workloads pose
on cloud-native orchestration, motivating the need for the distributed inference so-
lutions analyzed and developed in the following chapters.

3.1 Introduction to Machine Learning and Deep
Learning

Before introducing the modern approaches employed to tackle language modeling
problems, we will start with the foundations of classical machine learning, giving
high-level de nitions on what a model is and how it can learn to solve particular
tasks from data. Then, we will provide a general introduction to deep learning
models, needed to establish the foundations for the language modeling tasks that
will be covered throughout this work.

3.1.1 Introduction to Machine Learning Models

Machine learning is a eld of arti cial intelligence concerned with the design and
analysis of statistical algorithms that learn patterns or functional relationships di-
rectly from empirical data, generalizing to unseen data. Rather than specifying
explicit instructions, a machine learning system infers an approximate representa-
tion of an underlying unknown function that relates the input data to the output.
The learning process typically involves optimizing this representation with respect
to observed data, thereby allowing the system to make predictions or decisions
that generalize to unseen cases.

Machine learning methods are commonly grouped into three main paradigms:
supervised learning, unsupervised learning, and reinforcement learning. In super-
vised learning, models are trained on labeled data consisting of input output pairs,
with the goal of learning a mapping from inputs to outputs during training, which
later generalizes to unseen examples. Typical tasks include classi cation, where
the outputs are discrete labels, and regression, where the outputs are continuous
values. In unsupervised learning, the training data contain inputs without explicit
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labels; the objective is to discover structure in the data, for instance, through
clustering or dimensionality reduction. Instead, reinforcement learning focuses on
agents that learn to make sequential decisions by interacting with an environment
and receiving feedback in the form of rewards or penalties.

We will focus on supervised methods. More formally, a model is trained on a
given set of data composed of a training set @, = f(x ;;y;)gk, and a test set
Diest = f(X j;Yj)gl; , where each sample consists of:

" features representing input data x 2 RY (for example, images in computer
vision, or token sequences embedded into vectors for LLMS),

" the corresponding outputs y we want to predict (for example, class labels in
classi cation, or next-token targets in language modeling).

The two sets are typically assumed to contain independent and identically dis-
tributed samples drawn from the same unknown data-generating distribution p(x; y).
In practice, this means that training and test data should be similar and originate
from a common source.

A model is a parametric function f that maps the input data x to a corre-
sponding prediction on the output data ¥,

¢ =1(x );

where 2 denotes the vector of learnable parameters. In every machine learn-
ing framework, it is assumed that the true function we seek belongs to a chosen
parametric family of functions ff(x; ) : 2 g. Learning a model then consists

of nding the parameter values that de ne one particular instance of this fam-
ily. For example, a neural network is a parametric family of functions, where the
chosen parameters are the weights of the network.

Large language models are usually trained using variants of supervised and
self-supervised learning. In self-supervised language modeling, the model learns to
predict masked or next tokens in text sequences, using large corpora of unlabeled
text as training data.

3.1.2 Learning as an Optimization Problem

The goal of learning is to choose parameters such that the model performs well
on unseen data drawn from the same distribution as the training set. Instead, we
introduce a loss function that measures how well the model predictions match the
ground truth on a nite training set.

A per-sample loss “(';X%;Vi) quanti es the error between the prediction f (x;)
made by the model for each input xand the corresponding targety The empirical
loss on the training set is then de ned as

1 X
LGD wain) = XY
i=1
The learning problem is then cast as an optimization problem

= argmin I—( ; D train );
2
where  denotes a set of parameter values that minimizes the empirical loss.

Crucially, minimizing the empirical loss on Q4 is only a proxy for the true
objective of minimizing the prediction error on unseen data.
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Training and Inference

In previous sections, we have described how machine learning models are de ned
as parametric functions and how their parameters are learned by minimizing a loss
function on a dataset. It is therefore useful to clearly distinguish between the two
main phases of a model: training and inference. During training, the parameters

of a model f are iteratively updated to minimize an empirical loss L( ; Dyain )
over the given training set Dy , for which we have a ground truth. This process
typically involves multiple passes (epochs) over the training set and uses gradient-
based optimization methods to gradually improve the model performance.

Once training has converged, the resulting model is used to make predictions
on new inputs. This second phase is referred to as inference: given an input x, the
model computes an output § using the xed and trained parameters learned
during training. At inference time, the model parameters are not modi ed, but
the learned function is applied to unseen data, such as the test setlp, or real
user requests. In the context of large language models considered in this thesis,
the training phase is carried out o ine on massive text corpora and is outside the
scope of this work, while inference corresponds to serving textual user requests for
applications.

3.1.3 Hyperparameters and Generalization

While the parameters 2 are those learned by optimizing the loss function,
the hyperparameters represent the choices to make before starting the training
process. In the previous formulation, such choices consist of the adopted paramet-
ric family of functions f(x; ). To select suitable hyperparameters, it is standard
practice to separate a validation set [ig from the training data: the model is
therefore trained on a reduced training set and periodically evaluated in the vali-
dation set, and appropriate values for the hyperparameters are chosen to minimize
the validation error.

Another central concept in machine learning is generalization, which is the
ability of a trained model to perform well on unseen data drawn from the same
distribution as the training set. Similarly, the capacity of a model can be under-
stood as its ability to t complex functions. In parametric models, capacity is
a ected by the number of learnable parameters and by the expressive power of the
chosen architecture. A model with very low capacity may be unable to capture
the underlying structure of the data, leading to under tting: both training and
validation errors remain high. Conversely, a model with very high capacity can
t the training data almost perfectly but may perform poorly on unseen data, a
phenomenon known as over tting.

3.1.4 Deep Learning

Deep learning refers to a class of machine learning methods based on arti cial neu-
ral networks with multiple layers of nonlinear transformations. The term deep
highlights the presence of several successive layers between input and output, each
learning an intermediate representation of the data. Instead of relying on manually
engineered features, such models can automatically learn hierarchical feature rep-
resentations directly from raw inputs, such as images, audio, or text. Lower layers
typically capture simple, local patterns, while higher layers encode increasingly
abstract concepts and task-speci ¢ structure.
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At the core of most deep learning models lies the feed-forward, or multi-
layer perceptron (MLP), architecture. A feed-forward network de nes a mapping
y =f (X) from inputs X to outputs y, implemented as a sequence of a ne transfor-
mations followed by nonlinear activation functions. Each layer computes a single
a ne transformation from the input x, using a weight matrix W and a bias vector
b, and then performs a nonlinear activation function such as the recti ed lin-
ear unit (ReLU). By stacking several such layers, the network can represent highly
complex functions and approximate a wide range of mappings of practical interest.

A distinctive property of deep learning is representation learning: the network
does not merely learn to map inputs to outputs, but also discovers intermediate
feature spaces that make the nal task easier to solve. Each hidden layer transforms
its input into a new representation in which the relevant patterns become more
separable. For example, in computer vision applications the rst layers may detect
edges and textures, intermediate layers may assemble these into object parts, and
deeper layers may encode full objects or scene semantics. In natural language
processing, early layers capture local lexical and syntactic patterns, while deeper
layers encode longer-range dependencies and semantic relations.

Training deep neural networks follows the loss minimization problem intro-
duced above. Given a loss function L( ; R4n ) that measures how well the model
ts the training data, the aim is to nd parameters that minimize this loss.
Training neural networks is based on gradient-based optimization, especially by
determining how changes to any of the weights or biases of a neural network will
a ect the accuracy of model predictions. This is done using the backward prop-
agation of error (or backpropagation, in short) in each layer of the network. The
backpropagation algorithm computes the gradients of the loss function with respect
to all parameters by applying the chain rule of calculus layer by layer, starting from
the output and propagating error signals backward through the network. These
gradients are then used by optimization methods such as gradient descent or more
advanced variants (for example, Adam [32]) to update the network parameters
iteratively.

3.1.5 Applications for Deep Learning Models

Deep learning has become the dominant approach in a wide range of machine
learning applications, largely due to its ability to learn hierarchical representations
directly from raw data. Across domains, deep neural networks have enabled sub-
stantial improvements in accuracy and robustness compared to traditional feature-
engineered methods.

Computer Vision

In computer vision, deep learning is used for tasks that require understanding and
interpreting visual content at di erent levels of detail. Image classi cation assigns
one or more labels to an entire image, for example recognizing objects, scenes, or
pathologies in medical scans. Object detection tasks aim to locate multiple items
in an image with bounding boxes and class labels, enabling applications such as
autonomous driving, tra ¢ monitoring, and video surveillance. Image segmen-
tation operates at pixel level, assigning a semantic category to each pixel. All
of these tasks have been e ectively approached using deep learning architectures,
including convolutional neural networks and vision transformers.
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In industrial and manufacturing settings, neural networks are also used for vi-
sual inspection and anomaly detection on production lines, where models identify
subtle anomalies in parts or products. In content creation and media, deep mod-
els power style transfer, image enhancement, super-resolution, and photo editing,
improving image quality, or generating new visual content from user instructions.

Natural Language Processing

Natural language processing (NLP) is the area of arti cial intelligence focused

on enabling machines to process, understand, and generate human language. It
underpins many modern applications that operate on text, speech transcripts, or
conversational data. A major set of use cases comprises text classi cation prob-
lems, where the goal is to assign labels to documents, sentences, or short messages.
Some examples include sentiment analysis, spam and phishing detection, intent
classi cation in dialogue systems, and topic categorization for news and scienti ¢
articles.

Another family involves information access and extraction. Question answer-
ing systems respond to natural language queries using underlying documents,
databases, or knowledge bases, and are used in search engines, digital assistants,
and domain-speci ¢ support tools. Information extraction systems identify and
classify entities (such as people, organizations, or chemicals) and relations (such
as interactions or events) in text, enabling automatic construction and updating of
knowledge bases in areas like biomedicine, nance, and law. Related technologies
are used for document retrieval and ranking, where learned text representations
help match user queries to relevant passages or documents.

Other important NLP applications focus on content transformation and genera-
tion. Machine translation systems automatically translate text between languages
and are widely used in web services and localization work ows. Summarization
systems condense long documents into shorter and more accessible summaries,
supporting information triage and decision making. Data-to-text generation turns
structured inputs (for example tables, logs, or sensor measurements) into human-
readable reports, such as weather forecasts or business dashboards. More recently,
large language models have enabled general-purpose text generation, code genera-
tion, and conversational agents that can adapt to a wide range of instructions and
domains.

Most of these NLP tasks involve processing sequences of tokens, where the
meaning depends on the order and context rather than isolated words. This makes
NLP a natural setting for sequence modeling: models must process variable-length
sequences and capture long-range dependencies to perform well on tasks such as
translation, question answering, and document-level understanding. The next sec-
tion builds on this perspective and introduces neural architectures for sequence
modeling problems, where the model maps an input sequence of tokens to an
output sequence of unknown length. This will lead us to transformer-based archi-
tectures that represent the state-of-the-art for most applications.

3.2 Neural Networks for Language Modeling

Many of the NLP tasks introduced in Section 3.1.5 require modeling input se-
quences of variable length, such as words or subword units (also called tokens).
Unlike the xed-size feature vectors assumed by feed-forward networks, sequential
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data exhibit temporal or positional structure: the meaning of a token depends not
only on its own identity but also on the tokens that precede it. Deep learning
architectures for sequence modeling aim to capture these dependencies so that
context can inform predictions at every position.

3.2.1 Sequence Modeling and Language Models

Sometimes, especially when working with language, we wish to estimate the joint
probability of an entire sequence. This is a common task when working with
sequences composed of discrete tokens, such as words. Generally, these estimated
functions are called sequence models and, for natural language data, they are
called language models. A natural starting point is to view sequence modeling as

wish to model the probability of each element conditioned on the previous ones.
By the chain rule of probability, the joint distribution of the sequence is equal to

v

t=1

A model that predicts the next element from all the preceding ones is called an
autoregressive model. In language modeling, eaghsca token from a xed vocab-
ulary V, and the model must output a probability distribution over the vocabulary
at each step, conditioned on all tokens seen so far.

practical challenge: we can think of truncating the history to a xed window
of length , thereby assuming that the conditional probability of the token x

at time step t depends only on the previous tokens. This corresponds to a
Markov assumption of order and is the basis of classical n-gram language models.
Assuming that the training set for the model is a large text corpus, the probability
of words and subwords can be calculated from the relative frequency of a given
word in the training dataset. However, estimating the probability of a word pair
(or triplet, and so on) is more di cult, as occurrences are less frequent, and if the
dataset is small or if the words are very rare, there might not even be a single
correspondence. Furthermore, if we want to expand the context window, being
the previously considered tokens, the number of model parameters would also
increase exponentially with it, as we need to store jVjnumbers for a vocabulary
V. For these reasons, we will now focus only on neural networks for language
modeling.

3.2.2 Fom Feed-Forward Networks to Recurrent Networks

Standard feed-forward neural networks operate on xed-size input vectors and
produce xed-size outputs, which makes them poorly suited for variable-length
sequences. A feed-forward network could, in principle, take a xed window of
past tokens as input and predict the next token, but this requires choosing in
advance and then discarding any information beyond the window.

Recurrent neural networks (RNNs) address this limitation by introducing a
hidden state h that is updated at each time step as a function of the current
input and the previous hidden state. The hidden state hcaptures information of
the sequence up to time t: instead of growing as the sequence length increases, it
has a xed dimensionality determined by the architecture, and is passed forward
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from one step to the next. An output q (for example, for language modeling a
distribution over the vocabulary) can then be computed from hat each step.

Because the same weight matrices are shared across all time steps, the num-
ber of learnable parameters does not grow with sequence length, making RNNs
applicable to sequences of arbitrary length.

However, standard RNNs su er from vanishing and exploding gradient prob-
lems during training. Gradients propagated backwards through many time steps
tend to either shrink towards zero or grow uncontrollably, making it di cult to
learn and retain information over long sequences and hindering stable optimiza-
tion.

3.2.3 LSTMs and Long-Term Dependencies

To mitigate the limitations of simple RNNs, more sophisticated recurrent architec-
tures such as Long Short-Term Memory (LSTM) networks [33] and Gated Recur-
rent Units (GRUS) [34] were introduced. LSTMs augment the general recurrent
cell with an explicit memory cell ¢ and three gating mechanisms (input, out-
put, and forget gates), representing dedicated mechanisms for when a hidden state
should be updated and also for when it should be reset. The forget gate decides
which information to keep and which to discard from the previous cell state; the
input gate controls which new information is written into the cell; and the output
gate determines which part of the cell state is exposed as the hidden state. In this
way, LSTMs can selectively preserve relevant signals across long sequences and
reduce the impact of vanishing gradients.

GRUs provide a simpli ed variant with fewer gates, combining some of the
functionalities of LSTM gates into update and reset gates. Both LSTMs and GRUs
achieved strong performance on a range of sequence tasks, including language
modeling, machine translation, and speech recognition. However, their inherently
sequential nature limits parallelism: each time step depends on the previous one,
making it di cult to fully exploit modern hardware accelerators for long sequences.

3.2.4 The Encoder Decoder Architecture

Many NLP tasks, such as machine translation and summarization, require map-
ping an input sequence to an output sequence of potentially di erent length. This
setting is naturally captured by the encoder decoder architecture. The encoder
processes the entire input sequence and compresses it into a xed-dimensional
representation (often the nal hidden state of an RNN). The decoder then gener-
ates the output sequence token by token, conditioned on that representation and
on its own previously generated tokens.

target sequence. The encoder produces a context representation c (typically the
last hidden state hs of an RNN run over the source), and the decoder assigns a
predicted probability to each possible output token occurring at step t conditioned
upon the previous tokens in the target sequence, and the context variable c.

The encoder decoder paradigm proved highly e ective for machine translation
and established the general framework that later transformer-based models would
inherit. However, compressing the entire source sequence into a single xed-size
vector is a bottleneck: as input length grows, important information may be lost.
This limitation motivated the introduction of attention, that allows the decoder
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to selectively focus on di erent parts of the input at each generation step, rather
than relying on a single summary vector.

3.2.5 Motivation for Transformer-Based Models

The transformer architecture was proposed to address the limitations of recurrent
models by completely replacing recurrence with mechanisms that consider all po-
sitions in a sequence simultaneously. Instead of processing tokens sequentially,
transformers compute contextualized representations by allowing each token to
attend to all other tokens in the sequence, weighted by learned attention scores.
This design enables e cient parallelization across sequence positions and facilitates
modeling long-range dependencies without relying on recurrence.

Transformers have been shown to outperform RNN-based architectures on a
variety of sequence tasks, particularly in NLP, where they form the backbone of
modern large language models (LLM).

3.3 Overview of Hardware Architectures for Al In-
ference

Modern large language models (LLMs) and deep neural networks (DNNSs) require
executing billions of oating-point operations per second under tight latency and
cost constraints, making hardware acceleration a fundamental component of both
training and inference pipelines [35, 36]. Traditional CPU-centric architectures,
while highly versatile, struggle to provide su cient throughput and energy e -
ciency for these workloads. As a result, graphics processing units (GPUs) have
become the de facto standard platform for deep learning, along with other special-
ized accelerators such as TPUs, NPUs, FPGA-based designs and ASIC inference
engines [35, 36], enabling for e cient large-scale deployment of Al workloads.

3.3.1 From General-Purpose CPUs to Specialized Acceler-
ators

Conventional CPUs are optimized for low-latency execution of sequential instruc-
tion streams, called threads, as fast as possible and can execute a few tens of
these threads in parallel, and also provide control logic for branch prediction and
out-of-order execution. This design ts general-purpose workloads with the need
for complex ow control, low latency in memory access, and modest data-level
parallelism, but it does not align well with the computational structure of deep
learning, which is dominated by dense linear algebra operations such as matrix
multiplications and convolutions [35, 36]. As models grow, the bottlenecks shift to
vector and tensor operations and eventually to memory movement and communi-
cation [35, 36].

Deep neural networks exhibit two key properties from a hardware perspective.
First, their core operations are highly regular and parallel: each layer applies the
same arithmetic operations to large tensors, with limited control- ow divergence.
Second, they require sustained high memory bandwidth to stream parameters and
activations to the compute units. These requirements have motivated the devel-
opment and adoption of specialized accelerators that trade generality for massive
throughput and improved energy e ciency in dense tensor operations [35, 36].
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3.3.2 Architectural Overview of Modern GPUs

A graphic processing unit (GPU) is dedicated hardware designed to optimize
highly-parallel operations. They were originally developed for the task of graphic
processing, which also consists of massively parallel computations over large ar-
rays of pixels and vertices, and therefore were designed so that more transistors
are devoted to data processing rather than data caching and ow control. Modern
GPUs repurpose this design for general-purpose applications (GPGPU), exposing
programming models (e.g., CUDA, OpenCL) that allow deep learning frameworks
to map tensor operations onto the underlying hardware [35, 36].

At a high level, a modern NVIDIA GPU specialized for Al workloads comprises
the following components:

~ Streaming Multiprocessors (SMs): the fundamental parallel computa-
tional units of the GPU. Each SM contains many simple arithmetic cores
(often called CUDA cores or shader cores), specialized functional units, reg-
ister les, and on-chip memories such as shared memory and L1 caches. The
execution in a SM is pipelined within an instruction, but there is no spec-
ulative execution or instruction pointer prediction (unlike all contemporary
high-performance CPUS).

N

Massively parallel cores: each SM exposes tens to hundreds of lightweight
units that execute simple arithmetic operations.

" Warps: threads are grouped into small xed-size units (typically 32 threads),
called warps, that execute the same instruction in parallel (so-called "Single-
Instruction, Multiple Thread" or SIMT model). Warps are switched out on
a per clock cycle basis by the hardware scheduler, and since each thread has
its own private registers allocated from the register le of the SM, context
switches on the GPU do not require any data movement to save or restore
contexts.

N

Tensor cores and matrix units: specialized units that implement ma-

trix multiply-accumulate (MMA) operations on small tiles (e.g., 16 16)

in hardware, supporting mixed-precision formats. These units dramatically
increase performance for deep learning workloads by matching the structure
of matrix multiplications and convolution kernels.

N

High-bandwidth memory: The bottom-level memory of the GPU is a

large (many megabytes to gigabytes) memory store that is addressable by
all of the GPU's SMs. It uses high-bandwidth memories (HBM or GDDR)
to supply data to the compute units.

A

On-chip interconnect and caches: a high-speed on-chip network connects
SMs, L2 cache slices and memory controllers. Unied L2 caches and per-
SM shared memory allow reuse of tiles of activations and weights, reducing
accesses to o -chip memory.

The programming and execution model is also important to understand how
deep learning workloads are executed. In this context, a kernel is a function
launched over a large number of threads to perform a parallel operation on many
data elements in parallel. Each kernel corresponds to a speci ¢ operation, such as
a matrix multiplication, convolution, activation function, or reduction. When a
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kernel is launched, the programmer speci es a grid of thread blocks, where each
block runs on one SM and contains multiple warps of threads that cooperate via
shared memory and synchronization primitives. This hierarchical mapping from
kernel ! grid ! blocks ! warps ! threads allows the same kernel implementation

to scale across GPUs of di erent sizes, while the hardware scheduler assigns blocks
to SMs dynamically to balance load and hide latency [35, 36].

Vendor libraries and compilers provide highly optimized kernel implementa-
tions for key operators, exploiting tensor cores, tiling strategies that t tiles into
registers and shared memory, and fusion of multiple simple operators into a single
kernel to reduce memory tra c [35, 36]. As a result, the performance of a model
on a GPU is determined not only by the raw hardware resources (SMs, tensor
cores, memory bandwidth), but also by how e ectively its operations are mapped
into kernels that utilize these resources.

This hierarchical architecture enables modern GPUs to achieve extremely high
arithmetic throughput and memory bandwidth on workloads that can be expressed
as tensor operations [35, 36].

These architectural and software properties jointly explain why GPUs have
become the dominant platform for both training and inference of deep learning
models. Neural networks are dominated by dense tensor operations such as ma-
trix multiplications and convolutions, which can be tiled to t the GPU memory
hierarchy and tensor cores, achieving high utilization of both compute and mem-
ory subsystems [35]. At the same time, GPUs remain fully programmable, and a
mature ecosystem of libraries and compilers makes it practical to deploy a wide
variety of models without manual hardware-speci ¢ tuning, while still obtaining
performance close to hardware limits [36, 37].

3.3.3 GPU Interconnects for Multi-GPU and Multi-Node
Systems

While the previous sections described the internal architecture of a single GPU,
production deployments of large models often distribute computation across sev-
eral GPUs, either within the same node or across multiple nodes in a cluster.
In these settings, the communication fabric that links the GPUs to each other
and the host system becomes a critical factor, because any collective operation or
data movement between devices is bounded by the bandwidth and latency of the
underlying interconnection [38].

Intra-node Interconnects

Intra-node networks must o er ultra-low latency to facilitate communication be-
tween CPUs, accelerators, and memory; high bandwidth to support data-intensive
workloads; and energy e ciency to ensure sustainable performance. General-
purpose peripheral buses such as PCle, originally designed for attaching I/O de-
vices to a CPU, provide limited bandwidth relative to the throughput of mod-
ern accelerators. To address this gap, NVIDIA introduced NVLink [39], a high-
bandwidth, low-latency point-to-point interconnect for direct GPU-to-GPU com-
munication within a node.
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Inter-node Interconnects

When computation spans multiple server nodes, network-attached interconnects
are required. The two dominant technologies in clusters are In niBand (IB) and
RDMA over Converged Ethernet (RoCE). Both support Remote Direct Mem-
ory Access (RDMA), a capability that allows one machine to read from or write
to another machine's memory without involving the remote CPU, thereby mini-
mizing latency and CPU overhead for data transfers. In niBand is a dedicated
high-performance technology for data transfer, designed for ultra-low latency and
reliability in HPC and Al applications. RoCE carries the same RDMA semantics
over standard Ethernet infrastructure, designed to reduce CPU overhead, lower
latency, and improve throughput by bypassing the TCP/IP stack [38].

NVIDIA's GPUDirect RDMA further extends this model by enabling a net-
work adapter to transfer data directly to and from GPU memory, bypassing the
host CPU and system memory entirely. This is particularly relevant when large
amounts of intermediate state need to be moved between GPUs on di erent nodes,
as we will see in later chapters when discussing distributed inference architectures.

3.3.4 Other Domain-Speci ¢ Accelerators

Due to the increasing demand for dedicated hardware to run Al workloads, along-
side GPUs, several domain-speci ¢ accelerators have been developed to further
optimize deep learning workloads. Survey work on hardware accelerators classi es
these as application-speci ¢ integrated circuits (ASICs) that target speci ¢ classes
of neural network workloads or deployment scenarios, often trading programma-
bility for improved performance-per-watt or latency [35, 36].

Relevant ASICs examples include:

" Tensor Processing Units (TPU): it is an ASIC designed by Google to
accelerate neural network computations in its data centers. The original TPU
design centered around large systolic arrays for matrix multiplication, known
as Matrix Multiply Units (MXUs), which perform dense MMA operations on
tiles of activations and weights streamed from high-bandwidth memory [40].

N

Neural Processing Units: these are units integrated in mobile SoCs and
embedded platforms provide energy-e cient inference workloads at the edge.
They typically expose xed-function or semi-programmable tensor units sim-
ilar to GPU tensor cores, but optimized for power rather than peak through-
put.

A

FPGA-based accelerators: recon gurable logic allows implementing cus-
tom data ows and exploiting sparsity, with recent Al-optimized FPGAs of-
fering dedicated tensor blocks. Surveys show that these platforms can match
or exceed Al-optimized GPUs on speci c real-time inference workloads, but
require more specialized tooling and development e ort [36, 41].

While these accelerators can outperform GPUs on particular workloads or de-
ployment scenarios, GPUs typically remain the baseline target for most deployment
environments. In practice, many production systems adopt heterogeneous deploy-
ments where GPUs handle general-purpose training and inference, while TPUs or
other ASICs are used for high-volume internal workloads [35, 36].
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3.4 Introduction to Large Language Models

Before describing the modern solutions employed for LLM inference, it is worth
detailing the state-of-the-art architecture on top of which most models are built,
namely the Transformer architecture [42], some of its variants, and the main tasks
for which it is employed by industries and businesses. Large language models
(LLMs) are obtained by stacking several layers, resulting in architectures with
billions of parameters that can learn rich contextual and semantic relationships in
sequential data, such as natural language [43]. In this section, we rst describe the
high-level components of a typical Transformer-based language model, then focus
on the attention mechanisms that enable it to capture long-range dependencies in
text, and nally discuss how these models are executed during inference.

All Transformer-based language models share a common set of building blocks:

N

Tokenizer: converts input text into a sequence of discrete tokens, typically
subword units, and de nes the vocabulary and the mapping between text
and token indices.

Embedding layer: maps token indices, and their positions, into continuous
vector representations. These embeddings are learned parameters that cap-
ture semantic similarity between tokens and are combined with positional
information so that the model can distinguish di erent positions in the se-
guence.

Transformer layers: a stack of identical blocks that operate on the se-
guence of embeddings. Each layer alternates a (self-)attention sub-layer,
which allows tokens to exchange information, and a position-wise feed-forward
sub-layer, which applies nonlinear transformations independently at each po-
sition. The two major types of Transformer stacks are encoder and decoder,
with further variants used in practice.

Un-embedding or output layer: maps the nal hidden representations
back to a probability distribution over the vocabulary (for language model-
ing) or to task-speci c outputs. For text generation, this distribution is used
to select or sample the next token.

Figure 3.1: High-Level Overview of Transformer-based Architectures

3.4.1 Multi-Head Attention

At the core of the Transformer architecture lies the multi-head self-attention layer,
which enables the model to weigh the importance of di erent positions in the input
sequence when processing each token. Conceptually, self-attention answers the
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question: for this token, which other tokens in the sequence are most relevant to
its representation?

Given an input sequence of n token representations arranged as rows of a matrix
X 2R "¢  the attention mechanism rst computes three derived representations:

Q=XW 9, K=XwW ¥, v=xw VY,

where WQ; WX; WV 2 RYd« are learned projection matrices, and Q;K;V 2
R"d « are called queries, keys, and values, respectively. Intuitively:

" queries encode what each position is looking for ;
" keys encode what each position o0 ers as context;
" values carry the information that will be aggregated.

The scaled dot-product attention is then computed as
. K~
Attention(Q; K; V) = softmax %dj V:
k

The matrix QK > 2 R"" contains un[gormalized attention scores between every
pair of positions, which are scaled by di to control their magnitude and avoid
pushing the softmax into regions with extremely small gradients as @jrows. The
row-wise softmax produces attention weights that indicate how strongly each po-
sition attends to all others, and these weights are used to compute a weighted
sum of the value vectors. This allows each token to incorporate information from
the entire sequence in a single, highly parallelizable operation, in contrast to the
strictly sequential processing of RNN-based models.

Multi-head attention extends this mechanism by running h parallel attention
operations (heads), each with di erent learned projection matrices. Formally, for
head i with parameter matrices W2; W K ;W Y:

head = Attention(QW 2; KW X; vW Y); i=1;:::;h;

and the outputs of all heads are concatenated and projected back to the model
dimension:

Each head operates in a lower-dimensional subspace and can specialize in di erent
aspects of the input, such as focusing on nearby tokens, capturing specic syn-

tactic patterns, or tracking long-range semantic dependencies. In modern large

language models, the number of attention heads typically ranges from 32 to 128,

with each head operating on a dimension of 64 to 128; for example, LLaMA-2-7B

uses 32 attention heads with a total hidden dimension of 4096, meaning each head
processes a 128-dimensional subspace.

Positional Encodings

Self-attention mechanisms are inherently permutation-invariant: the attention
scores depend only on content similarity between queries and keys, not on their
positions in the sequence. To make Transformers sensitive to word order and
distances, positional information must be injected into the input representations
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explicitly. This is achieved by augmenting token embeddings with positional en-
codings, so that the model can distinguish the position of each token in the se-
quence, to better understand its meaning in the context.

More recent large language models often adopt rotary positional embeddings
(RoPE)[44], which incorporate position information by rotating the query and key
vectors in a position-dependent manner. In RoPE, pairs of dimensions in the query
and key vectors are treated as complex numbers and rotated by an angle that in-
creases with the position index, so that inner products between queries and keys
naturally encode relative positions. This design has been shown to improve ex-
trapolation to longer sequences and to better preserve relative positional structure,
which is particularly important for LLMs with extended context windows.

3.4.2 Layer Normalization and Feed-Forward Networks

Beyond attention, each Transformer block incorporates residual connections, layer
normalization, and a position-wise feed-forward network (FFN). These components
can be arranged in either a pre-norm or post-norm con guration. Modern LLMs
typically adopt the pre-norm variant, where layer normalization is applied before
each layer, because it improves gradient ow in very deep stacks.

Layer normalization [45] operates independently on each token representation,
normalizing across its feature dimension using learned scale and shift parameters.
By stabilizing the distribution of activations across layers and training steps, it
enables the use of deeper networks.

Following the attention layer, the FFN applies two linear transformations with
a nonlinear activation (such as GeLU or SwiGLU) in between, independently and
identically to each position. The intermediate dimensionality is typically expanded
by a factor of four, meaning a substantial fraction of the model's parameters re-
sides in these feed-forward layers. Residual connections [46] are used in both the
attention and the FFN layers, providing a direct path for gradients and preserving
information across many stacked layers.

3.4.3 Two-Phase Execution

A transformer can consist of an encoder-only, a decoder-only, or rather an encoder-
decoder architecture:

" The encoder block is mainly composed of a multi-head self-attention mod-
ule and a position-wise feed-forward network (FFN). To avoid issues such
as the vanishing gradient problem and keep track of the original state rep-
resentation, residual blocks are used along with layer normalization. In the
encoder, all input tokens are processed inside the attention blocks, enabling
them to build a comprehensive understanding of the input context in the
pre |l phase.

N

In addition to what composes the encoder, the decoder block adds a multi-
head attention block over the output of the encoder layer, performing cross-
attention. In decoders, tokens are processed in an autoregressive way, mean-
ing that an attention block is fed a token and the previous ones only, during
the decode phase. This ensures that the model generates text sequen-
tially, which is crucial to maintain coherence in the output. Because of that,
self-attention blocks are modi ed to prevent positions from attending to sub-
sequent embeddings.
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Generative models are usually based on either decoder-only or encoder-decoder
transformer architectures.

For decoder-only and encoder-decoder architectures, the inference process be-
gins when the model receives a series of input tokens and continues generating
subsequent tokens until meeting a stopping criterion either reaching a speci ed
token limit, encountering prede ned stop words, or producing a special end-of-
sequence token.

The two distinct computational phases of the inference process have dramat-
ically di erent performance characteristics. During the pre Il phase, all input
tokens are processed in parallel to compute the intermediate states (keys and val-
ues for all layers) required to generate the rst output token. This stage is largely
compute-bound, characterized by high computational intensity and use of GPU re-
sources: the computation reduces to highly parallelizable matrix-matrix operations
that e ectively saturate GPU utilization [47, 48].

The GPU's massive parallel processing capability is fully exploited, as the
attention blocks operate over all input tokens.

Since during token generation the attention of a token only depends on its
preceding tokens, and therefore the same results would need to be repeatedly re-
computed, during pre Il the computed intermediate keys and values for all tokens
are stored in the so-called key-value cache of each layer, to be later reused as
input to the subsequent token generation. At the cost of occupying more GPU
memory to cache intermediate states, KV caching ends up speeding up the atten-
tion computation during token generation, especially for longer texts.

After prell, during the decode phase (or token generation) the model au-
toregressively generates the output tokens one at a time, with each new token
depending on all previously generated states stored in the KV cache, as well as
each previously generated output token. When generating the (n + 1)-th token,
the query becomes a single vector of dimension 1 d while the key-value cache has
grown to include the keys and values for all n previous tokens. The resulting atten-
tion computation becomes a matrix-vector operation: (1 d) (d n)! (1 n),
producing attention scores for a single new token [47, 49].

Matrix-vector operations exhibit drastically lower arithmetic intensity com-
pared to matrix-matrix operations. For each oating-point operation performed,
the GPU must load substantially more data from the GPU memory, causing the
bottleneck to shift from computation to memory bandwidth. Also, during the de-
code phase, each token is processed sequentially leading to GPU underutilization,
as compute units remain idle waiting for memory transfers [48].

This memory-bound characteristic means that raw computational throughput
becomes secondary with respect to e cient memory access patterns and cache
management. Unlike pre ll, where increasing batch size improves GPU utilization
by amortizing memory access costs across multiple parallel operations, decode can-
not exploit the same level of parallelism within a single token generation step the
inherent sequential dependency prevents it.

The asymmetry between the two phases imposes signi cant challenges for re-
source management and capacity planning. A workload dominated by long input
sequences (common, for instance, in retrieval-augmented generation pipelines or
document analysis tasks) spends proportionally more time in the compute-bound
pre Il phase, achieving higher GPU utilization but potentially lower throughput
per GPU-hour. In contrast, chat applications with shorter prompts and longer
responses exhibit predominantly memory-bound behavior, with decode iterations
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representing most of the total inference time [47].

3.5 Requirements and Optimizations for LLM In-
ference

In this section, we will cover the state of the art solutions for serving LLM inference,
the problems that these systems need to face, and the solutions needed to provide
services in a scalable way, with quality of service.

An inference serving system is the set of services and applications needed to
deploy and execute an LLM to serve inference requests. We can distinguish:

~ A frontend system, providing a request scheduler, an API server, an acces-
sible HTTP endpoint to receive requests, and a memory layer for KV-caching.
This system is responsible for receiving and scheduling user requests from a
queue and grouping them into batches. Notable examples of frameworks are
VLLM [50] and NVIDIA Triton.

" A backend execution engine, such as PyTorch or Tensor ow, providing
APIs and abstractions to execute the mathematical operations needed for
the inference process.

These serving systems work at the data plane level, focusing on execution
time optimization and runtime e ciency [51]. After a brief overview of the state
of the art for optimizations techniques employed by an inference serving system, we
will focus on the control plane solutions, and especially cloud-native solutions,
aimed at workload orchestration and management of inference workloads.

3.5.1 Performance Metrics for Inference

To evaluate inference performance, we must de ne the key metrics to measure
latency and throughput, and the critical phases of the process that a ect them.
These metrics are crucial for high quality of service applications, demanding for a
satisfying user experience. As highlighted in 3.4.3, the two phases of the inference
process, namely pre Il and decode, have very di erent requirements and character-
istics. The pre Il phase processes the entire prompt sequence in parallel, resulting
in the rst token of the response as well as the values that will be stored in the
KV cache. In this case, we de ne Time to First Token (TTFT) as the time

that a model takes to generate the rst token for a request, re ecting how fast
the model can start responding to a user. On the other hand, the decode phase
generates the output tokens, one at a time, by iteratively consuming all previous
tokens, as well as reusing the KV cache. This phase a ects another metric, de ned
as Inter-Token Latency (ITL), representing the time needed to generate two
consecutive tokens.

3.5.2 Memory Management and Key-Value Caching

The memory footprint of LLM inference derives from two primary components:
model weights and the key-value (KV) cache. Model parameters constitute the
largest static allocation in the GPU memory. For instance, a 7 billion parameter
model (such as LLaMA 2 7B) loaded in 16-bit precision consumes approximately
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14 GB of memory. Quantization techniques, model parallelism, and low-rank
adapters [52] can help in reducing this memory cost.

However, the KV cache presents a more challenging issue. As brie y discussed
in Section 3.4.3, to avoid redundant recomputation of the attention tensors for all
previous tokens at each token generation step, modern LLM serving systems cache
the key and value tensors in GPU memory. Each newly generated token adds
to this cache, which is then used in subsequent attention computations. Every
active request grows a trail of keys and values token by token, and that trail must
remain on the GPU for fast reads during decode. As soon as we try to serve many
requests together using batching (as depicted in Section 3.5.3), throughput stops
being compute bound and becomes memory bound. This is mainly due to two
things: rst, as the KV cache size grows, we are limited in how many requests
we can process together in a batch, which reduces throughput, and second, when
memory is not allocated e ciently, naive KV caching leads to severe fragmentation,
both internal and external. Let us rst dive into the memory bottleneck. For
architectures with L layers, where each layer contains (Nattention heads with
dimension g, for a complete request with batch size B and sequence length S, the
total KV cache requirement can be expressed as

Total KV cache=B S 2 L d model Precision_bytes ;

where the factor of 2 accounts for both cached keys and values, Mpresents
the number of heads, and ¢ represents the dimension of the heads in multi-
head attention, and their product is commonly the same as the model dimension
dmodel- Because of that, the KV cache alone introduces a very steep memory cost,
becoming a bottleneck for running applications that require extended context.

Assuming half-precision, for example, LLaMA-2-7B with a single request (batch
size equal to 1), and a maximum sequence length of 4096 tokens, requires approx-
imately 2 GB of GPU memory for the KV cache only. Linear scaling with both
batch size and sequence length means that this memory cost intensi es rapidly.
With a batch of 8 requests, each potentially reaching 4096 tokens, the KV cache
could consume 16 GB, exceeding the model weight footprint.

Another issue is represented by the memory-bandwidth cost of repeatedly load-
ing and updating the key and value tensors. Again, in multi-head attention each
head maintains its own keys and values, so bandwidth scales directly with the
number of heads, causing a problematic bottleneck in large models.

Several solutions have been adopted to mitigate these issues by exploiting the
attention computation to manage the KV cache in a more e cient way. For
instance, in multi-query attention, the KV cache is shared among all attention
heads in a layer, reducing the cache size and reads [53]. Another example is
grouped-query attention, which uses an intermediate number of heads as groups
in a layer, sharing the same cache [54].

KV Cache O oading

KV cache o oading moves inactive or less frequently accessed cache data from
GPU memory to lower-cost, higher-capacity storage such as CPU RAM, local
SSDs and remote object storage. This can help mitigate this bottleneck, especially
during idle periods in which there are no incoming requests, avoiding waste of GPU
memory. O oading is especially useful in large-scale applications, where inference
is scaled across many distributed workers where GPU resources are limited, also
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reducing infrastructure costs. It also allows to skip redundant KV computations
during inference, especially for overlapping context, e ectively reducing the overall
latency and TTFT.

Pre x Caching

A further optimization exploits the autoregressive structure of LLM inference: if
two requests share an overlapping prompt pre x, the KV cache entries for the
shared tokens are identical and need not be recomputed. Pre x caching retains
these shared KV blocks in memory so that subsequent requests matching the same
pre x can skip the corresponding portion of the pre |l phase entirely, reusing the
cached keys and values directly.

This technique is particularly e ective in workloads with high pre x overlap.
Multi-turn conversations naturally extend the context of previous turns, so each
follow-up message shares the entire prior history as a pre x. For instance, agentic
work ows repeatedly send the same system prompt and accumulated context,
di ering only in the latest tool response. Similarly, retrieval-augmented generation
pipelines and code-completion tasks often prepend a large, shared context to a
short, variable query. In these scenarios, pre x caching can reduce TTFT by orders
of magnitude, since only the new, non-cached tokens require pre Il computation.

As we will discuss in Section 3.6, pre x caching also has implications at the
system level: its e ectiveness depends not only on the serving engine's cache man-
agement, but also on the routing layer's ability to direct requests with matching
pre xes to replicas that hold the relevant cache blocks.

Memory Fragmentation

In addition to the huge size of the caches, early LLM serving systems also han-
dled memory allocations ine ciently, since during inference, the output sequence
lengths are not known in advance. To deal with this, existing serving platforms [55,
56] used to statically allocate memory chunks for each request based on its maxi-
mum possible sequence length, ensuring that enough memory was available for the
required KV cache, even if that memory was not fully utilized. This pre-allocation
scheme had two primary sources of memory waste:

" Internal Fragmentation: it occurs when the system has over-allocated mem-
ory for an input prompt based on a maximum predicted sequence length, but
the generated response is much shorter, leaving the unused space wasted.

" External Fragmentation: it occurs because di erent requests have variable
lengths, leaving scattered, small, unused gaps of memory between allocated,
contiguous blocks.

Later in Section 4.1.1, we will see how modern inference engines solve these
kind of fragmentation issues.

3.5.3 Batching Requests

Due to the large model size, LLMs often fail to fully utilize GPUs because much of
the chip's memory bandwidth is spent loading the model parameters. Instead of
loading model parameters for every request, batching requests is a way to prevent
bottlenecks and improve throughput by processing multiple input sequences in
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parallel, rather than one at a time. This is crucial to maximize the utilization
of computational resources and ensures faster response times. There are multiple
ways to implement batching:

N

A

A

N

Static batching: the server waits for a predetermined number of requests

to arrive and then processes them all at once. In this case, throughput
and cost e ciency matter more than the single-request latency, as there is
additional delay added to the rst requests in the batch, and all batched
requests must wait until the longest one is processed. This is because during
LLM inference, the model is run multiple times, since tokens are generated
in an autoregressive way, feeding each new generated token to the layer in
the following iteration. Furthermore, the variability in the workload tasks
may make it di cult to pack batches in a memory-e cient way, leaving the
GPUs potentially underutilized.

Dynamic batching: the server sets a time window and processes whatever
number of requests have arrived in that time frame. If the batch reaches
its limit size within the time window, the processing is started immediately.
Even though the longest request still conditions the waiting time, this ap-
proach balances throughput and latency for all batched requests. Also, if the
request batch is not full, the GPU capacity is not fully exploited.

Continuous batching: in this case, iteration-level scheduling is employed [55],
meaning that at each decode iteration, the scheduler veri es if a request in
the batch has nished. If so, a new request is injected into the batch. This
maximizes GPU occupancy, avoiding idle iterations that would otherwise be
spent waiting for the longest request in a batch to nish. However, a given
batch comprises either only requests in their pre Il phase or requests in de-
code phase. Due to user responsiveness, the pre Il phase is often deemed
as more important, causing a waiting prompt to possibly preempt token
generation.

Mixed batching: in case of mixed batching [49, 57] scheduling decisions
are made at each forward pass, and both prell and decode can run to-
gether. This reduces the impact on decode, but does not eliminate it, since
token phases scheduled with prompt phases will experience a longer runtime
anyway.

Batching is widely used to grant lower latency, higher throughput, and service
guality in applications where several requests, often heterogeneous, are sent to the
same models.

Chunked Pre lls

As said, interference between pre Il and decode iterations within continuous batch-
ing motivates a ner-grained scheduling strategy. By default, existing inference
engines [50, 55] prioritize pre Il requests, optimizing TTFT but causing slower
ITL and ine cient GPU utilization, since pre lls can take arbitrarily long time
depending on the lengths of the given prompts, causing so called generation stalls.
Other systems [56] employ decode-prioritizing scheduling, by rst computing all
pre lls for the requests in a batch, and then computing all the decode generations:
this rapidly incurs in throughput degradation, since the execution continues until
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the completion of the last request in the batch. Recent works [49] introduced
chunked pre lls, in which a new pre Il request is not processed in a single, poten-
tially long iteration, but rather it is split into xed-size chunks of tokens. Each
chunk is co-scheduled with ongoing decode iterations in the same batch, so that
the decode steps of already-running requests are never paused by the arrival of a
new prompt.

This produces stall-free schedules: the per-iteration compute budget remains
roughly constant regardless of whether the batch contains only decodes or a mix
of decode tokens and a pre Il chunk. As a result, the ITL is signi cantly reduced
if compared to standard continuous batching, where a single large pre Il can stall
all concurrent decodes for the duration of its computation [49].

3.5.4 Pre ll/Decode Disaggregation

As introduced in Section 3.4.3, LLM inference is divided into two execution phases,
with di erent characteristics and requirements. During pre Il, the input sequence

is divided into tokens that are processed concurrently, producing keys, values, and
queries for each of them, and storing them in the KV cache, saved in the GPU
memory. Because of the way tokens are processed, this phase is compute-bound.
Then, during the decode phase, tokens are generated sequentially based on the
forward pass of the last token and all the cached values from previous tokens in
the sequence. Since these values must be retrieved from the GPU memory at each
step, this phase is largely memory-bound.

Locating and batching pre Il and decode computations together to maximize
the overall throughput is typically cost-e ective for providers, that can use the
same GPUs for the given request. However, in the presence of SLO for the services
provided, these approaches cannot maintain high QoS and low costs [47, 58], and
since resource allocation strategies are typically tailored to satisfy de ned SLOs,
as discussed in Section 1.3.4, this could lead to overprovision of resources.

Given these resource coupling issues and those regarding scheduling interference
when the two request phases are batched together, as discussed in Section 3.5.3, re-
cent works [47, 58] introduced pre Il and decode (P/D) disaggregation by introduc-
ing independent instances to handle pre Il and decode requests respectively, each
one with its own dedicated resources. Decoupling the two phases automatically
solves the scheduling issues and enables independent scaling and resource provi-
sioning for each one of them, depending on the requests characteristics (mainly, the
input and output tokens), and granting better throughput and reduced latencies
overall [58].

Of course, disaggregating pre Il and decode is not always convenient, mainly
because the two phases share the same intermediate values computed and stored in
the KV cache. Due to this dependency, depending on the workload characteristics,
it could be convenient to run pre Il locally on the decode worker (e.g. for shorter
prompts, or when the decode engine has a high pre x cache hits). In relation to
intermediate KV cache computations, another factor to consider is the need for
e cient technologies that enable fast KV cache transfer between pre Il and decode
workers. In Chapter 4, we will see how P/D disaggregation is handled by modern
solutions for distributed LLM inference.
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3.6 Challenges for Cloud-Native Al Applications

Cloud-native technologies, introduced in Section 2.2, apply the principles of scala-
bility, reliability, and elasticity to distributed workloads by leveraging shared com-
puting, networking, and storage resources. When these principles are extended to
deploy, run and orchestrate Al workloads in the cloud, we refer to the result as
cloud-native Al [59].

Figure 3.2: Cloud-native Al: serving Al workloads on Kubernetes.

LLM inference workloads expose a set of requirements that are very dier-
ent from those of traditional microservice-based architectures and that challenge
the basic assumptions in standard cloud platforms, calling for more specialized
solutions. Particularly, the stateless nature and capabilities of cloud-native tech-
nologies do not account for the speci ¢ optimization requirements for the inference
process, which require stateful memory management, request scheduling, and au-
toscaling, along with the need to account for resource optimization and costs.
In the following sections, we will highlight such gaps, emphasizing the need for
specialized platforms to manage inference workloads.

3.6.1 Request heterogeneity and workload variability

Cloud-native technologies, such as Kubernetes, were designed to orchestrate microservices-
based applications, composed of uniform, short-lived, and stateless services, such

that incoming requests can be served equally well by any running instance. Typi-

cal user requests served by an LLM violate such assumptions: every request has a

di erent shape, determined by the number of input tokens and the number of out-

put tokens to be generated. For example, a retrieval-augmented generation (RAG)

guery may present a very long prompt (comprehending the input prompt and the
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retrieved documents) with a short expected response, while a reasoning task may
present a short prompt but require extensive generation [60]. These di erences
translate directly into di erent resource demands: long prompts make the pre |l
phase compute-bound, while long generations stretch the decode phase over many
memory-bound iterations, consuming additional KV cache memory over time.
When requests with heterogeneous shapes are batched together on the same
GPU, their resource pro les interact in ways that are di cult to predict. Because
the LLM inference process is iterative and autoregressive, a single computationally
expensive pre Il can block the decode steps of co-located requests, increasing the
ITL for all of them and degrading the user experience [61]. Furthermore, request
arrival rates can be bursty and non-stationary: if provisioning reacts too slowly, the
service risks overload and SLA violations; conversely, if overprovisioning occurs,
accelerators remain idle and costs grow unnecessarily for the providers.

3.6.2 Statefulness and routing complexity

Unlike stateless microservices, where any instance can handle any request equally
well, LLM inference servers have a relevant internal state, represented by the
KV cache [61, 60]. When multiple requests share overlapping prompt pre xes
(such is the case in multi-turn conversations, agentic tool-calling ows, and code-
completion tasks), the shared pre x can be reused through pre x caching, skipping
a substantial portion of the pre |l computation. However, this reuse is only possible
if the request is routed to the speci ¢ server that holds the cached pre x. Standard
load balancing patterns, such as round-robin or random selection, are not suitable
for these applications: they distribute requests without considering which instance
is most likely to achieve a cache hit, leading to redundant computation and higher
latencies [60].

More generally, the choice of which instance serves a given request has a direct
impact on latency, throughput, and cost that is absent in traditional service rout-
ing. Load balancers for LLM inference must therefore become inference-aware:
they need real-time visibility into each instance's queue depth, KV cache utiliza-
tion, loaded model adapters, and pre x cache contents to make intelligent routing
decisions [61].

3.6.3 Accelerator utilization, cost e ciency, and multi-SLO
requirements

A single LLM inference server could be required to serve use cases with vastly
di erent latency tolerances. Code-completion and search applications require re-
sponsiveness, with latencies on the order of milliseconds, while interactive chat
sessions can tolerate latencies on the order of seconds; summarization and deep-
research agents can aord minutes, and batch processing jobs may be entirely
latency-agnostic [60]. Given the high cost of GPU computations, tighter SLOs are
substantially more expensive to meet.

Furthermore, GPUs are the dominant infrastructure cost for LLM inference,
keeping them e ciently utilized while maintaining heterogeneous latency require-
ments is structurally di cult. The decode phase is memory-bandwidth-bound and
does not fully exploit the computational capabilities of the GPU, while production
endpoints must simultaneously serve requests with very di erent ITL requirements.
Simply classifying workloads as latency-sensitive or best-e ort and dedicating
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separate clusters to each tier leads to low cost e ectiveness: instances dedicated
to low-latency tasks sit idle when interactive tra c is low, while batch workloads
are stranded on separate resources [62].

Recent works [62] have shown that treating the dierent service classes for
SLO requirements as rst-class scheduling and autoscaling entities can reduce the
impact on performance while optimizing costs. These results highlight that, to
achieve accelerator cost e ciency in multi-tenant LLM deployments, the orches-
tration layer must coordinate around SLO-aware metrics, policies, and models that
explicitly encode the trade-o s between cost e ciency and SLO attainment.

3.6.4 Limitations of standard scheduling and autoscaling
mechanisms

Default request scheduling and autoscaling mechanisms are based on infrastructure-
level indicators such as CPU utilization, memory pressure, or simple request con-
currency, that do not accurately re ect the performance state of an LLM inference
server [60]. A server reporting high GPU utilization might be processing only a few
long-running requests while its queue grows and latency degrades; another with
low utilization might be in a brief idle period despite being adequately provisioned.
Similarly, request concurrency alone does not fully represent the total load on the
server and the computational cost, since they heavily depend on the shape of the
requests and on the current batch composition of the server.

Therefore, e ective mechanisms for LLM inference require workload-aware met-
rics and controllers that understand the relationship between request characteris-
tics (input length, output length, priority), internal engine state (queue depth, KV
cache occupancy, batch composition), and the resulting quality of service. These
signals must propagate to autoscaling mechanisms that can distinguish, for in-
stance, if a workload is saturated depending on its KV cache usage, or rather if it
is going to violate the de ned SLOs based on the observed tra ¢ shape.

These challenges indicate that the deployment of LLM inference engines on
standard cloud infrastructure is feasible but insu cient to obtain e cient and
cost-e ective services. The cloud platforms should integrate speci ¢ orchestration
components that manage the optimization requirements of LLM workloads.

Recent distributed inference frameworks [63, 64] developed solutions for special-
ized load balancing, KV cache management at the cluster level, and autoscaling,
integrating with Kubernetes ecosystems and modern inference engines. The next
chapter will focus on an open-source Kubernetes-native framework, llm-d, which
combines disaggregated serving, inference-aware routing, and a modular control
plane built on cloud-native principles. Chapter 5 then focuses on the design and
evaluation of a workload-aware autoscaler for llm-d, which models the capacity
of di erent instance roles and the user-de ned SLOs to compute decisions, and
integrates with standard Kubernetes scaling mechanisms.






4 Kubernetes-Native Distributed
LLM Inference

As large language models have transitioned to production services, organizations
increasingly deploy them on cloud-native platforms to take advantage of elasticity,
portability, and familiar operational tooling. In practice, Kubernetes has become
the de facto standard for orchestrating containerized workloads, and it is natural to
attempt to run LLM inference in the same way as traditional microservices. How-
ever, the abstractions and mechanisms provided by Kubernetes do not perfectly
align with the characteristics of LLM inference outlined in Chapter 3. Furthermore,
recent work on Kubernetes-based LLM inference architectures has shown that the
deployment of inference engines behind standard gateways, and scaling Pods based
on generic usage metrics such as CPU or GPU utilization, or request rate, is often
insu cient to meet latency objectives while optimizing resource costs [64, 65].

Emerging distributed inference frameworks therefore push more LLM-specic
intelligence into the orchestration layer: they introduce dedicated gateways that
consider model semantics and relevant metrics, disaggregate pre |l and decode
phases across di erent workloads if required, manage KV caching at the cluster
level, and integrate autoscaling decisions considering the actual characteristics of
the inference requests and quality of service rather than treating all trac as
homogeneous, as done in traditional cloud services.

Within this landscape, several open-source systems [64, 63] have started to
explore Kubernetes-native distributed inference designs that combine ideas from
research work on pre |l decode disaggregation, KV caching management, and in-
telligent routing. This chapter introduces lIm-d [65], a Kubernetes-native frame-
work for LLM inference, and the main components that enable the platform to
integrate distributed inference into cloud-native environments.

After introducing the foundational technologies on which lim-d is based, we
will outline the system architecture and design principles, focusing on the control
plane and the data plane. Then, we will focus on the intelligent request scheduling
layer, highlighting how KV cache awareness, load-awareness, and SLO-awareness
in uence routing decisions to the models deployed in the cluster; a relevant section
will also describe how the platform manages pre ll and decode disaggregation.
The architecture and design of lIm-d will then be referenced as the main context
around which the Workload Variant Autoscaler, discussed in detail in Chapter 5,
operates.

4.1 Foundational Technologies for lim-d

Before describing the architecture of llm-d, it is useful to introduce the open-
source projects and technologies on top of which it is built, to fully understand
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how the overall system works. Each technology addresses a di erent layer of the
inference serving stack: the model execution engine, the network proxy and request
management, the routing framework, and the low-level data transfer library.

4.1.1 High-Throughput Model Serving with vLLM

As briey introduced in Section 3.5, to e ectively serve inference requests, there
is the need for an inference serving system capable of receiving and queueing
user requests through a dedicated endpoint and schedule them in an e ective
way, while providing memory management. VvLLM [66] is an open-source, high-
throughput serving engine for large language models. It has become one of the most
widely adopted model servers in production environments due to its combination
of memory e ciency, high throughput, and broad model compatibility [67]. At

its core, VLLM introduces two key innovations, PagedAttention and continuous
batching, that enable signi cantly higher GPU utilization and request throughput
compared to other solutions.

PagedAttention

The KV cache represents a major memory bottleneck in LLM inference. Tra-
ditional serving systems allocate a contiguous block of GPU memory for each
request's KV cache, sized for the maximum possible sequence length. This leads
to severe internal fragmentation that occurs when the system has over-allocated
memory for an input prompt based on a maximum predicted sequence length, but
the generated response is much shorter, and external fragmentation that occurs
because di erent requests have variable lengths, and the free memory blocks be-
tween allocated ones may not be large enough for new requests, even when total
free memory is su cient.

PagedAttention [66] addresses this problem by borrowing the concept of virtual
memory and paging from operating systems. Instead of allocating a single large
contiguous bu er per sequence, PagedAttention partitions each request's KV cache
into xed-size KV blocks, where each block stores the key and value vectors for
a xed number of tokens. These blocks are managed through a block table that
maps logical block indices to physical locations in the GPU memory, analogous to
a page table in an operating system.

Physical KV blocks are drawn from a shared free block pool and allocated
on demand: when a sequence generates a new token and lls its current block,
a fresh block is obtained from the pool and appended to the sequence's block
table. When a request completes, all of its blocks are returned to the pool and
can be immediately reused by any other request. This design achieves near-zero
memory waste internal fragmentation is limited to the last block of each sequence,
typically less than 4% of allocated memory [66].

PagedAttention also enables e cient memory sharing. In parallel sampling sce-
narios, where multiple output sequences are generated from the same prompt, the
prompt's KV blocks can be shared across sequences through a reference-counting
mechanism, with copy-on-write semantics applied when a shared block must be
modi ed. This reduces both memory consumption and redundant computation.

The attention kernel itself is modi ed to work with non-contiguous memory:
during the attention computation, the kernel follows each sequence's block table to
gather the required key and value vectors from their physical locations, producing
results identical to standard attention but without requiring contiguous storage.
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Continuous Batching

VLLM implements the continuous batching [55] mechanism for batching requests
highlighted in Section 3.5.3. At each iteration, completed sequences are immedi-
ately removed from the request batch, and other pending requests are inserted in
their place. This ensures that the GPU is kept as fully utilized as possible at all
times, since batch slots are never held idle waiting for a slow sequence to nish. To-
gether with PagedAttention, this allows vLLM to achieve 2 4 higher throughput

than other systems, the improvement being more pronounced for longer sequences,
larger models, and higher concurrency [66].

Architecture and Features

At a high level, the runtime architecture of vLLM comprises a centralized scheduler
that decides, at each iteration, which requests to include in the current batch, man-
ages preemption when memory is exhausted, and coordinates memory allocation
decisions. Then, one or more GPU workers execute the model forward pass, with
support for tensor-parallel execution across multiple GPUs within a node. A block
manager is responsible for logical-to-physical block mapping, reference counting for
shared blocks, and eviction policies when memory pressure requires preempting re-
quests [66, 67]. In addition, vVLLM provides a broad set of features, including an
OpenAl-compatible API server to which clients can send requests, support for
pre x caching, multi-LoRA, serving to host multiple ne-tuned low-rank adapters

on a shared base model, quantization support, and chunked pre Il [67].

vLLM Metrics

VLLM exposes a set of metrics that provide extensive coverage of server, request,
and performance metrics for observability support in the control plane. Metrics
are exposed via a Prometheus-compatible /metrics endpoint.

There are two main categories of metrics exposed by VLLM: server-level metrics
that track the state and performance of the LLM engine, and request-level metrics
that track the characteristics and shape of incoming requests.

These metrics are exposed as histograms in Prometheus, typically represent the
SLOs that monitoring and control systems track. As we will see in Chapter 5, the
Workload Variant Autoscaler will monitor several request-level metrics to provide
reactive and proactive scaling decisions.

GuideLLM: Benchmarking LLM Inference Deployments.

Evaluating LLM inference deployments under realistic conditions is a prerequi-
site for both capacity planning and autoscaler validation. GuideLLM [68] is an
open-source benchmarking tool, maintained within the vLLM project, designed
to simulate real-world inference workloads against any OpenAl-compatible server
endpoint.

GuideLLM provides exible data generation to shape the request pro les used
during benchmarking. Users can supply real conversational datasets from Hug-
ging Face or de ne synthetic workloads by specifying the desired distribution of
input and output token counts (mean, standard deviation, and bounds), allowing
benchmarks to be tailored to the expected production tra c.

To control how requests are submitted to the server, GuideLLM supports sev-
eral load generation modes: synchronous execution, which sends one request at a
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time to measure minimum latency; throughput mode, which dispatches all requests
concurrently to determine maximum server capacity; constant and Poisson rate
modes, which inject requests at a xed or stochastic rate, respectively; and concur-
rent mode, which maintains a xed number of in- ight requests. A default sweep
mode combines these by rst running a synchronous and a throughput benchmark
to determine the minimum and maximum sustainable rates, and then executing a
con gurable number of intermediate benchmarks equally spaced between the two
extremes. This produces a performance pro le that maps the trade-o between
request rate and latency across the server's operating range.

For each benchmark run, GuideLLM collects ne-grained metrics aligned with
the inference SLOs discussed in Section 3.5.1: request latency, time to rst to-
ken (TTFT), inter-token latency (ITL), time per output token, and output token
throughput. Each metric is reported with full distributional statistics, including
mean, median, standard deviation, and percentiles up to p99.9, allowing for precise
analysis of SLO compliance.

GuideLLM is designed to integrate directly with vLLM: it auto-detects the
model served by a VLLM instance and communicates through its OpenAl-compatible
API. It can be deployed as a Kubernetes Job alongside the inference servers under
test, using the cluster-internal service endpoint to avoid external network overhead
that could a ect the measurements. In Chapter 6.1, we will use GuideLLM bench-
marks to generate the workload patterns employed in our experimental evaluation.

4.1.2 Kubernetes Gateway API Inference Extension

The Gateway API Inference Extension (GIE) [69] is an o cial Kubernetes project
that extends the Kubernetes Gateway API, introduced in Section 2.2.2, with ad-
hoc optimizations to serve generative Al models in Kubernetes.

To perform routing decisions based on the characteristics of LLM inference
workloads, GIE introduces a set of patterns across distinct layers of components,
around which it is built:

" Inference Gateway: it is a Gateway API-compatible proxy, coupled with
a Scheduler, aiming at routing and load balancing optimization for serving
inference workloads on Kubernetes.

" Inference Scheduler: it is the component that takes decisions about which
endpoint is optimal, from the standpoint of costs and performance, to serve
each request. An implementation is provided by EndPoint Picker [70], dis-
cussed in Section 4.1.2.

A

Model Server Framework: it is an implementation of an inference server,
such as vLLM, that must implement the OpenAl's Chat and Completion
REST APIs [71] to be able to accept the requests routed to it. Furthermore,
among other requirements (such as information about LoRA adapters and
pre x caching), all servers must provide metrics regarding queued requests
and KV caching via a Prometheus endpoint [72].

To be able to model sets of model servers and the priority associated to the re-
quests, GIE introduces two new Kubernetes Custom Resource De nitions (CRDs):

" InferencePool: it represents a set of Pods dedicated to running model
servers. Similarly to a Kubernetes Service, an InferencePool can be ref-
erenced as a backend by an HTTPRoute. Pods within an InferencePool
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share the same con guration, base language model, and model server. An
InferencePool is expected to be bundled with an Endpoint Picker (Sec-
tion 4.1.2), which is responsible for tracking metrics on each model server
and routing incoming requests to the optimal model server replica based on
these metrics. An EPP can only be associated with a single InferencePool.
The InferencePool speci cation includes a Pod selector to identify the Pods
belonging to that pool, a target port, and an extension reference pointing to
the Endpoint Picker deployment that handles routing for this pool [69, 73].

A

InferenceObjective: maps the objectives associated with a speci ¢ request
class, including the model name and the serving priority. It allows workload
owners to specify, in a declarative way, how their tra ¢ should be treated,
independently of the underlying pool con guration managed by platform
administrators.

These two resources allow platform administrators and Al engineers to declar-
atively con gure model serving infrastructure through Kubernetes patterns, while
exposing the model-level and priority-level information that the scheduling layer
needs to perform routing decisions.

High-Level Request Flow

As depicted by Figure 4.1 request ow through the Inference Gateway proceeds as
follows:

1. A client sends an inference request (e.g., an OpenAl-compatible chat com-
pletion request) to the Inference Gateway.

2. The Gateway evaluates its HTTPRoute rules and determines that the request
should be routed to a speci ¢ InferencePool.

3. Before forwarding the request to a backend Pod, the Gateway invokes the
Scheduler via the Envoy ext_proc protocol, passing the request headers and,
optionally, body information.

4. The Scheduler extracts relevant information from the request (e.g. the re-
guested model name), evaluates the current state of the InferencePool
endpoints using real-time metrics, and selects the optimal endpoint.

5. The Scheduler communicates the selected endpoint back to the Gateway via
the x-gateway-destination-endpoint header and ext_proc metadata.

6. The Gateway routes the request to the selected backend Pod.

The Endpoint Picker and Scheduler Framework

The Endpoint Picker (EPP) is the core scheduling component of the Inference

Extension. It implements the Envoy ext_proc protocol and is responsible for

selecting, from the set of endpoints belonging to an InferencePool, the one that

is optimal for a given request based on metrics and con gured policies [69, 74].
Internally, the EPP implements a pluggable scheduler framework inspired by

the Kubernetes scheduler's Filter Score Pick design [75]. The scheduling is based
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Figure 4.1: Request Flow using the Gateway API Inference Extension

on plugins that allow the user to modify the default behavior of the scheduler
in a modular way. A scheduling cycle for a single request proceeds through three
phases [74, 76]:

1. Filter: all Pods belonging to the target InferencePool pass through a se-
guential chain of Iter plugins. Each Iter examines the request context and
the Pod's metadata or metrics and removes Pods that are not eligible to
serve the request. For example, a Iter may exclude Pods based on their Ku-
bernetes labels, Pods whose backend queue exceeds a con gured threshold,
or Pods that lack a required LORA adapter. The output of the Iter chain
Is a reduced set of candidate Pods.

2. Score: the remaining candidate Pods are evaluated by a weighted set of
scorer plugins. Each scorer assigns a normalized score in the range [0; 1] to
each Pod based on a speci c criterion (such as KV cache utilization, queue
depth, or pre x cache hit potential). Scorers access a shared data store
populated by scrapers, which are background components that continuously
collect metrics and metadata from model servers [77]. The nal score for
each Pod is the weighted sum of all scorer outputs, where the weights are
speci ed per scorer in the active scheduling pro le.

3. Pick: a picker plugin selects one or more Pods from the scored candidates.
The default max-score-picker selects the Pod with the highest aggregate
score; if multiple Pods share the same score, one is selected at random.
Alternative pickers include random-picker that ignores scores and selects
pods randomly, useful for baseline testing [76].

These plugins are composed into scheduling pro les that de ne a named
con guration of lters, weighted scorers, and a picker. Multiple pro les can coex-
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ist within a single EPP deployment to support di erent scheduling strategies for
di erent types of request or workload classes. The scheduler framework is designed
to be extensible: users can implement custom lIter, scorer, or picker plugins and
register them in a pro le to encode domain-speci c routing logic [74].

The built-in scorer plugins include [76]:

A

kv-cache-utilization-scorer: evaluates the endpoints based on their KV
cache usage percentage, preferring those with lower cache utilization. This
prevents routing requests to Pods that are close to running out of cache
space, which could lead to cache evictions and reduced performance.

gueue-scorer: evaluates endpoints based on their current waiting queue
size, preferring those with fewer queued requests. This helps distribute the
load evenly and avoid overloading Pods that are already serving many re-
quests.

pre x-cache-scorer: evaluates Pods based on how much of the request's
prompt pre x they have cached. To do so, it divides the prompt into xed-
size blocks, hashes them, and maintains an LRU index of which blocks are
cached on which pods.

lora-a nity-scorer: evaluates endpoints based on whether they have the
requested LORA adapter already loaded. Routing requests to those that al-
ready have the adapter loaded avoids the overhead of loading a new adapter.

Con guration and Scheduling Pro les

The entire scheduling behavior is declaratively con gured by the EndpointPickerConfig,
which includes [77, 76]:

~ A plugins section that instantiates all available Iter, scorer, picker, and
infrastructure plugins, each identi ed by a type and an optional name, and
con gured via plugin-speci ¢ parameters.

~ A schedulingProfiles section that de nes one or more pro les, each refer-
encing a subset of the instantiated plugins with optional weights for scorers.

~ A saturationDetector section that con gures capacity thresholds for queue
depth, KV cache utilization, and metrics staleness, beyond which Pods are
classi ed as saturated.

" A flowControl section for priority-based admission control.

A Prole Handler plugin determines which scheduling prole is used for a
given request. For simple serving, the single-profile-handler always selects
the primary pro le. We will see concrete examples in Section 4.3.

The EPP provides the implementation for the lIm-d Inference Scheduler, dis-
cussed in Section 4.3, which further expands this modular model.
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Flow Control and Priority

In a multi-tenant, heterogeneous inference serving environment, managing diverse
SLOs and fairness requirements is critical. Today, the serving stack often relies on a
simple "best-e ort" or FIFO (First-In, First-Out) basis for handling requests. This

is insu cient and leads to signi cant problems, among all the inability to handle
saturation in case of overload, and head-of-line blocking, causing SLO violations.
To address this, GIE introduces a ow control layer inside the EPP, to enforce
priority-based admission [76, 78].

The ow control layer sits between the user-facing proxy and the scheduling
pipeline. It bu ers incoming requests before they reach the model servers, dis-
patching them only when capacity is available. The capacity model is managed by
a saturation detector, which has thresholds for queue depth, KV cache utilization,
and metric staleness, used to determine if the entire pool of Pods is saturated.
The calculation is to simply iterate through each endpoint and if all are above
all thresholds, the pool is considered saturated. Trac is managed through a
three-tier dispatch hierarchy [76]:

1. Priority (band selection): requests are grouped into priority bands, where
higher-priority bands are served before lower-priority ones. Requests of equal
priority currently operate on an FCFS basis. Each band has a con gurable
maximum capacity size, which limits how much data it can bu er. Priority
bands can be explicitly con gured or provisioned dynamically from a default
template when requests arrive with priority levels that do not match any ex-
plicit band. The priority bands are determined by an InferenceObjective
resource.

2. Fairness (ow selection): within a priority band, a fairness policy de-
termines which ow (for example, which model or tenant) is served next.
The global-strict-fairness-policy ignores ow isolation and serves all
requests in global FIFO order; the round-robin-fairness-policy cycles
through di erent ows, ensuring that no single tenant or model monopolizes
a priority band's capacity.

3. Ordering (request selection): within a ow, an ordering policy deter-
mines which request is dispatched next. The default fcfs-ordering-policy
implements rst-come, rst-served ordering; the alternative edf-ordering-policy
implements Earliest Deadline First, prioritizing requests whose TTL is clos-
est to expiration.

The ow control con guration speci es global capacity limits, a default request
TTL, and per-band settings. An example con guration is shown in Listing 4.1.

In this example, latency-critical requests (with priority equal to 100) are dis-
patched in strict FIFO order with a 5GB bu er, while throughput-oriented or
best-e ort requests (with priority set to 10) share a smaller bu er with round-
robin fairness across tenants and Earliest Deadline First ordering, ensuring that
requests approaching their TTL are dispatched before fresher ones [76].

As brie y explained above, priority bands are aligned with the InferenceObjective
of di erent workload classes. Requests with a latency-critical objective are mapped
to a high-priority band, ensuring that they are dispatched promptly when capacity
becomes available, while throughput-oriented workloads use lower-priority bands
with tighter byte limits and more aggressive queueing or eviction policies [78].
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flowControl:
maxBytes: 10737418240 # 10 GB global limit
defaultRequestTTL: 60s
priorityBands:
- priority: 100 # high-priority band

maxBytes: 5368709120
orderingPolicyRef: fcfs-ordering-policy
fairnessPolicyRef: global-strict-fairness-policy

- priority: 10 # low-priority band
maxBytes: 1073741824
orderingPolicyRef: edf-ordering-policy
fairnessPolicyRef: round-robin-fairness-policy

Listing 4.1: EndPoint Picker: Flow Control Example Con guration

Currently, the ow control layer exposes experimental metrics, such as the
number of requests managed by ow control, relevant to the implementation of
autoscaling features such as scale to and from zero replicas, needed to optimize
costs during idle periods with no requests [78].

4.1.3 Envoy Proxy

Envoy [79] is an open-source, high-performance network proxy, now a graduated
project of the Cloud Native Computing Foundation (CNCF). It is designed as both
an edge proxy and a service proxy for modern distributed applications, operating
at layers 3, 4, and 7 of the OSI stack. In the context of distributed LLM inference,
Envoy serves as the data-plane component through which all inference requests
ow before reaching the model servers.

Envoy provides several capabilities that are relevant to inference serving:

" L7 routing and load balancing: Envoy can inspect HTTP headers, paths,
and other application-layer attributes to make routing decisions, and sup-
ports a variety of load balancing algorithms.

" Dynamic con guration: Envoy supports discovery APIs (xDS) that allow
its con guration including clusters, routes, and listeners to be updated
at runtime without restarts, making it well suited for dynamic Kubernetes
environments where endpoints change frequently.

" Observability: Envoy provides detailed metrics, distributed tracing, and

logging, giving operators visibility into request latencies, error rates, and
tra c patterns.

External Processing (ext_proc)

A key capability that makes Envoy suitable for inference-aware routing is its Exter-

nal Processing (ext_proc) lter [80]. The ext_proc lter allows Envoy to delegate
request and response processing to an external gRPC service, referred to as an ex-
ternal processor. The lter communicates with this service using a bidirectional
gRPC stream: for each HTTP request, Envoy sends ProcessingRequest messages
containing the request headers, body, or trailers, and the external service returns
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ProcessingResponse messages that can instruct Envoy to modify headers, rewrite
the request, or direct the request to a speci ¢ backend endpoint [80].

The ext_proc protocol supports up to six processing stages (request headers,
request body, request trailers, response headers, response body, response trailers),
and the external service can selectively choose which stages it needs to process.
This design makes it possible to implement complex, application-speci ¢ routing
logic such as inspecting the body of an inference request to extract the model
name, or selecting a backend based on real-time KV cache metrics without mod-
ifying Envoy's core codebase.

In the architecture of lIm-d and the Gateway API Inference Extension, the
ext_proc mechanism is used to connect Envoy to the Endpoint Picker, which
implements the inference-aware scheduling logic described in Section 4.3.

4.1.4 NIXL: NVIDIA Inference Transfer Library

The need to separate pre ll from decode and to manage KV cache o oading
require a high-performance data transfer layer that can move large amounts of
state between heterogeneous memory and storage backends with minimal latency.
The NVIDIA Inference Transfer Library (NIXL) [81] is an open-source, point-to-
point communication library designed speci cally for this purpose.

NIXL provides a uni ed data movement API that abstracts over the di erences
between various types of memory and storage, including GPU high-bandwidth
memory (HBM), host DRAM, local SSDs, and remote object stores such as S3
and Azure Blob Storage. Regardless of the underlying transport, NIXL presents
the same semantics for initiating, tracking, and completing data transfers, using
generalized memory sections to describe source and destination bu ers.

Under the hood, NIXL selects the most appropriate backend transport based on
the hardware topology and connectivity available between the source and destina-
tion. Supported transports include NVLink (for intra-node GPU-to-GPU trans-
fers), InniBand and RoCE RDMA (for high-bandwidth inter-node transfers),
standard Ethernet, GPUDirect Storage (for direct GPU-to-SSD transfers), and
UCX (a unied communication framework). The library uses a modular plu-
gin architecture, allowing new backends to be added without modifying the core
API [81, 82].

For [Im-d, NIXL serves as the transport layer for transferring KV cache blocks
between pre Il and decode instances during disaggregated serving. The sidecar
process alongside each decode instance uses NIXL to initiate non-blocking, non-
contiguous data transfers of KV cache from the pre Il instance's GPU memory
to the decode instance's GPU memory, exploiting whatever fast interconnect is
available in the cluster (In niBand, NVLink, or RoCE) [65, 81].

4.2 Architecture and Design Principles of lim-d

Now that we have provided an overview of the main enabling cloud-native tech-
nologies for LLM inference, we will introduce the lim-d platform.

lIm-d [65] is a Kubernetes-native platform for distributed LLM inference, that
composes the foundational technologies described above into a layered architec-
ture optimized for production deployments of large language models on Kuber-
netes. Rather than reimplementing a complete inference system from scratch,
lIm-d integrates and extends existing open-source projects, using vLLM as the
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model server engine, the Gateway API Inference Extension as the control plane
API and scheduling framework, and NIXL as the data transfer library for KV
cache management, adding orchestration logic and optimizations that are speci c
to distributed LLM inference.

The architecture follows a separation between the data plane and the control
plane:

" The control plane is responsible for routing decisions, scheduling poli-
cies, autoscaling, and cluster-wide coordination among the deployed model
servers.

" The data plane comprises the actual model-serving instances, implemented
as Pods running VLLM servers deployed on GPU-equipped nodes, along with
sidecar containers that manage the KV cache between instances.

This separation enables independent scaling and evolution of the decision-
making logic and the computational execution path. For example, the scheduling
policies can be updated or new scorer plugins deployed, without any changes to
the running model servers; conversely, model versions or vLLM con gurations can
be upgraded without modifying the routing infrastructure.

4.2.1 Control Plane

The control plane of lIm-d is built on top of the Kubernetes API and the Gate-
way API Inference Extension to provide inference-speci ¢ orchestration across all
model-serving deployments in a cluster.

At the resource level, platform operators de ne InferencePool resources that
describe logical groups of model-serving Pods that share a common base model,
compatible hardware, and operational policies. Each InferencePool is logically
coupled with an Endpoint Picker deployment that will handle request-level routing
for the pool. Conversely, Al engineers de ne InferenceObjective resources that
specify tra c-splitting priority levels for requests routed to each model. These
two resource types encode, respectively, the infrastructure view (which Pods ex-
ist and how they are grouped) and the application view (how di erent request
classes should be treated). The Endpoint Picker consumes both to resolve in-
coming requests to the appropriate backend model and to apply priority-based
scheduling [69, 77].

The Inference Gateway serves as the primary entry point for all client requests,
and is tightly coupled with an Inference Scheduler, implemented as an Envoy
proxy enhanced with the Endpoint Picker extension. For each incoming request,
the Scheduler evaluates the HTTPRoute rules to identify the target InferencePool.
Rather than forwarding the request directly, the Scheduler delegates the endpoint
selection to the Endpoint Picker via the Envoy ext_proc protocol. The Endpoint
Picker extracts the required information from the request headers and, optionally,
the request body, such as the requested model name, prompt length, and prior-
ity metadata, and evaluates the current state of the pool endpoints using real-
time metrics from vLLM servers. It then executes the Filter Score Pick pipeline
discussed in Section 4.1.2 to select the optimal endpoint and communicates the
decision back to the Gateway through the x-gateway-destination-endpoint re-
sponse header, after which the Gateway routes the request to the chosen backend
endpoint [69, 77].
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This design means that the control plane's routing decisions are entirely man-
aged by the Scheduler, while Envoy handles connection management and the actual
proxying of request and response bytes. Because the Scheduler is deployed as a
standard Kubernetes workload alongside the Gateway, it can be updated, scaled,
or replaced independently of both the proxy and the model servers. The schedul-
ing logic itself is extensible through the plugin architecture: new lters, scorers, or
pickers can be added without modifying the core framework, and multiple schedul-
ing pro les can be used to serve di erent workload classes with distinct routing
strategies [76, 77].

In addition to request routing, the control plane includes a workload-aware
autoscaling component. The autoscaler is a Kubernetes operator that watches cus-
tom VariantAutoscaling resources, continuously collects metrics from Prometheus
regarding the model servers, and models per-instance capacity for di erent request
shapes and quality-of-service levels. To perform scaling decisions, it exposes scaling
signals as Prometheus metrics that standard Kubernetes autoscalers can consume
via the external metrics API. The design and evaluation of this autoscaler is the
subject of Chapter 5.

A further control-plane concern is ow control, which closely interacts with
a saturation detector, which monitors the queue depth and KV cache utilization
metrics for each endpoint, and declares the pool saturated when all endpoints ex-
ceed those thresholds simultaneously [76, 78]. The saturation signal gates request
admission at the ow-control layer (preventing further dispatch until capacity is
available).

4.2.2 Data Plane

The data plane consists of the model-serving Pods that execute inference work-
loads on nodes equipped with GPUs. Each Pod runs a vLLM server con gured
to serve a speci c model and exposes two network endpoints: an inference API
that is compatible with the OpenAl chat-completion protocol, and a Prometheus
metrics endpoint that reports operational statistics including queue depth, KV
cache utilization, and observed per-token latencies [83].

In non-disaggregated deployments, every Pod handles both the pre Il and de-
code phases for each request it receives. The Scheduler treats all Pods in the pool
as homogeneous candidates and selects among them using the scorer pipeline.
This mode is operationally simpler and su cient for moderate-scale deployments
or models whose pre Il cost is not a bottleneck.

In disaggregated con gurations, Pods are specialized into two distinct roles
that mirror the two-phase execution model of autoregressive transformers. Pre |l
instances are optimized for the compute-bound prompt-processing phase: they re-
ceive the full input prompt, execute the forward pass to produce the initial KV
cache state and the rst output token, and then transfer the KV cache to a decode
instance rather than continuing token generation locally. Decode instances are op-
timized for the memory-bound sequential generation phase: they receive the trans-
ferred KV cache and produce subsequent tokens one at a time. This separation
allows operators to size and scale the two instance types independently, matching
resource allocation to the distinct computational pro les of each phase [83, 84].

The coordination between pre Il and decode instances is managed by a dis-
aggregation sidecar container deployed alongside each decode Pod. When the
Inference Scheduler routes a request to a pre Il instance, the sidecar on the target
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decode instance orchestrates the subsequent KV cache transfer. After the prell
instance completes prompt processing, the sidecar instructs vLLM to transfer the
generated KV cache blocks point-to-point to the decode instance's GPU memory
via NIXL (Section 4.1.4), using the fastest available interconnect. Once the trans-
fer completes, the decode instance begins token generation using the received KV
cache state, without needing to recompute the pre Il phase [83, 84].

The vLLM's KVConnector abstraction provides a pluggable interface for KV
cache movement that decouples the transfer mechanism from the model server's
internal logic. Building on this interface, llIm-d can con gure a hierarchical cache
strategy in which KV cache entries are promoted or demoted across multiple stor-
age tiers: GPU HBM serves as the primary, lowest-latency tier; host CPU mem-
ory provides a larger but slower secondary tier; and local SSD or remote high-
performance storage systems (such as LMCache or Mooncake) o er a tertiary tier
with the highest capacity but the longest access latency. This hierarchy allows
the system to retain substantially more KV cache state across requests than GPU
memory alone would permit, improving pre x cache hit rates and reducing redun-
dant computation for requests that share common pre xes [65].

Each data-plane Pod also exposes the vLLM metrics consumed by the control-
plane components. Prometheus continuously scrapes these metrics to maintain
an up-to-date view of each endpoint's load and cache state for routing decisions.
At the same time, the autoscaler queries the same metrics through Prometheus
to drive its scaling algorithms [85]. This shared observability surface ensures that
routing and scaling decisions are grounded in the same operational signals, reduc-
ing the risk of inconsistent behavior between the two subsystems.

Together, the control plane and data plane form a layered architecture in which
routing intelligence, autoscaling logic, and ow control operate above a pool of spe-
cialized, independently scalable model-serving instances. The overall architecture
is depicted in Figure 4.2. This separation enables the decision-making logic and the
computational execution path to evolve independently: scheduling policies can be
updated or new scorer plugins deployed without any changes to the running model
servers, and conversely, model versions or vLLM con gurations can be upgraded
without modifying the routing infrastructure [83, 77].

In the next sections, we will further expand on request scheduling support and
how pre Il and decode disaggregation is managed.

4.3 Intelligent Request Scheduling

One of the core components of lIm-d is its intelligent request scheduling layer,
which replaces traditional load balancing mechanisms with routing decisions that
are aware of the speci c characteristics of LLM inference workloads. This layer is
implemented as an extension of the GIE Endpoint Picker, contributing a set of cus-
tom lters, scorers, and infrastructure plugins, specialized for LLM inference [77,
65].

Based on the GIE Endpoint Picker, the design of the lIm-d scheduler builds
on modularity: each plugin implements the required interfaces and can be added
or removed seamlessly. This section rst describes the overall scheduling pipeline
architecture and how it extends the GIE, then examines each category of scheduling
decision, mainly the KV cache-aware routing and load- and SLO-aware routing.
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Figure 4.2: High-level Architecture of lIm-d [65]

4.3.1 Scheduling Pipeline and Plugin Architecture

The IIm-d inference scheduler builds directly on the GIE Endpoint Picker's Iter
score pick pipeline discussed in Section 4.1.2, but extends it with additional plugin
types, lifecycle hooks, and a richer con guration model [76, 77].

For each incoming request, the scheduler executes the three-phase routing ow
of Filter Score Pick to decide which endpoint is more appropriate to serve the
incoming request [77].

In addition to these three phases, the scheduler de nes four lifecycle hooks
that allow plugins to execute logic at dierent points in the request lifecycle:
pre-call, scoring, post-choice, and after-response. These hooks can be
used, for instance, to track active requests, update session state, or record metrics
after a response is received [77].

In the same way as the GIE EndpointPicker, the scheduler con guration relies
on a EndpointPickerConfig YAML. A minimal con guration for a single-pro le
deployment, using the approximate pre x cache scorer with a decode lter, is
shown in Listing 4.2:

This con guration instantiates three plugins and makes them part of a single
default prole. The decode-filter removes Pods that are not labeled for the
decode role; the prefix-cache-scorer assigns scores based on estimated pre x
cache locality, weighted at 50; and the max-score-picker selects the highest-
scored Pod. Default plugins such as the single-profile-handler and max-score-picker
are automatically added if omitted [76].

Extending GIE built-in plugins

As mentioned in Section 4.1.2, the Inference Extension provides a baseline set
of plugins that address generic inference routing needs [76], such as KV cache
utilization and queueing. The lim-d inference scheduler extends this set with
several additional plugins that address more advanced routing scenarios [77]:

" Filters for P/D disaggregation: prefill-filter and decode-filter
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apiVersion: inference.networking.x-k8s.io/vlalphal
kind: EndpointPickerConfig
plugins:
- type: prefix-cache-scorer
parameters:
blockSizeTokens: 64
maxPrefixBlocksToMatch: 256
lruCapacityPerServer: 31250
- type: decode-filter
- type: max-score-picker
- type: single-profile-handler
schedulingProfiles:
- name: default
plugins:
- pluginRef: decode-filter
- pluginRef: max-score-picker
- pluginRef: prefix-cache-scorer
weight: 50

Listing 4.2: Inference Scheduler: Pre x Cache Scorer Example Con guration

select Pods by inspecting a prede ned Kubernetes label, enabling disaggre-

gated pre ll/decode deployments where pre |l and decode workloads run on
separate Pods.

" Label-based lters: by-label-selector and by-label allow Itering

Pods by arbitrary Kubernetes labels, supporting heterogeneous hardware de-

ployments (e.g., routing to Pods labeled hardware-type: H100) or custom
workload partitioning.

Precise pre x cache scorer: while the GIE's prefix-cache-scorer esti-
mates cache locality from routing history, the precise-prefix-cache-scorer
tracks the real-time KV cache state across vLLM instances.

Load-aware scorer: scores Pods based on the number of concurrently pro-

cessed requests relative to a con gurable overload threshold, o ering a com-

plementary signal to the GIE queue scorer.

Active request scorer: tracks individual in- ight requests with per-request
TTLs, scoring Pods inversely to their active request count. This is more

precise than the queue scorer for workloads with highly variable request

durations.

Session anity scorer: assigns higher scores to Pods that previously

served the same session, maintaining locality for multi-turn conversations

without relying on explicit session routing.

LRU scorer: for cold requests (those with no pre x cache hits), this scorer

ranks Pods by least-recently-used order, distributing new cache growth evenly

across the eet and preventing hot-spotting [77]. It integrates with the pre x

cache scorer: for warm requests (those with cache hits), it returns neutral

scores to avoid interfering with cache locality optimization.
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" Disaggregation deciders: the prefix-based-pd-decider determines whether
a request should be disaggregated based on the number of uncached tokens,
enabling selective disaggregation where short prompts bypass the pre |l
decode split.

The extensibility model also supports user-de ned plugins. The Filter method
accepts a scheduling context containing the incoming request and an array of
candidate Pods, and returns the Itered subset [86]. Similarly, scorers implement
a Score method that returns a normalized value in [0; 1] for each Pod. Custom
plugins can be registered in the con guration and referenced in scheduling pro les
without modifying the core scheduler code.

Let us now discuss more about the plugins introduced by the llm-d scheduler
to perform routing on more specialized considerations.

4.3.2 KV Cache-Aware Routing

As highlighted in Chapter 3, a signi cant source of redundant computation in
serving LLM inference requests arises when multiple requests share overlapping
prompt sequences, but routing is performed to di erent model servers that must
each independently compute the KV cache for the shared pre x. Pre x caching
within a single inference engine can eliminate this redundancy, but in a multi-
replica deployment, standard load balancers scatter related requests across Pods,
destroying cache locality and forcing expensive recomputation [87].

KV cache-aware routing addresses this problem at the scheduling layer by di-
recting requests with similar pre xes to the same endpoint, maximizing the proba-
bility that the required KV cache blocks are already present in the endpoint's pre x
cache. The llm-d scheduler o ers two pre x cache scorers at di erent points on
the accuracy overhead trade-o [77, 87]:

Approximate Pre x Cache Scoring

The GIE-provided prefix-cache-scorer maintains an approximate index of which
pre x blocks each Pod is likely to have cached, based on the scheduler's own rout-
ing history [76]. When a request is routed to a Pod, the scorer records the hash
of each token block in the request's prompt. For subsequent requests, it esti-
mates the number of matching blocks per Pod and assigns a proportional score.
This approach does not require any communication with model servers beyond the
scraping of standard metrics, making it lightweight and suitable as a default [77].
However, this approximation can become inaccurate under high scale or dy-
namic workloads: the scheduler's view of which blocks are cached may diverge
from reality as VLLM evicts blocks under memory pressure, or as multiple sched-
uler replicas make concurrent routing decisions [87].

Precise Pre x Cache Scoring

The precise-prefix-cache-scorer in lIm-d goes beyond estimation by tracking

the real-time KV cache state across all vLLM instances. The scorer maintains a
synchronized index of KV cache blocks across all worker Pods. As a request ar-
rives, the scorer identi es which pods already have portions of the prompt cached
in their KV-cache, allowing the scheduler to route requests to pods where cache hits
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maximize performance. To do so, it subscribes to KV-Events emitted by vLLM in-
stances via ZeroMQ (ZMQ) sockets, receiving noti cations whenever cache blocks
are admitted to or evicted from each Pod's cache. These events are processed
using an ad-hoc library [88], using an index that maintains a global map from the
KV cache block hashes to the Pods where they reside.

At scoring time, the scorer tokenizes the incoming request's prompt, hashes
it into blocks matching the vLLM block size, and queries the index to determine
how many blocks are present on each candidate Pod. The resulting score re ects
the actual cache coverage rather than a prediction. Benchmarks on multi-tenant
workloads with shared pre x prompts show that this scheduling achieves signi -
cant reduction in TTFT and approximately doubles the throughput compared to
approximate pre x cache scheduling on identical hardware, by virtually eliminat-
ing redundant pre Il computation across the cluster [87].

LRU Order for Requests with KV Cache Misses

When considering pre x-aware routing, requests that have no cache hits on any
Pod should not be routed by cache a nity, since all Pods are equally suitable. If
such requests are concentrated on a single Pod, they create a hotspot of new cache
allocations that can trigger premature cache evictions. The no-hit-lru-scorer
addresses this issue by ranking Pods in least-recently used order for such cold
requests, distributing new cache growth evenly across the available Pods [77]. For
requests having a pre x that hit the KV cache of any Pod, it returns neutral scores

to avoid interfering with the pre x cache scorer.

4.3.3 Load-Aware Routing

Beyond pre x aware routing, the llm-d scheduler incorporates scorer plugins that
take into account the current load on the model servers to perform routing deci-
sions.

Load-Aware Scoring

The built-in GIE scorers, queue-scorer and kv-cache-utilization-scorer, as-
sign higher scores to Pods with fewer queued requests and less KV cache usage,
respectively [76]. These scorers tend to route tra c toward less loaded instances,
preventing queue buildup that would increase tail latency and reducing the risk
that admitting a new request would trigger KV cache evictions.

The lim-d scheduler adds two more granular signals to consider the load on
each model server [77]:

" The load-aware-scorer scores Pods based on their waiting queue size, as
reported from vLLM's Prometheus metrics, using a con gurable overload
threshold, assigning scores in [0; 1] where Pods with empty queues receive
0.5 and Pods approaching the threshold receive a score closer to 0. The
threshold de nes the queue size at which a Pod is considered overloaded: a
lower threshold makes the scorer more aggressive in avoiding loaded pods. It
should be set according to the vLLM con guration and the expected request
patterns.
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" The active-request-scorer tracks individual in- ight requests with per-
request TTLs, ensuring that long-running requests are not counted inde -
nitely after timeout. Pods with fewer active requests receive higher scores.

All of these scorers provide complementary views of the observed load on the
system: the queue scorer re ects queueing on each model server, the KV cache
scorer re ects memory pressure, the load-aware scorer re ects concurrent process-
ing capacity, and the active request scorer re ects real-time request tracking with
accurate timeout handling.

4.3.4 Disaggregated Pre Il and Decode in lim-d

As discussed in Section 3.4.3, the pre Il and decode phases of LLM inference have
fundamentally di erent computational pro les: pre Il is compute-bound, process-

ing the entire input prompt in parallel, while decode is memory-bound, generating
tokens one at a time using the accumulated KV cache state. Co-locating both
phases on the same GPU leads to scheduling interference and suboptimal resource
utilization, because long pre Il iterations could delay decode iterations of other
requests sharing the same accelerator [58, 47].

lIm-d supports pre ll and decode (P/D) disaggregation (discussed in Sec-
tion 3.5.4, a deployment pattern in which pre Il and decode workloads are assigned
to separate and independently scalable instances, and particularly for lIm-d, sets
of VLLM servers [77, 84]. In a P/D con guration, the pre Il workers handle only
the prompt-processing phase, while the decode workers handle token generation,
o ering the several bene ts discussed in 3.5.4.

The core of this design is a dedicated P/D pro le handler that manages two
scheduling pro les, for the prell and decode instances, respectively. When a
request arrives, the Scheduler parses it into an internal representation and hands it
to the P/D pro le handler. Then, a dedicated plugin can decide whether to handle
pre Il remotely to the dedicated instance, based on the prompt length and the KV
cache hits. If the non-cached su x bytes is above a given threshold, disaggregation
is triggered, the handler runs only the decode pro le, and the request is served by
a single decode worker. Otherwise, P/D disaggregation is executed, and the pre ll
pro le is executed before the decode one. In the latter case, the nal scheduling
result will contain a pre Il endpoint and a decode endpoint for that request. After
the Scheduler has selected the instances that will serve the request, it forwards the
request to a sidecar container, co-located with the decode server. The sidecar then
forwards the request to the selected pre Il worker, and waits for the KV cache to
become available. Then, it triggers decode locally and streams tokens back to the
scheduler, which will route the response back to the client [84].

Routing Sidecar

The routing sidecar is a reverse proxy component that orchestrates disaggregated
(P/D) in Ilm-d. It is deployed as a sidecar container alongside the vLLM de-
code instances and intercepts inference requests to coordinate the two-phase pro-
cessing across the pre Il and decode instances. It receives requests on behalf of
the decode worker, and, based on the decision from the scheduler, determines
whether to execute locally on the decode worker or orchestrate the disaggregated
execution. After reading the annotations inserted by the Scheduler in the request
header x-prefill-host-port-header, if present, the sidecar issues a pre |l call
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to the pre Il server, passing through the original request body and any metadata
needed by a compatible connector that will handle KV cache management and
transfer [84]. The main connector employed by most deployments and already
integrated with vLLM is the NixlIConnector [89], providing fully asynchronous
send/receive operations using NIXL for e cient KV cache transfer. When pre I
completes and KV transfer has been initiated by the connector, the sidecar waits
for a local readiness signal from the decode engine (e.g., through a control socket
or health endpoint) and then starts decode on the same VvLLM instance that sits
behind it.

Centralizing P/D request management orchestration in a sidecar container,
the Scheduler remains responsible only for choosing pre Il and decode endpoints,
and the same con guration can be used for both aggregated and disaggregated
deployments, with the sidecar transparently handling KV movement and phase
transition.

In this chapter, we outlined how IIm-d enables for distributed LLM inference
on Kubernetes, with its modular workload-aware request scheduling. This will
provide the environment for the implementation and deployment of the Workload
Variant Autoscaler, which will be the subject of the next chapter.






5 Workload-Aware Autoscaling

This chapter addresses the problem of autoscaling LLM inference workloads in
Kubernetes environments. After a brief review of general methods for proactive
autoscaling workloads and the limitations in the standard autoscaling methodolo-
gies, we will introduce the Workload Variant Autoscaler (WVA), describing its
architecture and integration with lim-d. Finally, we present the two scaling ap-
proaches implemented by the WVA: a reactive saturation-based algorithm and a
proactive SLO-aware algorithm based on queueing theory, including the mathemat-
ical foundations necessary to fully understand both approaches. The performance
of this solution, deployed alongside lim-d, will be the main subject of Chapter 6.

5.1 Workload and Latency Prediction

As we briey introduced in Section 1.3.5, autoscaling solutions can be broadly
classi ed into reactive approaches, based on thresholds or rule conditions that
trigger scaling decisions, and proactive approaches, which aim at predicting the
latencies and performance that the system will deliver under a given load, in order
to provision resources before SLO violations occur [8, 9].

While reactive mechanisms respond to symptoms of overload, such as high uti-
lization or queue build-up, after they have already occurred, proactive approaches
use analytical or data-driven models to anticipate performance degradation and
adjust capacity preemptively. We will now discuss the foundations of proactive
solutions. A prerequisite for e ective proactive autoscaling is a solid understand-
ing of the type of workload that the system must serve, together with the latency
characteristics of the serving infrastructure. Workload characterization studies
the statistical properties of demand patterns, including arrival rates, request sizes,
inter-arrival time distributions, temporal correlations, and burstiness, to inform
both the choice of prediction technique and the design of capacity models.

Cloud workloads exhibit several properties that make them challenging to
model. Empirical studies have shown that cloud tra c is frequently non-stationary,
with demand patterns that shift over time due to user behavior changes, appli-
cation updates, or external events [7]. Understanding these characteristics is es-
sential because di erent workload pro les favor di erent prediction and scaling
strategies. Production systems in major cloud providers have validated the impor-
tance of workload characterization for autoscaling. Studies on large-scale cloud
platforms have demonstrated that workload prediction based on historical pat-
terns can signi cantly improve resource management [11], and that data-driven
autoscaling can substantially reduce resource slack compared to manually man-
aged allocations [90]. These results highlight that e ective workload prediction,
considering demand patterns carefully, is a necessary component of e cient cloud
resource management.
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Prediction Data Sources and Horizon

Before reviewing proactive approaches prediction algorithms, it is important to
clarify what data sources workload prediction can draw upon and how the predic-
tion horizon shapes the design of an autoscaler.

The primary data source for workload prediction is the past history, which
records the intensity and mix of incoming requests over successive time inter-
vals [8]. In addition, individual applications can sometimes exploit information
from other sources to anticipate demand changes that would be impossible to de-
rive from workload history alone, such as weather forecasts for outdoor-activity
applications, political events for news feed services, or marketing calendars for
e-commerce platforms [91]. Furthermore, a prediction algorithm periodically fore-
casts the expected workload over a prediction horizon, being a window of one or
more future time intervals. The length of this horizon determines how far ahead
the autoscaler can anticipate changes and must be balanced against prediction
accuracy, which typically degrades for intervals further in the future.

5.1.1 Workload Prediction and Resource Estimation

Regarding workload prediction algorithms, they can be coarsely classi ed into two
types:

" Prediction according to recent trends: these methods use recently ob-
served workload data to determine the direction and magnitude of workload
changes. Well-established time-series analysis algorithms are commonly ap-
plied to this type of task, including linear regression [92], and neural-network-
based approaches [93].

N

Prediction based on regular patterns: these methods assume that the
workload is periodic (which is valid for many applications that tend to be
accessed more during daytime, on weekdays, or during particular periods of
the year) to predict behaviors over longer periods. Unlike trend-based pre-
diction, this approach requires historical data spanning an extended period.

An orthogonal question to demand forecasting is resource estimation: given
a particular request rate and workload mix, the approach aims at estimating
how many resource units are needed to satisfy a given SLO target. An accu-
rate estimation allows the autoscaler to quickly converge to optimal provisioning,
while estimation errors lead to SLA violations (underprovision) or unnecessary
cost (overprovision) [8].

We can categorize resource estimation techniques into four main families [8]:
rule-based, analytical modeling, machine learning, and hybrid approaches. Rule-
based approaches have been discussed in Section 1.3.5 in the context of reactive
autoscaling. Here, we focus on the analytical, machine-learning, and hybrid ap-
proaches that underpin proactive provisioning.

Analytical modeling is a process of constructing mathematical models based
on theory and analysis. For resource estimation problems in autoscaling, the pre-
dominant models are based on queueing theory, the mathematical study of waiting
lines [94, 95]. Queueing models characterize the arrival process, service time distri-
bution, number of servers, and system capacity to derive performance metrics such
as waiting time, throughput, and utilization. Common models used in capacity
planning include M/M/c models, which assume Poisson arrivals and exponential
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service times with ¢ parallel servers, and M/G/c models, which allow general ser-
vice time distributions. The information required for a queueing model, such as
the input workload (number of requests) or service time, can be obtained by online
monitoring of the running system. A detailed treatment of the speci ¢ queueing
models used in this work is deferred to Section 5.4.1.

Machine-learning techniques are applied to dynamically construct a model of
resource consumption under a speci ¢ workload through online learning [8]. Rein-
forcement learning formulations model autoscaling as a sequential decision prob-
lem, while regression-based approaches learn a predictive function from observed
data [8, 9]. Despite their exibility, machine-learning approaches share a major
drawback: it takes time for them to converge to a stable model, and the perfor-
mance of the application su ers during this active learning period [8]. A broader
taxonomy of performance modeling approaches, including white-box, black-box,
and gray-box methods, is presented in Section 5.1.3.

Hybrid and Multi-Level Approaches

In practice, many systems combine both elements in a hybrid design: predic-
tive components generate estimates of future load or resource usage, and reactive
components compensate for forecast errors, abrupt workload changes, or model
inaccuracies [8, 9, 11].

Within proactive designs, the prediction horizon plays a central role. Short-
term forecasts over seconds to a few minutes are used to anticipate imminent
changes and mitigate the impact of VM or container startup delays, while longer-
term forecasts over tens of minutes or hours allow coarse-grained capacity planning
and reduction of baseline overprovisioning [9, 8]. Hybrid autoscalers exploit
this by using predictive signals where they are reliable and falling back to reactive
control when observations diverge from the predictions.

Some examples of production systems reported by major cloud providers fol-
low this general idea. They rely on demand prediction or historical usage models
to reduce persistent slack in resource allocations, and at the same time incorpo-
rate feedback from online measurements to avoid SLO violations when workloads
deviate from expected patterns. Such data-driven autoscaling can substantially
reduce overprovisioning while maintaining service level objectives, compared to
static policies or purely threshold-based reactive schemes [8, 11, 90].

5.1.2 Adaptivity and Oscillation Mitigation

Since the workload characteristics and the application itself can change at any
time, adaptivity is a crucial factor to consider. Based on their level of adaptivity,
autoscalers can be classi ed into nonadaptive approaches, in which the control
model is prede ned and decisions are based purely on the current input (e.g., xed
rule-based autoscalers), and self-adaptive approaches, in which the core control
model is xed but the autoscaler autonomously tunes its parameters according to
real-time performance observations. When using nonadaptive mechanisms, users
often need to direct considerable e orts to nd a suitable con guration o ine; on
the other hand, self-adaptivity signi cantly reduces o ine preparation and main-
tenance e ort, but the auto-tuning process takes time to converge, and application
performance may su er during this initial period [8].

For LLM inference workloads, adaptivity has additional requirements, since
di erent mixes of short and long requests, prompt complexities, and model con g-
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urations can all alter the latency pro le. Self-adaptive autoscalers must therefore

monitor not only aggregate performance metrics but also the accuracy of their
latency predictions, and be prepared to re-estimate model parameters or fall back
to reactive control when the prediction model becomes unreliable.

Scaling oscillation refers to the situation in which an autoscaler continuously
performs opposite actions within a short period (e.g., provisioning VMs and then
promptly deprovisioning them). This results in resource waste and more SLA
violations. It happens especially when monitoring and scaling operations are too
frequent or when the autoscaler itself is poorly con gured. Such concerns are
magni ed when dealing with rule-based auto-scalers whose resource estimations
are relatively empirical and coarse grained.

Common mitigation strategies include [8] the introduction of a cooling period,
which enforces a xed minimum waiting period between successive scaling op-
erations, dynamic parameter tuning, which adjusts thresholds or parameters at
runtime to reduce the likelihood of oscillation, and an exhaustive analysis of the
system, which identi es in advance the settings that might cause oscillations and
imposes restrictions to eliminate them.

When serving LLM inference requests, oscillation risks are further ampli ed by
the high cost and long startup time of GPU instances. Unlike CPU-based services
where a replica can start in seconds, an inference server instance requires loading
the entirety of model weights into GPU memory, possibly taking minutes.

5.1.3 Latency Prediction and Capacity Models

While workload prediction addresses the question of how much demand the system
will face, based on observed patterns, a complementary problem is represented
by latency prediction: given an expected demand level and a particular resource
con guration, the goal is to predict the response time and latencies that the system
will deliver.

This distinction is important because it de nes the core task of proactive au-
toscaling: rather than forecasting future arrival rates, the proactive approach takes
the observed (or externally predicted) workload as input and estimates the re-
sulting latency performance, thereby determining whether the current allocation
satis es the de ned SLOs or whether additional replicas are needed.

Workload prediction consumes historical request-rate time series and produces
a future demand estimate; latency prediction consumes the current or predicted
demand together with a description of the serving infrastructure, including the
current number of replicas and the hardware pro le, and produces an estimate of
TTFT, ITL, and other performance metrics. The two problems are complemen-
tary: the output of the former could possibly be used as input to the latter.

Taxonomy of Approaches to Performance Modeling

It is useful to provide a general taxonomy of performance modeling approaches
in order to understand the trade-o s among the methods discussed throughout
this section. Performance models can be classi ed according to the amount of
structural knowledge they exploit about the system under study [96, 97].
White-box models are built from analytical principles and results, using a
priori knowledge about the internal dynamics of the system to express the relation-
ship between inputs (workload, con guration) and outputs (latency, throughput)
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through mathematical equations. For latency prediction, the predominant white-
box models are based on queueing theory [8, 9]. Once parameterized, white-box
models can predict performance for load levels or con gurations that have never
been observed, making them patrticularly suited for capacity planning. They also
require minimal or no training data. However, they necessarily rely on simplifying
assumptions that could potentially reduce the accuracy in systems whose behav-
ior deviates from these assumptions. As applications and hosting infrastructures
grow in complexity, deriving accurate white-box models becomes progressively
more challenging [96].

In contrast, black-box models infer the mapping from inputs to outputs
entirely from observed data, without exploiting any structural knowledge of the
system [98, 97]. Machine learning and deep learning approaches represent the most
adopted techniques, spanning a wide spectrum of techniques. Supervised learning
methods, including decision trees, support vector regression, and neural networks,
can be trained on historical traces of workload and latency measurements [8].
Resource-aware approaches model the DNN computation structure as a directed
acyclic graph and use graph neural networks to predict per-operator latency across
heterogeneous GPU allocations. Simulation-based frameworks combine operator-
level pro ling with lightweight regression models to predict end-to-end inference
latency across diverse LLM con gurations. Reinforcement learning formulations
treat autoscaling as a sequential decision problem in which an agent learns a scaling
policy through interaction with the environment, observing the current state of the
system, and receiving a reward signal tied to SLO compliance and cost [8, 9]. If
the operating region is well covered by training data, black-box approaches can
capture complex non-linear relationships that resist analytical formulation. Their
main weaknesses are the need for substantial and representative training data and
the lack of interpretability [96].

Gray-box models intend to combine elements of both approaches, by ex-
ploiting analytical structure where available while using data-driven components
to compensate for modeling gaps [98, 97]. The goal is to inherit the extrapolation
capability and prompt instantiation of white-box models together with the pro-
gressive accuracy improvement of black-box models as operational data become
available. Among hybrid approaches, bootstrapping can use an analytical model to
generate a synthetic training set for an ML model, providing a reasonable starting
model without real observations; other approaches assign di erent system compo-
nents to di erent modeling techniques, or maintain both analytical and ML-based
predictors and combine them based on their estimated accuracy in the current
operating region [96, 97]. A notable example of this latter approach is the com-
bination of a queueing model with a statistical estimator, such as an Extended
Kalman Filter, for online parameter tracking: the analytical model encodes the
structural relationship between load and latency, while the statistical Iter grounds
the model in observed data, correcting for modeling approximations [98]. Since our
implementation will include a queueing model to predict latencies, combined with
an EKF for online parameter estimation, we will discuss this gray-box approach
in detail later in the chapter.
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5.2 Autoscaling Challenges in LLM Inference

As we discussed in both Sections 1.3.5, standard autoscaling solutions are several
and heterogeneous, depending on the approaches used for resource provisioning,
workload, and performance prediction. Particularly for specialized workloads, as
in the case of LLM inference, there are several considerations to keep in mind to
design an e ective solution.

5.2.1 Limitations of Standard Cloud-Native Approaches

In addition to the native horizontal autoscaling mechanisms provided by Kuber-
netes introduced in Section 2.1.4, the cloud-native ecosystem o ers autoscaling
via Knative's Pod Autoscaler (KPA). Although these solutions are e ective for
traditional microservices, they present fundamental limitations when applied to
LLM inference workloads. This section examines why each approach falls short
and motivates the need for a domain-speci ¢ workload-aware autoscaler.

HorizontalPodAutoscaler

The HPA [13] scales workloads based on the ratio-based formula reported in 2.1.4
that divides the current observed metric value by a target value, producing a de-
sired replica count that is applied to the scaling target. This mechanism implicitly
assumes that a single scalar metric captures the capacity state of a workload with
su cient accuracy. For LLM inference, this assumption breaks down in several
ways.

First, the HPA's scaling algorithm treats all tra ¢ as homogeneous. In LLM
inference, requests di er dramatically in both input length and output length. A
single long-context request can consume more KV cache memory than dozens of
short requests, but the HPA cannot distinguish between these cases when com-
puting scaling decisions.

Second, the HPA's polling interval (with a default of 15 seconds) could create
a response latency that is poorly matched to inference workload dynamics. LLM
inference load can shift rapidly: a single batch-job submission can increase the
arrival rate by an order of magnitude of seconds, and GPU accelerators are too
expensive to be left idle during prolonged cooldown periods [11]. At the same time,
the cost of GPU accelerators makes premature scale-in particularly damaging,
given that each new replica requires loading model weights into GPU memory
before it can serve requests, which could take up to several minutes overall.

Finally, as noted in Chapter 1, the HPA cannot natively scale to zero replicas
in production environments, meaning that idle models continue to consume GPU
resources. For organizations serving multiple models with varying tra c patterns,
this constraint can result in substantial waste.

KEDA

KEDA [28] addresses some of HPA's limitations by supporting arbitrary metric
sources through its scaler abstraction and by enabling scale-to-zero (Section 2.1.4).
Its Prometheus scaler can query vLLM metrics directly, eliminating the need for
a separate metrics adapter. However, KEDA's fundamental scaling logic remains
reactive and threshold-based: it evaluates a metric against a target value and
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adjusts replicas accordingly, without any understanding of the relationship between
metrics and actual serving capacity.

For LLM inference, KEDA faces two specic di culties. First, choosing the
right metric and threshold requires knowledge of the inference server's behavior.
For instance, considering scaling based on KV cache utilization, a threshold of
80% might be appropriate for short-sequence workloads but not enough for long-
sequence workloads, where a single new request could push utilization from 60%
past the point of memory exhaustion. More generally, this is an issue with reactive
rule-based approaches.

Second, KEDA's scaling decisions are local to each ScaledObject, meaning
that it optimizes each model deployment independently. When multiple models
share a pool of GPU resources, locally optimal decisions for each variant may be
globally suboptimal. For instance, KEDA might scale up a low-priority model
while a high-priority model on the same accelerator type is starved of capacity.
The absence of global coordination implies that KEDA cannot perform a global
cost optimization that considers priorities, SLO targets, and per-accelerator costs
simultaneously.

Despite these limitations, KEDA's infrastructure is well suited as an actuation
layer: if a separate controller can compute the desired replica count through more
sophisticated analysis, it can emit a Prometheus metric that KEDA (or HPA)
consumes to drive the actual scaling. This observation motivates the architecture
of the Workload Variant Autoscaler, which takes on the role of the decision-making
component and uses KEDA or HPA as actuators.

Knative Pod Autoscaler

Knative [99] is an open-source platform that extends Kubernetes with serverless
capabilities, enabling developers to deploy event-driven applications without man-
aging the underlying infrastructure. Knative includes several core components, of
which the most relevant are Knative Serving, which handles request-driven scaling
and tra ¢ management, and Knative Eventing, which provides event routing and
delivery [99]. Of particular relevance to autoscaling is Knative Serving, which man-
ages the lifecycle of serverless workloads through its own autoscaler, the Knative
Pod Autoscaler (KPA).

The KPA scales based on concurrency (number of simultaneous requests that
can be processed by each replica at any given time) or requests per second (RPS),
using two algorithms [100]. The stable algorithm smooths the metric over a con-
gurable window (default 60 seconds) and targets a speci ed concurrency or RPS
value. The panic algorithm reacts to short-term spikes by using a shorter window,
de ned as a percentage of the stable window (default 10%, yielding a 6-second
window at the default stable con guration), and can aggressively scale up when
the metric exceeds a panic threshold (by default, 200% of the stable target). The
system natively supports scaling to zero when no tra c is received within a con-
gurable timeout, and scales from zero on the rst incoming request through an
activator component that bu ers requests while a replica starts.

While KPA's concurrency-aware scaling is conceptually closer to what LLM
inference needs than CPU-based metrics, it still presents signi cant limitations for
this workload type. The concurrency metric treats all in- ight requests equally,
regardless of their actual resource consumption: a request generating 10 tokens
and one generating 1000 tokens both count as a single concurrent request, yet they
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may di er by two orders of magnitude in KV cache memory usage and in time to
completion. Furthermore, KPA is not aware of GPU-speci ¢ metrics such as KV
cache utilization, which is one of the bottlenecks for inference server capacity.

These limitations on existing Kubernetes-native solutions motivate the design
of an autoscaler that understands the speci ¢ characteristics of LLM inference,
based on GPU memory constraints, model request heterogeneity, SLO targets,
and cost optimization across multiple model variants and accelerator types simul-
taneously.

5.2.2 Relevant Metrics for LLM Inference

E ective autoscaling requires metrics that accurately re ect the current capacity
state and performance of the inference servers. The main relevant metrics can be
organized into four categories:

" Resource utilization metrics indicate how close the inference server is to
its physical capacity limits. The most critical resource for LLM inference is
the amount of KV cache currently in use, since it directly determines how
many concurrent requests a server can handle. Unlike CPU utilization in
traditional workloads, GPU compute utilization is not a reliable indicator
of remaining capacity: the decode phase achieves low compute utilization
despite being at full memory-bandwidth capacity [48]. As a result, KV cache
occupancy is the primary resource signal for capacity-aware scaling.

A

Latency metrics measure user-perceived performance and are the ultimate
indicators of SLO satisfaction. However, latency metrics are lagging indi-
cators: by the time latency degrades, the server is already under stress.
Moreover, latency measurements exhibit high variance depending on indi-
vidual request characteristics (input length, output length), making them
di cult to use directly for threshold-based scaling without statistical aggre-
gation. For the inference process, the relevant metrics to consider are the
time-to- rst-token (TTFT) and the inter-token latency (ITL).

A

Queue-based metrics re ect the mismatch between request arrival rate

and processing capacity. The number of requests waiting in the inference
server's internal queue indicates that the server cannot immediately be-
gin processing new requests, leading to increased waiting times and, conse-
qguently, higher TTFT. Persistent queue growth is a direct signal of saturation
and the need to provision additional capacity.

A

Throughput and load metrics, such as request arrival rate (requests per
second or per minute) and token generation throughput (tokens per second),
characterize workload intensity. These metrics, combined with request char-
acteristics (average input and output token counts), enable predictive models
to estimate future capacity requirements before saturation occurs.

vLLM Metrics for Autoscaling

Since lim-d employs VvLLM as its model-serving engine, the speci ¢ metrics avail-
able are those exposed by the /metrics endpoint of the vLLM, which emits met-
rics scraped by Prometheus. The metrics used by the WVA to perform scaling
decisions are the following:
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" vlim:kv_cache_usage_perc: the fraction of KV cache blocks that are cur-
rently being used, expressed as a percentage. As this metric approaches its
upper limit, the server can no longer accept new requests without evicting
cached sequences, leading to performance degradation through preemption
of the KV cache blocks.

vlim:num_requests_waiting: the number of requests in the server's waiting
gueue that have arrived but cannot yet be processed, either because the batch
is full or because there is insu cient KV cache memory to begin their pre |l
phase. A persistently growing queue indicates that the server's processing
capacity is exceeded by the arrival rate.

viim:e2e_request_latency_seconds: the end-to-end latency distribution
that captures the total time from request arrival to completion, including
both queueing time and processing time.

viim:time_to_first_token_seconds: the time-to- rst-token (TTFT), ex-
pressed in seconds, which represents the latency by which the rst output
token is generated.

viim:time_per_output_token: in VLLM, it represents the Inter token la-
tency (ITL), expressed in seconds, expressing the time requested to generate
each output token.

viim:request_prompt_tokens: it represents the number of pre Il tokens
processed. By computing the sum and the overall count, the autoscaler
employs it to compute the average input tokens.

vlim:request_generation_tokens: it represents the number of decode to-
kens generated. By computing the sum and the overall count, the autoscaler
employs it to compute the average output tokens.

viim:request_success_total: it represents the number of pre Il tokens
processed. The autoscaler employs it to compute the arrival rate of requests
processed by vLLM.

5.3 Introduction to the Workload Variant Autoscaler
for llm-d

The Workload Variant Autoscaler (WVA) is a Kubernetes controller designed to
provide intelligent, workload-aware autoscaling for LLM inference servers deployed
with lIm-d. Unlike a collection of independent, per-deployment autoscalers that
each scale up or down by one replica in reaction to a threshold breach, the WVA
operates as a global autoscaler: it considers all variants simultaneously and ad-
justs replica counts based on the number of available accelerators, observed load
statistics, model performance pro les, target SLOs, and workload priorities. This
global view allows the autoscaler to make allocation decisions that account for
cross-variant interactions, such as contention for a shared pool of accelerators,
rather than treating each deployment in isolation [101].
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System Model and De nitions

Before describing the architecture and internal components of the autoscaler, it
is necessary to provide the formal vocabulary that we will use throughout this
chapter when discussing modeling and optimization. An accelerator is the unit

of allocation of GPU devices, characterized by a device type and multiplicity. For
example, 2 H100 denotes an accelerator consisting of two NVIDIA H100 GPUSs,

a con guration that may be required to satisfy a model's memory constraints or to
achieve acceptable performance through tensor parallelism [101]. An accelerator
arrangement consists of one or more accelerators in parallel (tensor or pipeline par-
allelism) assigned to a single model server instance [101]. The distinction between
an accelerator and an arrangement captures the fact that a model may require
multiple devices working together to serve a single replica. A variant is a collec-
tion of model server instances (also referred to as instances or replicas) serving a
given model using the same accelerator arrangement [101]. In lim-d, each variant
corresponds to a Kubernetes Deployment whose Pods share the same model, con-
tainer image, and GPU con guration. The number of replicas of a variant is the
primary quantity that the WVA controls.

A model performance pro le captures the performance characteristics observed
when serving a given model on a given accelerator arrangement [101]. The pro-
le comprises two components: a functional description of the inter-token latency
(ITL) as a function of batch size, and a characterization of the conditions under
which the server becomes saturated (that is, unable to accept additional requests
without violating latency targets). These pro les may be generated through of-
ine benchmarking, dynamically updated on the basis of online observations, or a
combination of both.

The SLOs of a model provide the target values for ITL and TTFT, de ning the
QoS contract that the autoscaler attempts to satisfy by determining the number
of replicas for each variant.

5.3.1 Modeling and Analysis

The WVA employs two complementary analysis modes, and their results are fed
into a global optimizer that determines the nal replica allocation for each variant.
The proactive mode (the model analyzer) maintains an analytical performance
model for each variant, using queueing theory and linear latency models to predict
the TTFT and ITL that requests will experience at a given load; it then determines
the minimum capacity needed to satisfy SLO targets. The reactive mode (the
saturation analyzer) requires no performance models: it monitors live KV cache
utilization and request queue length metrics, and triggers scaling when replicas
approach exhaustion. The optimizer takes the capacity recommendations from
either or both analyzers, accounts for accelerator costs and priorities across all
variants, and produces a globally optimal allocation. This subsection introduces
each component at a conceptual level; the full mathematical treatment is deferred
to Section 5.4.

Proactive Analysis: Analytical Performance Model

The model analyzer maintains an analytical performance model for each variant
in the system [101]. This model captures the statistical behavior of requests as
they pass through a server, including queueing and processing times, as a function
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of load characteristics (request arrival rate and token counts) and server charac-
teristics (GPU type, parallelism con guration, and engine settings such as pre-
ll/decode disaggregation or chunked pre ). In the current implementation, the
performance model is based on queueing theory; however, the design is intended
to accommodate alternative approaches, including machine-learning techniques or
hybrid mechanisms.

The performance model serves two complementary purposes [101]. First, la-
tency prediction: given a particular load and server con guration, the model pre-
dicts the latencies that requests will experience (in this case, TTFT and ITL),
enabling the system to anticipate SLO violations before they occur. Second, tar-
get sizing: given target SLO values for TTFT and ITL, the model determines the
maximum request rate that a single replica can sustain without violating those
targets, or equivalently, the minimum number of replicas required to serve a given
arrival rate within the SLO bounds. The former is used to assess the current
operating regime, whereas the latter is the primary input to the optimizer when
computing optimal allocations. The proactive approach takes the observed or
externally predicted arrival rate as input and predicts the resulting latency per-
formance, thereby determining capacity requirements.

Performance Parameters and Benchmarking. Analytical performance mod-

els rely on internal parameters that must be calibrated for each model accelerator
combination. The WVA's linear latency model uses four parameters: and for
the decode phase (inter-token latency), and and for the pre ll phase (time
to rst token). The decode-time model expresses inter-token latency as a linear
function of the batch size [101]:

ITL= + b; (5.1)

where b is the batch size (number of requests concurrently processed in a single
forward pass). The parameter represents the xed overhead of a single token
generation step, independent of batching. The parameter captures how latency
scales with the number of concurrent requests in the batch. The pre lI-time model
extends this to the pre Il phase, also accounting for the input sequence length:

Tprell =+ n i b (5.2)

where n, is the average number of input tokens per request, is the base pre lI
overhead, and captures the cost per input-token-batch unit. The predicted TTFT
is then given by:

TTFT =W ¢+ Tpren ; (5.3)

where W, is the queueing delay derived from the underlying queueing model (Sec-
tion 5.4.1).

Together, these four parameters and the queueing model allow the WVA to
predict both ITL and TTFT given the observed arrival rate, and thus determine
the maximum sustainable load for each instance. The complete derivation of how
these linear models form the state-dependent service rate used by the queueing
framework is presented in Section 5.4.2.

Reactive Analysis: Saturation-Based Approach

To address the limitations of the analytical model for non-transformer-based ar-
chitectures and to provide a safe default mode that requires no o ine pro ling,
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the WVA includes a saturation analyzer that operates on live resource metrics
collected from Prometheus. The saturation analyzer classi es each replica as sat-
urated or non-saturated based on two con gurable thresholds: one for KV cache
utilization and one for the requests waiting in the queue of the inference server.
A replica exceeding either threshold is considered saturated. The analyzer then
computes the average spare capacity across non-saturated replicas and triggers a
scale-out when this spare capacity falls below a con gurable trigger, or approves a
scale-in after simulating that the remaining replicas can absorb the redistributed
load.

The saturation-based mode acts as a safety guard by responding to observed
resource pressure, preventing KV cache exhaustion and queue over ows, without
making latency predictions or requiring performance parameters. As such, it pro-
vides meaningful autoscaling even for model families where the linear performance
model does not hold or where o ine benchmarking data is unavailable. The com-
plete algorithm is presented in Section 5.4.4.

The Optimizer

The optimizer sits downstream of both analyzers and is responsible for the global
allocation decision. Whereas each analyzer reasons about a single model (across
all its variants), the optimizer considers all variants simultaneously, incorporating
accelerator costs, unit availability, and workload priorities [101]. In the proactive
mode, the model analyzer provides, for each variant and each candidate acceler-
ator type, the minimum number of replicas needed to satisfy SLO targets. The
optimizer selects the cost-minimal allocation per variant. In the reactive mode, the
saturation analyzer's per-variant targets are passed through directly to produce
the nal scaling decisions. The optimization algorithm is detailed in Section 5.4.5.

5.3.2 Design and Architecture

The WVA is implemented as a Kubernetes operator following the controller pat-
tern described in Section 2.2.4. It extends the Kubernetes API with a custom
resource, the VariantAutoscaling (VA), and implements a reconciliation loop
that continuously works to align the actual cluster state with the desired scaling
objectives.

The VariantAutoscaling Custom Resource De nition

The VariantAutoscaling custom resource, de ned in the API group limd.ai/vlalphal,
represents the autoscaling con guration for a single model variant. A scaleTargetRef
eld references the Kubernetes Deployment to be scaled, a required modellD that
identi es the model being served (used to group variants belonging to the same base
model and to query the appropriate metrics from Prometheus), and an optional
variantCost (defaulting to 10:0) that assigns a relative cost weight to the variant

for the optimizer to compare alternative allocations across di erent accelerator
types. When the proactive SLO-aware mode is used, an optional modelProfile
provides a list of accelerator pro les, each containing the accelerator-type name,
the number of accelerator instances per replica, the decode-phase performance pa-
rameters (, ), the pre ll-phase performance parameters (, ), and the maximum
batch size; saturation-based scaling operates without these pro les.
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The status of every VariantAutoscaling resource is updated by the controller
at each reconciliation cycle. It includes the current allocation (observed metrics,
current replica count, accelerator type), the desired optimized allocation (recom-
mended replica count from the optimizer), actuation status, and condition ags
indicating whether metrics are available and whether the optimization succeeded.

In Figure 5.1, we can see an example of a VariantAutoscaling manifest for
the Llama-3.1-8B model served on H100 NVIDIA GPUs, including the full model
pro le:

apiVersion: limd.ai/vlalphal
kind: VariantAutoscaling
metadata:
name: llama-8b-h100
namespace: lim-inference
labels:
inference.optimization/acceleratorName: H100
spec:
scaleTargetRef:
kind: Deployment
name: llama-8b-h100
modellD: "meta/llama-3.1-8b"
variantCost: "30.0"
modelProfile:
accelerators:

- acc: "H100"
accCount: 1
perfParms:

decodeParms:
alpha: "15.2"
beta: "0.28"
prefillParms:
gamma: "3.8"
delta: "0.07"
maxBatchSize: 256

Figure 5.1: VariantAutoscaling Custom Resource Con guration

Architectural Components

The WVA controller is composed of several modular components, each with well-
de ned responsibilities:

" Reconciler: the central coordination component that orchestrates the rec-
onciliation loop. At each cycle (con gurable, typically every 60 seconds),
it retrieves all active VariantAutoscaling resources, groups them by the
model they serve, and dispatches analysis to the appropriate components.

N

Metrics Collector: queries Prometheus for vLLM server metrics, vali-
dates their availability, and aggregates them per replica. The collector uses
max_over_time[1lm] queries to capture peak utilization within the measure-
ment window, providing a conservative capacity estimate.
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~ Saturation Analyzer: implements the reactive saturation-based scaling

N

logic (Section 5.4.4). Itidenti es saturated replicas, computes spare capacity,
evaluates scale-out triggers, and performs scale-in safety simulations.

Model Analyzer: implements the proactive SLO-aware scaling logic (Sec-
tion 5.4.5). It uses the linear performance pro les and queueing-theory mod-
els to compute the minimum number of replicas needed to satisfy SLO targets
for each variant on each available accelerator type.

Optimizer: solves the global allocation problem across all variants and ac-
celerator types. Given the candidate allocations produced by the Model
Analyzer, it selects the cost-optimal combination that satis es all SLO con-
straints and respects priority ordering. In the current implementation, this
operates in unlimited mode, where each variant receives its independently
optimal allocation based only on the de ned SLO.

Model Tuner (optional): an online parameter estimation component based

on the Extended Kalman Filter (Section 5.4.3). When enabled, it re nes
the linear performance parameters (; ; ; ) at each reconciliation cycle
using observed latency measurements, allowing the proactive scaling mode
to adapt to runtime conditions that di er from o ine benchmarks.

Actuator: translates scaling decisions into Prometheus metrics that exter-
nal autoscalers (HPA or KEDA) can consume to perform the actual scaling
actions on Kubernetes Deployments. The actuator emits gauge metrics in-
cluding wva_desired_replicas (the target replica count) and wva_desired_ratio
(the ratio of desired to current replicas).

Reconciliation Flow

The complete reconciliation cycle proceeds as follows:

1.

4.

Resource Discovery: retrieve all VariantAutoscaling resources from the
Kubernetes API server and group them by model name.

Con guration Loading: read the capacity-scaling con guration (thresh-
olds, triggers) from a Con gMap, the accelerator unit costs, and the service-
class SLO de nitions.

Metrics Collection: for each variant, validate that Prometheus metrics are
available and collect current values for KV cache utilization, queue length,
arrival rate, average input/output tokens, and running replica count.

Analysis: depending on the operational mode:

" Saturation-based mode: run the Saturation Analyzer to produce scaling
targets based on saturation analysis.

~ Model-based mode: if the model tuner is enabled, tune the performance
parameters (; ; ; ) using the EKF before passing them to the Model
Analyzer. Then, the Model Analyzer and the Optimizer are run to
produce scaling targets.
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5. Actuation: update the status of each VariantAutoscaling resource with
the recommended allocation and emit the corresponding Prometheus metrics.
The external autoscaler (HPA or KEDA) detects the metric change and
adjusts the Deployment replica count accordingly.

This indirect actuation model where the WVA computes scaling decisions and
emits metrics that external autoscalers consume is a deliberate design choice. It
allows the WVA to leverage the existing HPA or KEDA infrastructure for the
mechanical aspects of scaling (respecting Kubernetes API conventions, handling
concurrent updates, managing Pod disruption budgets) while concentrating its
domain-speci c logic on the decision-making process. The integration with HPA
requires deploying a Prometheus Adapter that exposes the WVA's custom metrics
through the Kubernetes external-metrics APIl. With KEDA, the integration is
simpler: a ScaledObject with a Prometheus scaler can query the metrics directly,
and KEDA additionally provides native scale-to-zero support [28].

Con guration

The WVA's saturation-based scaling behavior is governed by a capacity-scaling-config
Con gMap that speci es global defaults and optional per-model overrides. The
con guration parameters include:

~ Saturation thresholds: the KV cache utilization threshold (  ,, default
0.80) and queue-length threshold ¢, default 5) above which a replica is
considered saturated.

" Spare-capacity triggers: the minimum average spare KV capacity ( v,
default 0.10) and spare queue capacity {, default 3) below which a scale-out
is triggered.

~ Minimum replicas: lower bounds ensuring that a model always maintains
a minimum number of active replicas regardless of current utilization.

For the proactive mode, additional con guration includes service-class de ni-
tions (mapping models to SLO targets for TTFT and ITL), accelerator unit costs
(used for cost optimization across heterogeneous GPU types), and the performance-
pro le parameters embedded in each VariantAutoscaling resource.

5.3.3 Integration with lIm-d

The WVA is designed to be part of the llm-d control plane. Its integration relies on
the mapping between the lim-d resource model and the WVA's own abstractions,
and on a coordination protocol between the WVA's saturation analysis and the
Inference Scheduler's routing decisions.

In lIm-d, an InferencePool (Section 4.1.2) represents a set of Pods serv-
ing a common base model on compatible hardware. Within a pool, multiple
InferenceObjective resources de ne distinct request classes, such as di erent
LoRA adapters, priority levels, or SLO tiers, all served by the same physical
pool of replicas. The WVA extends this model by introducing variants through
the VariantAutoscaling custom resource, as detailed in Section 5.3.2. Multiple
VariantAutoscaling resources can be associated with the same base model, each
describing the scaling con guration for one variant (e.g., the same model served on
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A100 and L40S GPUSs). This design enables the optimizer to reason about cross-
accelerator cost trade-os: when demand changes, it can shift allocation from
expensive accelerator types to cheaper ones while maintaining SLO compliance, a
capability that is not possible with per-pool autoscalers that are unaware of the
broader deployment context.

The mapping between lim-d and WVA resources is straightforward: each
InferencePool hosting a model maps to one or more VariantAutoscaling re-
sources (one per accelerator type serving that model), with the modellD eld
matching the model name used in the InferencePool and in the vLLM server
con guration. The vLLM Pods within the pool expose the Prometheus metrics
that the WVA collects, using standardized metric names pre xed with viim:.

Coordination with the Inference Scheduler

The WVA and the Inference Scheduler operate at di erent timescales and on dif-
ferent aspects of the scaling and routing problem. The Inference Scheduler makes
per-request routing decisions at millisecond granularity, selecting the best endpoint
for each incoming request based on current load, KV cache state, and SLO priori-
ties. The WVA, in contrast, makes cluster-level scaling decisions at the resolution
of its reconciliation cycle (typically 60 seconds), adjusting the number of replicas
available for the Inference Scheduler to route to.

A critical coordination point arises with the saturation detector, a Iter plugin
in the Inference Scheduler that marks endpoints as saturated when their KV cache
utilization or queue depth exceeds con gurable thresholds. The WVA's Satura-
tion Analyzer uses analogous thresholds to trigger scaling decisions. To ensure
consistency between routing and scaling, these thresholds should be aligned: if
the Inference Scheduler considers a replica saturated at 80% KV cache utilization,
the WVA should use the same (or a slightly lower) threshold for triggering scale-
out, so that the autoscaler begins adding capacity before the router runs out of
non-saturated endpoints to route to.

Actuation Path

The WVA does not directly modify the replica count of IIm-d Deployments. In-
stead, it follows an indirect actuation model, as illustrated in Figure 5.2. The
WVA computes the desired replica count for each variant and publishes it as a
Prometheus gauge metric (wva_desired_replicas). A standard Kubernetes au-
toscaler, either the HPA or KEDA use this metric and adjusts the Deployment
replica count accordingly. Kubernetes then schedules new Pods (or terminates
excess ones), and the Inference Scheduler's datastore automatically discovers the
new endpoints through the standard endpoint discovery mechanism.

This layered design preserves a clear separation of concerns: the WVA owns
the what (how many replicas are needed), the external autoscaler owns the how
(safely scaling the Deployment within Kubernetes conventions), and the Inference
Scheduler owns the where (routing requests to the best available replica). Each
component can be independently upgraded, con gured, or replaced without a ect-
ing the others.
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Figure 5.2: Workload Variant Autoscaler: High-Level Flow and Architecture

5.4 Scaling Algorithms

The WVA implements two complementary scaling strategies: a reactive saturation-
based algorithm (Section 5.4.4) and a proactive SLO-aware algorithm (Section 5.4.5).
The reactive mode requires no performance models and responds to observed re-
source pressure; the proactive mode uses queueing theory and linear performance
models to predict the latencies that the system will deliver under the current load,
scaling before SLO violations occur. Additionally, the proactive mode can employ
state estimation techniques speci cally, the Extended Kalman Filter to adapt
performance model parameters online from observed metrics. This section rst
develops the mathematical foundations shared by both approaches, then presents
each algorithm in detail.



114 Workload-Aware Autoscaling

5.4.1 Mathematical Foundations

This section provides a self-contained treatment of the queueing theory, linear
performance models, and state estimation techniques that directly underlie the
autoscaling algorithms presented in Sections 5.4.4 and 5.4.5. The material is orga-
nized so that the reader can follow the algorithm descriptions without needing to
cross-reference external material; all prerequisite de nitions, theorems, and deriva-
tions are included here.

Fundamentals of Queueing Theory

Queueing theory provides a mathematical framework for analyzing systems in
which entities arrive, wait for service if necessary, receive service, and depart [94].
Its central objects of study are the distributions of waiting times, queue lengths,
and throughput that emerge when random arrival and service processes interact
with nite resources. This framework is particularly well suited to the problem

of modeling LLM inference servers: each incoming request is a customer, the
GPU replica is the server, and the quantities of interest time-to- rst-token,
inter-token latency, and throughput are precisely the performance metrics that
gueueing theory is designed to predict. The WVA's proactive scaling mode (Sec-
tion 5.4.5) models each inference-server replica as a queue, uses the resulting
steady-state analysis to determine the maximum load a replica can sustain un-
der latency constraints, and derives from this the number of replicas needed.

This section develops the foundations to understand the proactive approach,
beginning with the general framework of birth-death processes and the simplest
classical models, then progressively specializing toward the state-dependent nite-
capacity model that the WVA actually employs.

Kendall notation. Queueing models are classi ed using Kendall's notation
A=B=c=K [94], where A denotes the inter-arrival time distribution, B the service-
time distribution, ¢ the number of servers, and K the system capacity, representing
the maximum number of customers that may be present simultaneously (including
those in service and those waiting). When K is omitted, the capacity is in nite.
The letters used for distributions are: M (Markovian) for the exponential distribu-
tion, which is memoryless and corresponds to Poisson arrivals; D for deterministic
(constant) times; and G for a general distribution. For example, M/M/1 denotes
a single-server queue with Poisson arrivals, exponential service times, and in nite
capacity, while M/M/1/K denotes its nite capacity variant that can hold at most

K customers.

Birth-death processes. The queueing model used in this work belongs to
the class of birth-death processes [95]. A birth-death process is a continuous-
time Markov chain (CTMC) whose state space is the set of non-negative integers
f0;1;2;:::g (or a nite subset thereof), and in which transitions occur only be-
tween adjacent states. In queueing terms, a birth corresponds to a customer
arrival (state n!' n+1) and a death to a service completion (state n!n 1).
The Markov property ensures that the future evolution of the system depends only
on the current state n and not on the history of how the system reached it, which
makes the analysis tractable.

Each state n is associated with a birth rate ,, (the rate at which transitions
from n to n+1 occur) and a death rate |, (the rate of transitions fromnton 1).



5.4 Scaling Algorithms 115

When both rates are constant (, =, , = for all n), the process reduces to
the classical M/M/1 queue. When the rates depend on the state, the process
captures more complex phenomena such as the batch-size-dependent throughput
of an inference server, as discussed below.

De nition 5.1 (Tra c Intensity). For a single-server queue with constant arrival
rate and constant service rate , the tra c intensity is de ned as [94]:

= - (5.4)

Intuitively, measures the o ered load relative to the server's capacity: it is the
fraction of time the server would need to be busy to process all arriving work. For
an in nite-capacity queue, < 1 is necessary and su cient for stability (i.e., for a
steady-state distribution to exist); when 1, the queue grows without bound.
For nite-capacity queues, a steady state always exists regardless of , because
arrivals that nd the system full are rejected.

The M/M/1 queue. The simplest non-trivial queueing model is the M/M/1
gueue: Poisson arrivals at rate , exponential service times with rate , a single

server, and in nite capacity. When = = <1, the steady-state probability of
having exactly n customers in the system is [94]:
pp=(2Q ) n=0;1;2;::: (5.5)

This is a geometric distribution with parameter . From it, the standard perfor-
mance metrics follow directly:

L= 1 (average number in system) (5.6)
W = . a 1) (average time in system) (5.7)
Wy = W (average waiting time in queue) (5.8)

As !1, all these quantities diverge: the queue becomes increasingly congested,
waiting times grow without bound, and the system becomes unstable. The M/M/1
gueue illustrates two fundamental phenomena that carry over to more complex
models: rst, that performance degrades nonlinearly as utilization approaches
capacity (a server at 90% utilization has roughly ten times the average queue
length of one at 50%); and second, that the steady-state distribution encodes all
relevant performance metrics, so that determining fpg is the key analytical step.
While the M/M/1 queue is too simple to directly model an inference server, due
to its in nite capacity ignoring the practical limits on batch size and queue length,
it provides the conceptual foundation for the nite-capacity and state-dependent
generalizations that follow.

The M/M/1/K queue. The M/M/1/K queue generalizes the M/M/1 queue
by imposing a nite capacity K: the system can hold at most K customers (those
being served plus those waiting). Its assumptions are [102]:

" Markovian arrivals (M): requests arrive according to a Poisson process
with rate , so that inter-arrival times are independent and exponentially
distributed with mean 1=
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" Markovian service (M): service times are exponentially distributed with
rate (mean 1=).

" Single server (1): one server processes requests.

" Finite capacity (K): the system holds at most K customers. An arrival
that nds K customers already present is blocked that is, lost or rejected.

The nite-capacity constraint introduces a new phenomenon absent from the
M/M/1 queue: blocking. A fraction of arriving customers is turned away, so the
e ective throughput is less than the o ered arrival rate. The trade-o between
blocking probability and resource cost is central to capacity planning.

Steady-state distribution of the M/M/1/K queue. Because the service
rate is constant, the balance equations ( ow conservation between adjacent states
in the birth-death chain) yield a geometric steady-state distribution [95]:

8
1 .
Pn = 0 nK (5.9)
>_1 . if =1
K+1'
where = =. Unlike the in nite-capacity case, this distribution exists for all

>0, including 1, because the nite capacity prevents the queue from growing
unboundedly. When =1, the distribution is uniform: all states are equally likely.

Performance metrics of the M/M/1/K queue. From the distribution (5.9),
the following metrics are derived [94, 95]:

" Blocking probability:
@)
This is the fraction of arrivals that nd the system full and are rejected.

" E ective arrival rate: since blocked arrivals are lost, the rate at which
customers actually enter the system is:

e = (1 p «) (5.11)

~ Average number in system:

X
L= N Pn (512)
n=0

" Average time in system (by Little's Law, Theorem 5.3):

w=" (5.13)

e

" Average service time: X = 1=, the expected time a customer spends
being served.
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~ Average waiting time (time in queue before service begins):

We=W X= L1 (5.14)
e

These results describe the simplest nite-capacity queue, and they already
illustrate the key quantities that an autoscaler cares about: \Wgoverns how long
a request waits before it start being processed (which contributes to time-to- rst-
token), . is the actual throughput, and [x indicates the fraction of requests that
are lost. However, the constant service rate is unrealistic for LLM inference
servers, where the e ective processing rate changes with the number of concurrent
requests due to batching. The next generalization addresses this.

State-dependent service rates. In the classical M/M/1/K model, the service

rate is the same regardless of how many customers are present. In practice,
however, LLM inference servers use continuous batching [66]: multiple requests
are processed simultaneously in a single GPU forward pass, and the e ective
throughput requests completed per unit time depends on how many requests

are in the batch. Processing a larger batch uses the GPU more e ciently (higher
throughput), but each individual request takes longer because the GPU must at-
tend to more KV cache entries [49, 103]. This creates a state-dependent service
rate: the rate at which the server completes requests changes with the number of
requests currently in the system.

De nition 5.2 (State-Dependent M/M/1/K Queue). A state-dependent M/M/1/K
queue is a single-server, nite-capacity birth-death process in which:

"~ arrivals follow a Poisson process with constant rate ;
"~ the system holds at most K customers;

"~ the service completion rate when n customers are present is a given function

The state n represents the total number of customers in the system (both those
being served and those waiting in the queue).

For our case, the Poisson arrival assumption is a standard and analytically
tractable approximation, providing closed-form steady-state solutions that would
otherwise be unavailable under general arrival distributions.

Balance equations. In steady state, the probability ux into each state must
equal the ux out. For the state-dependent model, the balance equations are [95]:

Po=(1)p 1 (5.15)
+(N) pn=Par +(M+1)p na; 1 n<K (5.16)
K)p x = P«k1 (5.17)

The rst equation states that the rate of leaving state 0 (an arrival) equals the rate
of entering state 0 (a completion when one customer is present). The last equation
states that the only way to enter state K is by an arrival when K 1 customers are
present, and the only way to leave it is by a service completion. The intermediate
equations express the same ow conservation for interior states.

When (n) = for all n that is, the service rate is constant these equations
reduce to those of the standard M/M/1/K queue, and the solution is the geometric
distribution (5.9).
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Steady-state distribution. The balance equations can be solved recursively.
From (5.15), o = (=(1))p o. Substituting into (5.16) and proceeding inductively
yields [104]:

Y

Pn =Po W; 1 nK (5.18)
i=1
K

P
The base probability p is determined by the normalization condition _, p, = 1:

X ot
po= 1+ — (5.19)
n=1 i=1 (I)
Note that when (n) = is constant, the product Qi“:l = (i) simplies to

(=) "= " recovering the M/M/1/K result (5.9).

Performance metrics for the state-dependent case. Once the probabilities
fpng are known, all performance metrics of interest can be derived [94, 95]:

" Blocking probability: p  k, the probability that an arriving customer nds
the system full and is rejected.

" E ective arrival rate: e = (L p k), accounting for blocked arrivals
(identical in form to the constant-rate case).

. P .
" Average number in system: L = o N Pn, counting all customers,
both those being served and those waiting.

" Average number in service: in the state-dependent model, the number of

customers actively receiving service in state n is min(n;Rx), where Bmnax
is the maximum batch size (the server capacity). The average over all states
is:

% -

Ls= min(n; B max) Pn (5.20)

n=0
This quantity is distinct from L and is important for computing the average
service time, as discussed below.

A

Average time in system (by Little's Law): W = L= e -

A

Average service time: the expected time a customer spends being served,
obtained from Little's Law applied to the service subsystem:

Ls

e

X

(5.21)

In the constant-rate M/M/1/K model, X = 1=; in the state-dependent
model, X depends on the distribution of batch sizes the server operates at.

" Average waiting time (time in the queue before service begins):

L Ls L L s

W,=W X-= (5.22)

e e e
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~ Server utilization: for the state-dependent model, a natural measure of
how busy the server is, relative to its maximum batch capacity, is:

Ls
= 5.23
sd Bmax ( )
This di ers from the tra c intensity = = of De nition 5.1, which applies

only to constant-rate queues. It gives the fraction of the server's batch
capacity that is, on average, occupied by active requests.

Theorem 5.3 (Little's Law [105]). For any stable queueing system in steady state,
the time-average number of customers in the system L, the e ective arrival rate
e » and the average time a customer spends in the system W satisfy:

L= o W (5.24)

This relationship holds regardless of the arrival process, service-time distribution,
number of servers, or queueing discipline.

Little's Law is used pervasively in the autoscaling algorithms: it converts
between queue-length metrics (which are directly observable from Prometheus)
and latency metrics (which constitute the SLO targets). Its power lies in being
distribution-free it holds whether arrivals are Poisson or not, whether service is
exponential or not, and whether the server is single or multi-server. This gener-
ality means that the performance relationships derived from it remain valid even
when the queueing model's assumptions are only approximately satis ed in prac-
tice [105]. The metrics W X, and W4, in the preceding discussion were all obtained
by applying Little's Law to the full system, the service subsystem, and the queue
subsystem, respectively.

State Estimation and the Kalman Filter

The proactive analysis of the autoscaler depends on four parameters (; ; ;)
that characterize a speci ¢ model pro le. Although these can be obtained through
o ine benchmarking, the true parameters can drift from their benchmarked values
due to runtime conditions (such as request distribution). The WVA addresses this
through the model tuner, an online parameter estimation component based on
the Extended Kalman Filter, which continuously re nes the parameters using live
latency observations.

This section introduces the necessary estimation theory needed to understand
this component: the state-space framework for representing hidden quantities and
their observations, the Kalman Filter for linear systems, and the Extended Kalman
Filter for the nonlinear case that arises when the observation function involves solv-
ing the full queueing model. The concept of state estimation, inferring quantities
that cannot be directly measured from quantities that can, is the unifying idea: the
parameters (; ; ; ) are hidden state variables, the observed TTFT and ITL are
noisy measurements, and the Kalman Filter provides the optimal (or near-optimal)
recursive algorithm for combining predictions with observations [106].

The state-space framework. A discrete-time dynamical system can be de-
scribed by two equations [107]:

Xk =f(X k1 ) +Wg1 (state equation) (5.25)
Zy =h(x ) + Vv (observation equation) (5.26)
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where:

" Xk 2 R" is the state vector, representing the hidden quantity to be esti-
mated at time step K. In our context, this will be the vector of performance
parameters (; ; ;) .

zx 2 R™ is the observation vector, representing the measured quantities at
step k. Here, this will be the observed average latencies (TTEd; ITL ops)” -

“f:R"™!I'R "is the state transition function, describing how the state
evolves between steps.

“h:R" ! R ™is the observation function, mapping the state to the
expected observation.

wyi N(O;Q) is the process noise, with covariance Q 2 R "" , modeling
random perturbations in the state evolution (e.g., parameter drift due to
changing workload conditions).

Vi N(O;R) is the measurement noise, with covariance R2R ™™  mod-
eling uncertainty in the observations (e.g., variance in Prometheus-reported
latency averages).

Both Q and R are assumed to be positive semi-de nite, and the noise se-
guences fw.g, fvg are assumed to be mutually independent and independent
across time steps. The structure of (5.25) (5.26) separates the dynamics (how the
true parameters evolve) from the measurement process (how parameters manifest
as observable latencies), which is the key abstraction enabling recursive estimation.

The linear Kalman Filter. When both f and h are linear that is, f(x) = Fx
and h(x) = Hx for known matrices F 2R "" and H 2 R™" the optimal state
estimator in the minimum-variance sense is the Kalman Filter [106]. At each time
step k, the Ilter maintains a state estimate®,j and an error covariance B, and
proceeds in two phases.

Predict phase:

Rigk1 = F Riajka (5.27)
Pgki =FPykixs F~+Q (5.28)
Update phase:

Yk =Zk H Ry (innovation) (5.29)
Sc=HPx1 H” +R (innovation covariance) (5.30)

Kk =Pyx1 H” St (Kalman gain) (5.31)

Rk = Rkr + K ey (state update) (5.32)
Pk = (1 K« H) Py (covariance update) (5.33)

The innovation yi represents the discrepancy between the actual measurement
and what the model predicted. The Kalman gain K balances trust between the
prediction and the measurement: when the measurement noise R is large relative
to the prediction uncertainty Py, , the gain is small and the lIter trusts the
prediction; when the prediction uncertainty is large, the gain is large and the lter
trusts the measurement. Under linear-Gaussian assumptions the Kalman Filter
is the minimum-variance unbiased estimator, achieving the best possible tradeo
between prediction and measurement [106, 107].
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The Extended Kalman Filter (EKF). When f or h are nonlinear, the Kalman
Filter cannot be applied directly, because the distribution of the state after propa-
gation through a nonlinear function is no longer Gaussian. The Extended Kalman
Filter [107] approximates the nonlinear functions by their rst-order Taylor ex-
pansions around the current estimate. At each time step, the Jacobian matrices
are computed:

@f Y. = @h

Fk:@x ; k—@x

The EKF then follows the same predict update structure as the linear Kalman
Filter, but uses the nonlinear functions for the state and observation predictions
and the Jacobians for the covariance propagation:

Predict phase:

(5.34)

Rk 1jk 1 Rkik 1

Rikr =F( Regrr ) (5.35)
Puk1 =FkPkixk1 Feo +Q (5.36)
Update phase:

Yk =2Zk h( Ryr ) (5.37)

Sk =H ijkl Hk> +R (538)

Kk =Pik1 Hp S (5.39)

Rk = Rk + K kY (5.40)

Pk = (I K« Hy) Pk 1 (5.41)

Remark 5.4. Unlike the linear Kalman Filter, the EKF is not optimal: the lin-
earization introduces approximation errors. However, for systems where the non-
linearity is mild over the region of uncertainty particularly for slowly-varying
parameters where P remains small the EKF provides accurate estimates in prac-
tice at modest computational cost (one Jacobian evaluation per step) [107].

Numerical Jacobian computation. When the observation function h involves
solving a full queueing model, deriving an analytical Jacobian would be extremely
complex. Instead, the Jacobian is computed numerically using central nite
di erences: H H
ix+ e ix e j

Hij = { ‘)2 1 1) (5.42)
where g is the j-th standard basis vector and = jx;j with = 0:01. Central
di erences have O(?) truncation error, compared to O() for forward di erences,
at the cost of twice as many function evaluations. For a state vector of dimension

n, this requires 2n evaluations of the queueing model per Jacobian computation.

Process and measurement noise covariances. The covariance matrices Q

and R encode the lter's assumptions about the system's behavior between obser-
vations. The process noise covariance Q models the expected magnitude of state
changes between successive time steps. For parameters that drift slowly, a common
choice is to scale Q proportionally to the current state magnitude [107]:

Qi =(pc Xi)? (5.43)

where R is a con gurable percentage-change parameter (e.g,, 9 0:05 means the
Iter expects each parameter to vary by up to 5% per step). A larger Q makes
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the Iter more responsive to new measurements but also more susceptible to noise,
while a smaller Q produces smoother estimates but slower adaptation. The mea-
surement noise covariance R models the uncertainty in the observations. When the
observation magnitudes span di erent scales (e.g., TTFT in hundreds of millisec-
onds vs. ITL in single-digit milliseconds), it is natural to scale R proportionally to
the measurement magnitude [108]:

(5.44)

where e is an error-level parameter, § is the target percentile, g is a scaling
factor, and z; is the expected magnitude of the j-th observation. This ensures
that the lter treats a 10% deviation in TTFT and a 10% deviation in ITL as
equally signi cant, regardless of their absolute values.

Normalized Innovation Squared (NIS). The Normalized Innovation Squared
Is a scalar statistic used to assess the consistency of a Kalman Filter update [108]:

NIS, =y ¢ S vy« (5.45)

where Y is the innovation and & is the innovation covariance. Under the hypoth-
esis that the lIter is operating correctly (i.e., the state-space model accurately
describes the system), the NIS follows a chi-squared distribution:

NIS,  2(m) (5.46)

where m is the dimension of the observation vector. A NIS value that exceeds
a chosen percentile of 2(m) indicates that the measurement is inconsistent with
the Iter's prediction, either because the measurement is an outlier or because the
lter model is misspeci ed.

De nition 5.5 (NIS-Based Outlier Rejection). Given an observation vector of
dimension m and a con dence level 1 , an EKF update is rejected if:

NIS, 2 (m) (5.47)

where % (m) is the (1 )-quantile of the chi-squared distribution with m
degrees of freedom. Upon rejection, the lter state and covariance are restored to
their pre-update values.

For m = 2 (two-dimensional observations) at the 97.5th percentile ( = 0:025),
the threshold is 34,5(2) 7:378, which is what is employed by the model tuner.

5.4.2 Linear Performance Models for LLM Inference

The queueing-theory framework of the previous section is entirely general: it ap-
plies to any system with Poisson arrivals, state-dependent service rates, and nite
capacity. To apply it to LLM inference, the missing piece is a concrete model for
the service rate function (n) that is, an expression for how the server's through-
put depends on the number of concurrent requests. This section provides that
model by combining two empirically validated linear relationships, one for the de-
code phase and one for the pre Il phase, and showing how they compose into the
state-dependent rate used by the queueing model.
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Empirical linearity of inference latency. As introduced in Chapter 3 (Sec-

tion 3.4.3), LLM inference proceeds in two phases: a pre |l phase that processes
all input tokens in a single compute-bound forward pass, and a decode phase that
generates output tokens one at a time in a memory-bandwidth-bound autoregres-
sive loop. Under continuous batching [66], the inference server groups requests at
di erent stages into shared GPU iterations; each additional request in the batch
adds work proportional to its KV cache footprint and attention computation. Em-
pirical measurements across multiple model families and accelerator types have es-
tablished that, for dense transformer architectures, per-token decode latency and
per-request pre Il latency each scale approximately linearly with the batch size
under typical operating conditions [49, 103]. The WVA exploits this empirical
regularity through the following two-parameter linear models.

De nition 5.6 (Linear Decode-Time Model). The decode time per token,
representing the time to generate a single output token during the decode phase,
at batch size b is modeled as:

where 0 is the base per-token decode latency (GPU kernel launch overhead,
memory transfer, weight loading) and > 0 is the marginal cost per additional

concurrent request in the batch, dominated by the attention computation over the
KV cache entries of all co-batched requests.

In our case, tecode(b) is the inter-token latency (ITL) experienced by a request
when the server is processing a batch of size b.

De nition 5.7 (Linear Pre Il-Time Model). The pre |l time, representing the
time to process all input tokens and produce the rst output token, at batch size
b with average input length r, tokens is modeled as:

tpreII (nin;b): + N in b (5-49)

where 0isthe base pre Il overhead and > 0 is the cost per input-token-batch
unit.

The prell time is a component of the TTFT, but it does not represent its
entirety. A request that arrives while the server is busy must wait in the queue
before its pre Il begins, and therefore the full TTFT is given by TTFT = W, +
toren , Where W, is the queueing delay from the previous section. The queueing
model predicts W;; the linear pre Il model provides t, ; and together they yield
the TTFT that the autoscaler compares against the SLO targets.

Parameter interpretation. The four parameters (; ; ;) > are specic to

a given model accelerator combination and are estimated through either o ine
benchmarking or online estimation using the Extended Kalman Filter (Section 5.4.3).
Intuitively, and capture xed per-iteration costs, while and capture the
marginal cost that each additional request or input token imposes on the com-
putation, re ecting the KV cache read cost and the attention computation that
grows with the batch.
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Connecting the linear models to the queueing framework. The per-
request service time at batch size b is composed of the pre Il time plus the decode
time for all output tokens:

Tservice(D) = tpren (Nin; D) + (Nout 1) t gecode() (5.50)

where n, and n,, are the average input and output token per request. Because
the inference server uses continuous batching, multiple requests are processed si-
multaneously. When the system is in state n (i.e., n total requests present), the
number actually being served is b(n) = min(n; B,ax), Where Bnax IS the maximum
batch size; the remaining requests wait in the queue. The aggregate throughput is
therefore the number of requests in the batch divided by their per-request service
time, yielding the state-dependent service rate:

_ b(n)
(n) = T D) (5.51)

This is precisely the function (n) used in the state-dependent M/M/1/K queueing
model (De nition 5.2), with the system capacity set to K = B nax + Q max, Where
Qnmax is the maximum queue length.

This formulation captures the central throughput latency trade-o of LLM in-
ference: as the batch grows, (n) increases (the GPU is utilized more e ciently,
producing more completions per unit time), but Tenice(bD) also increases (each
request takes longer due to attention over more KV cache entries). The queue-
ing model balances this trade-o by computing the steady-state distribution fpg
for a given arrival rate, from which all performance metrics including ITL and
TTFT can be derived.

De nition 5.8 (E ective Concurrency). Given the average service time X (as
computed from the queueing model via (5.21)), the e ective concurrency b, is
the batch size at which the service-time modeldice (b) equalsX. By substituting
the linear models and solving for b:

X (n out 1)
nip + (n out 1)

he = (5.52)

clamped to [0; Bhax].

E ective concurrency is needed because the queueing model yields aggregate
metrics (X, Wq) from which one must recover the batch size to evaluate the per-
token decode time and prell time. Since the server operates at varying batch
sizes across time (depending on how many requests are present)yépresents the
average operating point the batch size that would produce the observed average
service time. The predicted SLO metrics are then:

BL=1t geconelbe )= + b ¢ (5.53)
*TFT:W q+tprell (nin;tk):Wq-}' + N in be (5-54)

These are the quantities that the proactive autoscaler compares against SLO
bounds to determine the maximum per-replica arrival rate (Section 5.4.5).



5.4 Scaling Algorithms 125

5.4.3 Online Parameter Estimation

The linear performance parameters (; ; ; ) can be estimated o ine through sys-
tematic benchmarking (e.g., by running the model under controlled load conditions
and tting the linear models of De nitions 5.6 and 5.7 to the measured latencies).
However, production workloads may di er from benchmark conditions: actual re-
quest distributions, model quantization, KV cache pressure, and co-location e ects
can cause the true parameters to drift from their o ine estimates. To address this,
an online parameter estimation component based on the Extended Kalman Filter
can be used to continuously re ne the parameters using real-time observations.

State-space formulation. The tuner models the four performance parameters
as a state vector represented by the performance parameters, x = (; ; ; ¥ 2
R*, observed through noisy latency measurements z = (TTFgs; ITL ops)” 2 R2.
The discrete-time state-space model is:

Xk =XK1 tWk1 ; w N(0;Q) (5.55)
Zv =h(X ¢) +V; v N(O;R) (5.56)

The state transition is the identity function f(x) = X, re ecting the assumption
that the parameters change slowly between reconciliation cycles (the Jacobian
is Fk = 144 ). The observation function h : R | R 2 is nonlinear: given a
candidate parameter vector X, it builds the state-dependent service rates (5.51)
from the linear performance models (De nitions 5.6 and 5.7), instantiates the
M/M/1/K queueing model (De nition 5.2), solves for the steady-state distribution
(5.18) (5.19), derives the e ective concurrency (De nition 5.8), and evaluates the
predicted ITL and TTFT via(5.53) (5.54). The observation function h evaluates
the queueing model at the per-replica arrival rate = =R, where R is the current
number of replicas, since each replica is modeled as an independent M/M/1/K
gueue. This nonlinearity necessitates the use of the EKF rather than the standard
Kalman Filter.

Initialization. When no oine-proled parameters are available, the initial
state is estimated from the rst set of observed metrics. The per-replica arrival
rate is derived from the total observed arrival rate divided by the number of
replicas, and the approximate average concurrendyis estimated by Little's Law
asb= T,whereT = TTFT s+ ITL gbs N oyt IS the estimated average end-to-end
request latency. The initial parameters are then set as:

ﬁobs 0

0=BF ITL gps 0= — (5.57)
- TTFT

0=BF TTFT ops; 0= %bo (5.58)
in

where ITL ops and TTFT o5 are observed latency averages,fn andny, are the
average input and output token counts, and the factor the base factor constant
(BF) assigns the majority of the observed latency to the base component, leaving
the remainder to be explained by the batch-dependent term. The initial covariance
P, is set to be large (re ecting high uncertainty), with Py = (P Xoi)?.
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Predict update cycle. At each reconciliation cycle, the tuner executes the
EKF predict update sequence described in Section 5.4.1.:

1. Stash: save the current state® and covariance P so they can be restored if
the update is rejected.

2. Predict: since f(x) = x, the predicted state is Ryk1 = Rkix1 and the
predicted covariance is Rc1 =Pyix1 +Q, where Qi = (pc Xi)?.

3. Update: construct the observation vector z, = (TTFT gps; ITL ops)” from
measured latencies; evaluate R(; 1 ) by solving the queueing model; com-
pute the Jacobian H via central nite dierences (5.42); compute the in-
novation yy, the innovation covariance g, the Kalman gain Ky, and the
corrected state and covariance using (5.37) (5.41).

4. Validation: check that all updated parameters are strictly positive (; ; ; >
0) and that the NIS (5.45) satises NI < 7:378 ( 3.475(2), per De ni-
tion 5.5). If either check fails, restore the stashed state and covariance, and
return the previous valid parameters with a validation-failure ag.

Stashing and restoring the parameters (in case of NIS validation failure) en-
sures that the estimates are monotonically improving: a single noisy measurement
cannot destabilize the Iter, because outlier measurements are detected and dis-
carded.

5.4.4 Reactive Autoscaling Algorithm

The reactive autoscaling mode (saturation-only mode) is the WVA's default oper-
ational mode. It requires no o ine pro ling or performance models; it relies solely
on VLLM metrics collected from Prometheus. The saturation analyzer acts as a
saturation guardrail, preventing KV cache exhaustion and over ows in the queue
of inference requests. The algorithm proceeds in ve steps at each reconciliation
cycle:

Step 1. Saturation Classi cation

Each replica i is classi ed as saturated or non-saturated based on two conditions:
saturated(i) = Kkv; w o _ G q (5.59)

where ky is the metric representing the percentage of KV cache utilization; s
the metric that captures the number of waiting requests in the queue, ang,, 4
are the con gurable saturation thresholds.

Step 2: Spare Capacity Computation

For each non-saturated replica i, the spare capacity is computed for both dimen-
sions:

Skvi = kv KV (5.60)
Sei= q O (5.61)



5.4 Scaling Algorithms 127

Step 3: Average Spare Capacity

The spare capacities are averaged across thgsMon-saturated replicas:

1 X
Sk = Skv;i (562)
NS i2non-sat
1
Sa= N Sqi (5.63)
NS i2non-sat

Step 4: Scale-Out Decision

A scale-out is triggered when the average spare capacity drops below the con g-
urable trigger thresholds:

Skv < kv

Sq< ¢ (5.64)

where , and 4 are con gurable spare-capacity triggers.

When a scale-out is triggered, the controller selects the cheapest variant among
those not already undergoing a scaling transition and increases its target by one
replica.

Step 5: Scale-In Safety Simulation

Before allowing any variant to scale in, the analyzer simulates the worst-case load
redistribution that would follow the removal of one nonsaturated replica. Because
saturated replicas are already at or above their capacity thresholds, they cannot
absorb additional load; the redistribution therefore concerns only the N non-
saturated replicas.
The simulation computes the average load that would result from redistributing

the current aggregate load of non-saturated replicas acrosgsNL remaining non-
saturated replicas:

P
, kv;
kVafter = —Iﬂon_sa]t- : (5.65)
P ns
- i2non-sat g
Qafter = —an 1 (566)

Scale-in is issued on the most expensive variant only if both post-removal spare
capacities still exceed the triggers:

kv kVafter kv n q q after q (5-67)

Scale-out and scale-in are mutually exclusive within a single reconciliation cy-
cle.

Edge cases. When all replicas are saturated (s = 0), the spare-capacity av-
erages in Step 3 are unde ned (as it would divide by zero) and, consequently,
the scale-out condition in Step 4 is trivially met because no non-saturated replica
exists to absorb additional load. The controller therefore triggers an immediate
scale-out. When only a single replica is non-saturated (N = 1), the scale-in
simulation in Step 5 would require dividing by Ns 1 = 0, which is again unde-
ned. The implementation guards against both cases with a con gurable constant
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MinNonSaturatedReplicasForScaleDown (set to 2 by default): scale-in is only
considered when jUj MinNonSatReplicas, as shown in Algorithm 1 (line 17).
This guarantees that the division in the redistribution formulas is always well-
de ned and that the system never scales in while it is close to saturation.

Algorithm 1 summarizes the complete reactive autoscaling procedure for a
single model (across all its variants) at one reconciliation cycle.

Algorithm 1 Reactive Saturation-Based Scaling

Require: Replica metrics f(kv i; g; variant;; cost)gy, ; thresholds ; q; triggers
kv o}
Ensure: Target replica count per variant

1. /I Step 1 3: Classify replicas and compute spare capacity

22S ;, U ; . Saturated / non-saturated sets
3: for each replicai=1;:::;N do

4: if kv kv OF Qi q then

5: S S|fig

6: else

7 U U](fig

8: Skvii kv KV i) Sq;i q di

9: end if

10: end forl p P

1Sk 57 i2u Skviis Sa o7 i2u Sai

12: /| Step 4: Scale-out decision

13: ifsyy < Kk Ors g < qthen

14: v argmin , cost, among non-preserved variants . cheapest variant
15: target[v] readyReplicas[v ]+1

16: /I Step 5: Scale-in safety simulation
17: else if jUj MinNonSatReplicas,then

18: kVafter JILZJLJJ 1kVI v after JLIJZJU]_ 4

19: if «w  KVafer w and g g after q then

20: vV argmax , cost, among non-preserved variants . most expensive
21: target[v] readyReplicas[v ] 1

22: end if

23: end if

24: return target[ ]

5.4.5 Proactive Autoscaling Algorithm

The proactive autoscaling mode uses the queueing model and the linear perfor-
mance pro les described in Section 5.4.1 and 5.4.2 to predict the latencies that
the system will deliver under the current load and determine the number of repli-
cas needed to satisfy SLO targets before saturation occurs. Unlike reactive mode,
which responds to symptoms of overload after they have materialized, proactive
mode takes the observed arrival rate, token distributions, and performance param-
eters as input, evaluates the queueing model to predict TTFT and ITL, and derives
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the minimum capacity required to keep these predictions within the SLO bounds.
It requires o ine-pro led or EKF-estimated performance parameters (; ; ;)
and explicit SLO targets for each service class.

The proactive pipeline consists of three stages: a per-variant sizing, a global
optimization that considers all variants, and the allocation of instances and re-
sources.

Stage 1: Per-Variant Sizing

For each variant v deployed on accelerator type g, the analyzer evaluates the
M/M/1/K queueing model to determine the maximum per-replica arrival rate
that satis es all SLO constraints. The process is as follows:

Vg

1. Input data: the analyzer reads the observed total arrival rate  (requests
per second), the average input tokensp, and the average output tokensn
from Prometheus. The performance parameters§; g, 4; ) come from the
VariantAutoscaling spec (or from the EKF tuner, if enabled). The SLO
targets (TTFT qax; ITL max COme from the service-class con guration.

2. Queue construction: a QueueAnalyzer is instantiated with the appropriate
state-dependent service rates derived from the linear performance models.
The system capacity is K = Bpax + Q max, Where Bnax iS the maximum
batch size from the accelerator pro le and Qax = B max I'q IS the maximum
queue size, with f being a con gurable queue-to-batch ratio.

3. Binary search for maximum rate: the QueueAnalyzer then uses binary
search to nd ., representing the maximum per-replica arrival rate at
which the steady-state predicted TTFT and ITL remain within the SLO
bounds. The search operates independently for each SLO dimension (TTFT
and ITL), each time solving the full M/M/1/K model and computing the
predicted metric. The nal ., is the minimum in all individual bounds,
ensuring that all SLOs are satis ed simultaneously.

4. Replica count: the minimum number of replicas to serve the observed
workload is:

. ; Rmin (568)
Vig
where Ry, is the con gured minimum replica count.

Ry,g = max

5. Cost computation: the allocation costis ¢ v, = Cg Ng Ry,4, Where g is the
unit cost of accelerator type g and pis the number of accelerator instances
assigned to each replica.

Stage 2: Global Optimization

Given the candidate allocations produced in the previous step, the optimizer selects
the combination providing the optimal cost. The problem can be formulated as:
X

] mFin) Cy, Ng Ry subjectto SLQ,(Ry;g9,) Target , 8v (5.69)
Jv,Rv)0v
\Y

The WVA supports two solving strategies:
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~ Unlimited mode (default): when there are no shared capacity constraints
between variants, the optimization decomposes into independent per-variant
subproblems. For each variant, the solver selects the feasible accelerator
replica pair with the lowest cost.

N

Limited mode: when the total number of available accelerators is con-
strained (e.g., a shared GPU cluster), the solver uses a priority-ordered
greedy algorithm. Variants are processed in descending priority order (as
de ned by their service class), and each variant receives the cheapest feasi-
ble allocation that ts within the remaining capacity.

In both modes, the solver applies a transition penalty that penalizes large
changes in replica count or switches among di erent accelerator types, providing
stability between consecutive reconciliation cycles.

Stage 3: Allocation and Actuation

The output of the optimization is a recommended allocation per variant: an ac-
celerator type g and a replica count R. These are written to the status of each
VariantAutoscaling resource, and emitted as Prometheus metrics for the exter-
nal autoscaler to consume.

The algorithm for proactive scaling is formalized in Algorithm 2. This pipeline
enables the WVA to make scaling decisions that are both proactive (anticipating
SLO violations from queueing dynamics) and cost-aware (selecting the cheapest
feasible allocation across heterogeneous accelerator types).

In the next chapter, we will describe the deployment setup for the WVA, along
with llm-d, and we will provide the experimental results for both the reactive and
proactive algorithms.
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Algorithm 2 Proactive Model-Based Autoscaling

Require: Observed arrival rate  per variant v; accelerator set G; linear-model

parameters ( 4; ¢ g g) Per accelerator g; SLO targets SL@ ; SLOrrer ;
cost function c(g; R); queue capacity K

Ensure: Optimal allocation (g,;R,) per variant v

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:
21:
22:

23:
24:
25:
26:
27:

/I Stage 1. Per-variant sizing
for each variant v do
for each accelerator type g 2 G do
Instantiate M/M/1/K  model M(v;g)  with parameters
( v;g; v;g; V;g; V;g;K)
vg BinarySearch(M(v; g); SLO L 3 SLOrrer ) . max per
replica

Ry = max ~ ' Rmin
V;g
Cug C(O;R vyg)
end for
end for

/I Stage 2: Global optimization
if UnlimitedMode then . no shared capacity constraints
for each variant v do
(g/; Rv) arg min 92G Cv;g
end for
else . limited mode: greedy allocation
Sort variants by descending priority (service class)
avail[g] totalCapacity[g] 8g 2 G
for each variant v in priority order do
(9,;R,) argmin gr,; ailg] Cvg
availlg,] availlg ,] R ,
end for
end if

/I Stage 3: Actuation
for each variant v do
Emit g,; R, as Prometheus metrics
end for
return f(g ,;R,)9v







6 Experimental Evaluation

In this chapter, we will provide the deployment setup for the Workload Variant
Autoscaler (WVA) and lim-d, enabling workload-aware routing and autoscaling
of LLM inference on Kubernetes. Then, we will discuss the experimental results
from tests conducted on GPU-equipped Kubernetes clusters. The nal section of
this chapter will be about future improvements and work on the project.

6.1 Deployment Setup

In this section, we will provide an overview of the installation of the Workload Vari-
ant Autoscaler controller along with lim-d, detailing how WVA handles resource
management and autoscaling in its reconciliation loop.

6.1.1 Deploying the Workload Variant Autoscaler on Ku-
bernetes

This section will provide details and the deployment speci cation for the Workload
Variant Autoscaler on a Kubernetes cluster. Since the WVA reconciliation ow
relies on several external components for metrics collection and actuation, we will
rst provide details and con gurations for such components, and then we will
review the main con guration settings for the WVA.

External Metrics Collection and Actuation Components

As we introduced in Section 5.3.2, the Workload Variant Autoscaler is a Kubernetes
controller that manages the autoscaling process of model variants, represented by
the VariantAutoscaling custom resource. Each VariantAutoscaling is tied to

a speci c scale target, represented by standard Kubernetes workloads, such as
Deployments, which manages a set of Pods speci ed by the number of replicas
per each workload. In our context, each Pod runs an instance of a vLLM server,
which serves OpenAPI-compatible requests for a speci c model. Since the scal-
ing algorithms rely on live metrics collected from the vLLM servers managed by
VariantAutoscalings, each server exposes a standard /metrics endpoint from
which Prometheus metrics are exposed. For these reasons, an instance of the
Prometheus Operator must be present on the cluster, periodically pulling metrics
from each Pod; to enable the Operator to discover the Pods, it is convenient to
set up a ServiceMonitor resource: it is a custom resource that can periodically
discover metrics from workloads backed by a standard Kubernetes Service. In
Figure 6.1, we have an example con guration to deploy a ServiceMonitor resource
targeting an existing Service that exposes a port named vlim, which corresponds
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apiVersion: monitoring.coreos.com/vl
kind: ServiceMonitor
metadata:
name: workload-variant-autoscaler-vllm-mon
namespace: workload-variant-autoscaler-system
labels:
release: kube-prometheus-stack
[Im-d.ai/model: model-service-decode
spec:
selector:
matchLabels:
lIm-d.ai/model: model-service-decode
endpoints:
- port: vliim
path: /metrics
interval: 15s
scheme: http
namespaceSelector:
any: true

Figure 6.1: ServiceMonitor con guration for vLLM metrics scraping

to the port through which metrics are exposed via the /metrics endpoint on
VLLM servers.

Then, a crucial component for actuation is represented by the standard Ku-
bernetes autoscalers, either the HorizontalPodAutoscaler (HPA) or the Event-
Driven Autoscaler (KEDA): to actuate the scaling decisions, the WVA exposes
the wva_desired_replicas metric (labeled with the variant_name) on its own
/metrics endpoint, which will be pulled by the Prometheus Operator running on
the cluster. Then, a HorizontalPodAutoscaler, either deployed as a standalone
referring to the same scale target as the VariantAutoscaling, or managed by the
KEDA controller through a con gured ScaleObject resource, will be deployed
and con gured to periodically pull for this metric, changing the number of repli-
cas based on the queried value. If the scale target is managed by a standalone
HPA, and since the exposed metrics are not standard CPU or memory metrics,
the Prometheus-Adapter [109] is needed: it is an adapter that serves the custom
metrics and external metrics API. In our case, the WVA exposes external metrics,
and the Prometheus Adapter will convert them to metrics compatible with HPA.

In Figure 6.2, we have an example con guration for the Prometheus Adapter,
matching the Prometheus metric wva_desired_replicas and converting it to an
external metric that HPA can consume.

The metric name con gured in the Prometheus Adapter must match the metric
name used by the con gured HPA. In Figure 6.3, we have an example con guration
for a standalone HPA using the external metrics. For the sake of legibility, only
the metric section is reported.

Using this con guration, HPA will scale the Deployment named vlim-deployment
based on the external metric wva_desired_replicas Itered to the label variant_name.
The target AverageValue: "1"is employed since the HPA's averaging mode di-
vides the aggregate metric across the current replica count and scales until the
per-replica average equals the target. Since WVA emits wva_desired_replicas
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prometheus:
url: $PROMETHEUS _URL
port: $PROMETHEUS_PORT
rules:
external:
- seriesQuery: |
'wva_desired_replicas{variant_name!="", namespace!=""}
resources:
overrides:
namespace: {resource: "namespace"}
variant_name: {resource: "deployment"}
name:
matches: "“wva_desired_replicas"
as: "wva_desired_replicas"

Figure 6.2: Prometheus Adapter Con guration for actuation with HPA

apiVersion: autoscaling/v2
kind: HorizontalPodAutoscaler
metadata:
name: vllm-deployment-hpa
namespace: lim-d-inference-scheduler
spec:
scaleTargetRef:
apiVersion: apps/vl
kind: Deployment
name: vlim-deployment
...
metrics:
- type: External
external:
metric:
name: wva_desired_replicas
selector:
matchLabels:
variant_name: vlim-deployment
target:
type: AverageValue
averageValue: "1"

Figure 6.3: HPA Con guration for WVA actuation
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apiVersion: keda.sh/vlalphal
kind: ScaledObject
metadata:
name: vllm-deployment-scaledobject
namespace: llm-d-autoscaler
spec:
scaleTargetRef:
apiVersion: apps/vl
kind: Deployment
name: ms-workload-autoscaler-lim-d-modelservice-decode
minReplicaCount: 1
maxReplicaCount: 10
cooldownPeriod: 240
triggers:
- type: prometheus
metadata:
serverAddress: PROMETHEUS_ URL:PROMETHEUS_PORT
metricName: wva_desired_replicas
threshold: "1"
query: |
wva_desired_replicas{
variant_name="vlim-deployment",
exported_namespace="llm-d-inference-scheduler"

}

metricType: "AverageValue"

Figure 6.4: KEDA ScaledObject con guration for WVA actuation

as an absolute desired count rather than a per-replica rate, setting the target to 1
causes HPA to converge to the emitted value as the replica count.

As an alternative actuation layer, KEDA can be used along with its native
Prometheus scaler [110], removing the need for the Prometheus Adapter. When
KEDA is used, a ScaledObiject resource replaces the HPA, specifying the Prometheus
query to do at a con gurable interval and applying the same threshold-based se-
mantics. In Figure 6.4, we have a con guration for a KEDA ScaledObject that
manages scaling for a Deployment based on the wva_desired_replicas metric
emitted from WVA.

The threshold eld has the same role as target.AverageValue in the HPA
con guration: KEDA divides the query result by the current replica count and
scales until the ratio equals the threshold. Setting it to 1 therefore makes KEDA
track the WVA-emitted replica count directly. The cooldownPeriod (in seconds)
controls how long KEDA waits after a scale-down event before allowing another
one, providing stability analogous to the HPA stabilization window.

Helm: the Kubernetes Package Manager

Helm [111] is the de facto standard package manager for Kubernetes. It introduces
the concept of a chart: a self-contained directory of templated YAML manifests,
a Chart.yaml descriptor, and one or more values.yaml les that parameterize
the templates. When a chart is installed, Helm renders the templates by substi-
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tuting the values, groups the resulting Kubernetes manifests into a release, and
submits them to the Kubernetes API server. A release can be upgraded in-place
by providing new values (Helm re-renders only the changed manifests and applies
a rolling update), and it can be atomically rolled back to any previous revision.

Using charts makes it straightforward to deploy the same application across
multiple environments, such as development testing and production, by changing
the values le. The WVA uses a single Helm chart, which packages the con-
troller, all its RBAC rules, the CRD, the external components needed for met-
rics collection and actuation (such as ServiceMonitor, the HPA con guration),
the VariantAutoscaling resource, and environment-speci ¢ tuning is expressed
through a layered values le.

The WVA Helm Chart

The Helm chart for the Workload Variant Autoscaler bundles every Kubernetes
resource required to run the autoscaler in a Kubernetes cluster into a single instal-
lable unit. The chart templates directory contains the following resources:

Controller deployment and RBAC: the manager Deployment for WVA,
and all the required resources that grant the controller the permissions it
needs to read and patch resources across the cluster.

Custom Resource De nition: the de nition for the VariantAutoscaling
resource is bundled in the chart and is applied automatically before any other
resource when the chart is installed.

Con gMaps: the saturation-scaling-config ConfigMap containing the
saturation thresholds, the service-classes-config ConfigMap de ning SLO
targets per service class, the accelerator-unit-costs ConfigMap mapping
accelerator names to cost weights, and the main Con gMap containing en-
vironment variables for WVA read at each ConfigMap loop.

Metrics service and ServiceMonitor: two Services, exposing the con-
troller and the vLLM Pods /metrics endpoint, and two ServiceMonitors
that point Prometheus at WVA and at the vLLM Pods of the managed
model variant.

"~ VariantAutoscaling: a VariantAutoscaling resource templated with the
accelerator pro le and SLO targets supplied in the values le.

HPA: a HorizontalPodAutoscaler con gured to consume the wva_desired_replicas
external metric.

A representative values le for a single variant serving a Llama-3.1-8B model
on an H100 GPU cluster is shown in Figure 6.5.

As shown, each component can be installed independently using the enabling
ags. The experimentalHybridOptimization value sets the scaling algorithm
under which the autoscaler operates in the main ConfigMap. To install the chart
on production clusters (such as OpenShift [112], the chart also provides the man-
agement required for TLS.
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wva:
enabled: true
reconcilelnterval: 60s
experimentalHybridOptimization: off # saturation mode
prometheus:
baseURL: "PROMETHEUS URL:PROMETHEUS:PORT"
tls:
insecureSkipVerify: false
caCertPath: "/etc/ssl/certs/prometheus-ca.crt"
saturationScaling:
default:
kvCacheThreshold: 0.80
gueuelLengthThreshold: 5
kvSpareTrigger: 0.1
queueSpareTrigger: 3
lImd:
namespace: lim-d-autoscaler
modelName: ms-workload-autoscaler-llm-d-modelservice
modellD: "meta-llama/Llama-3.1-8B-Instruct”
va:
enabled: true
accelerator: H100
sloTpot: 10 # ms
sloTtft: 2000 # ms
hpa:
enabled: true
minReplicas: 1
maxReplicas: 10
targetAverageValue: "1"

Figure 6.5: WVA: Helm chart con guration values
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6.1.2 Integrated Deployment of WVA and lim-d

This section will provide details about the deployment for the Workload Variant
Autoscaler integrated with lim-d. Although the WVA Helm chart can be in-
stalled independently on any Kubernetes cluster that already runs vLLM Pods
and Prometheus, the recommended path for a full lim-d deployment is to use
Helmfile [113], a declarative tool that orchestrates the installation of multiple
interdependent Helm charts in dependency order. The lim-d provides a Helm-
le that integrates the main infrastructure, complete with the GIE and Inference
Scheduler, the model service, and the WVA[114].

1. Infrastructure (Ilm-d-infra chart): provisions the gateway infrastruc-
ture, including the Kubernetes Gateway API resources using the chosen
provider (Istio [115] or kgateway [116]). This release has no dependencies
and is installed rst.

2. Inference Extension and Scheduler (Gateway API Inference Extension
chart): it deploys the InferencePool, the InferenceObjective resources,
and the Endpoint Picker Process (EPP) sidecar that implements the per-
request scheduling logic described in Section 4.1.2. This release depends on
the infrastructure.

3. Model Service (llm-d-modelservice chart): it deploys the vLLM Deployment,
together with the Service, routing sidecar, and model artifact volume. It
includes the model image, the HuggingFace token (provided by the user, and
needed to download the model image), the replica count, and the GPU re-
source requests are all speci ed in the values le. This release depends on
both the infrastructure and the GIE charts.

4. Workload Variant Autoscaler: it uses the Helm chart previously de-
scribed in Section 6.1.1 to deploy all the needed components. This release de-
pends on the Model Service, ensuring that the model service is running before
the controller starts reconciliation. The chart creates a VariantAutoscaling
resource whose scaleTargetRef points to the Deployment created by the
model service release. The modellD eld must match the model name used
in the InferencePool con guration so that the WVA queries the correct
Prometheus metrics (which are labeled with the model name by the vLLM
server). The acceleration pro le embedded in the VariantAutoscaling is
used only when the proactive or hybrid mode is enabled; in the default reac-
tive saturation-based mode, only the modellD and the scaleTargetRef are
required.

Helm le installs the four releases in dependency order and waits for each to
become ready before proceeding to the next. In the end, the cluster contains the
complete stack provided by lim-d together with the WVA.

Figure 6.6 provides a high-level picture of the integrated deployment on a
Kubernetes cluster.

6.2 Performance Results

This section presents the experimental results of the WVA scaling con gurations,
evaluated on a GPU-equipped Kubernetes cluster, in which we installed the WVA
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Figure 6.6: Integrated deployment of the Workload Variant Autoscaler and llm-d
on Kubernetes

and lim-d serving inference under a realistic workload. The experiments aim to
display the e ectiveness of the reactive saturation-based mode and the accuracy
and responsiveness of the proactive model-based mode with online parameter es-
timation. The results are compared to a baseline solution provided by HPA.

6.2.1 Experimental Setup

The deployment and experiments were conducted on an OpenShift [112] clus-
ter, equipped with NVIDIA H100 GPUs The deployment of the Model Service
was performed by con guring vLLM to serve the Llama-3.1-8B-Instruct model
guantized to 4-bit precision. The WVA was con gured with the default saturation
thresholds and spare-capacity triggers, and the proactive mode was tested with an
initial performance pro le obtained from o ine benchmarking on the same hard-
ware. The workload generator was performed by con guring Kubernetes Jobs to
launch a GuideLLM (Section 4.1.1) benchmark, using the ShareGPT [117] dataset
to sample requests. An example of a benchmark con guration is shown in Fig-
ure 6.7 (for legibility, only the relevant experiment con guration is reported).

This con guration simulates realistic request patterns, with varying arrival
rates, in order to trigger scaling events and test the autoscaler's responsiveness.
After displaying the baseline experimental results using HPA, we will show di erent
benchmark con gurations, simulating burst tra c, steady trac, and ramp-up
patterns. The same arrival rate pro le is used across all experiments to ensure
comparability.

Although the choice of experimenting with a single model, accelerator, and
dataset may not establish generality by itself, it provides a controlled setting in
which the scaling behavior and prediction accuracy can be analyzed in detail.
The autoscaler's design is model-agnostic: its inputs are inference runtime metrics
(KV cache utilization, queue depth, observed latencies) and the queueing model
is parameterized per deployment, so the approach is relevant to other models and
accelerators by re-pro ling the initial performance parameters.
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apiVersion: batch/vl
kind: Job
metadata:
name: vllm-bench-sharegpt-load-moderate-10
namespace: lim-d-inference-scheduler
spec:
template:
spec:
initContainers:
- name: download-dataset
image: busybox:latest
command: ["/bin/sh", "-c"]
args:
- |
wget -O /data/ShareGPT_V3_unfiltered_cleaned_split.json \
https://huggingface.co/datasets/DATASET _URL
volumeMounts:
- name: dataset-volume
mountPath: /data
containers:
- name: vlim-bench-serve-container
image: vlim/vlim-openai:latest

# ...

command: ["/usr/bin/python3"]
args:

- "_m"

- "vllm.entrypoints.cli.main"

- "bench”

- "serve"

- "--backend"

- "openai”

- "--base-url"

- "http://infra-inference-scheduling-inference-gateway-istio:80"
- "--dataset-name”
- "sharegpt"
- "--dataset-path”
- "/data/ShareGPT_V3_unfiltered_cleaned_split.json"
- "--model"
- "unsloth/Meta-Llama-3.1-8B"
- "--seed"
- "12345"
- "--num-prompts”
- "3600" # 10 reg/s for 6 minutes (360s)
- "--max-concurrency"
- "512"
- "--request-rate"
- "10" # 10 requests per second
- "--sharegpt-output-len”
- "1024"
volumeMounts:
- name: dataset-volume
mountPath: /data

Figure 6.7: GuideLLM benchmarking: Job con guration
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6.2.2 Baseline Results with HPA

The rst experiment establishes a baseline by deploying the standard Kubernetes
HPA con gured to scale based on the same metrics employed by the WVA satu-
ration algorithm, namely KV cache utilization and waiting requests in the queue.
This con guration is representative of what is typically available out of the box in

a Kubernetes cluster with no domain-speci c logic.

Con guration. Requests are sent by four Kubernetes Jobs. Each Job launches
a GuideLLM benchmark, with a workload pro le of 512 input tokens (on average)
and 1024 output tokens (on average). After the rst Job starts to execute, the
second is scheduled to run after 3 min, the third after 6 min, and the fourth after
9 min. All Jobs send 10 requests per second. The total duration of the experiment
is 20 min. We chose this benchmark con guration to gradually increase the load
on the deployed vLLM servers, observe bursts and peaks in the tra c patterns,
and observe how the di erent models react to rapid saturation.

The HorizontalPodAutoscaler was con gured as shown in Figure 6.8. We
deployed it with a minimum replica count of 1 and a maximum of 10, and with
no stabilization window interval. The Prometheus Adapter was deployed and
con gured to appropriately expose the required external metrics; here, it is not
reported for legibility.

The target con gured for HPA to make scaling decisions is based on both the
KV cache (kv_cache_usage_perc) and the waiting requests in the inference en-
gine queue (num_requests_waiting). The target average values are conservative,
allowing for scaling before complete saturation is reached.

Results. In the following, we have two plots that show the scaling decisions
actuated by HPA over the duration of the experiment. For context, the plots also
show the mean utilization of the KV cache (Figure 6.9) and the mean waiting
requests in the vLLM servers (Figure 6.10).

Figure 6.9: HPA baseline experiment: scaling decision (dashed red), current replica
count (blue), and KV cache utilization (purple).
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apiVersion: autoscaling/v2
kind: HorizontalPodAutoscaler
metadata:
name: vllm-hpa-kvcache-queue
namespace: llm-d-inference-scheduler
spec:
scaleTargetRef:
apiVersion: apps/vl
kind: Deployment
name: ms-inference-scheduling-lim-d-modelservice-decode
minReplicas: 1
maxReplicas: 10
behavior:
scaleUp:
stabilizationWindowSeconds: 0
policies:
- type: Percent
value: 100
periodSeconds: 15
- type: Pods
value: 4
periodSeconds: 15
selectPolicy: Max
scaleDown:
stabilizationWindowSeconds: 0
policies:
- type: Pods
value: 1
periodSeconds: 15
selectPolicy: Min
metrics:
# Scale on waiting requests
- type: Pods
pods:
metric:
name: num_requests_waiting
target:
type: AverageValue
averageValue: "20" # Scale when avg waiting requests > 20
# Scale on KV cache usage
- type: Pods
pods:
metric:
name: kv_cache_usage_perc
target:
type: AverageValue
averageValue: "500m" # 0.5 = 50% cache usage

Figure 6.8: HorizontalPodAutoscaler: baseline con guration
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Figure 6.10: HPA baseline experiment: waiting requests in the queue.

From Figure 6.8 we can clearly see that, after the rst relevant ramp-up at
minute 6, causing the KV cache utilization to go above the de ned threshold,
HPA starts to increasingly scale-out the number of vLLM instances. It is worth
noting that HPA could issue a scaling decision only after the con gured metrics go
above threshold, with no proactive trigger based on the remaining spare capacity.

Furthermore, even if the experiment duration was relatively short (approxi-
mately 10 min), we can see that HPA rapidly issues more replicas than necessary:
this can be seen from the rapid decrease in the KV cache utilization after the
cold start period, due to model loading, for the newly spawned replicas. This
phenomenon causes overprovisioning, adding more costs for providers due to the
incremental usage of H100 GPUs. Increasing the HPA stabilization window could
help mitigating this issue, but on the other hand, it would cause underprovisioning
as soon as a new Job is started, as it would wait for a xed amount of time before
actuating a new scaling decision.

6.2.3 Reactive Saturation-Based Autoscaling: Results

This second case deploys the WVA in its default reactive saturation-based mode.
In this case, the autoscaler responds solely to the observed KV cache utilization
and the queue length reported by the vLLM metrics.

Con guration. The WVA is deployed with experimentalHybridOptimization:

off, directing it to run the saturation analyzer exclusively. The saturation thresh-
olds are set to their defaults (,, = 0:50, 4= 15), and the spare-capacity triggers
are y, =0:10, 4= 3. The actuation layer is provided by HPA, using a minimum
replica count of 1 and a maximum of 10, and with no stabilization window interval.
The Prometheus Adapter was deployed and con gured to appropriately expose the
external metrics exposed by WVA. The WVA reconciliation interval is set to 60 s.

In the same way as the baseline experiment, requests are sent by four Kuber-
netes Jobs. After the rst Job starts to execute, the second is scheduled to run
after 3 min, the third after 6 min, and the fourth after 9 min. All Jobs send 10 re-
quests per second. The total duration of the experiment is 20 min. In Figure 6.11,
we show the arrival rate over the entire duration of the experiment.
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