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Abstract

Aggregate computing is a macro-programming paradigm for distributed systems
in which a single global program describes the behavior of an entire collective of
devices. Rather than focusing on explicit message passing or device-level coordi-
nation, programs specify collective behavior that emerges from local execution and
neighbour interaction. Core coordination mechanisms, such as alignment, enable
this global perspective by structuring how devices combine local and neighbouring
information. Because these mechanisms influence program evaluation in ways that
are not explicitly reflected in the syntax, they can be understood as computational
effects.

This thesis introduces a monadic formulation of aggregate computation, mod-
eling aggregation as a first-class effect. This reformulation restores key properties
of purely functional programming, such as equational reasoning and disciplined
composition, while encapsulating the semantics of aggregate computing into a
principled, language-agnostic abstraction.

A Scala implementation is presented, encoding the constructs of the eXchange
Calculus as a monadic API. The design enforces a clear boundary between pure and
aggregate computations at the type level, thereby simplifying reasoning, improving
testability, and enabling safe refactoring. Alongside the implementation, proof
sketches are provided to show that the implementation satisfies the monad laws.
The resulting framework has the potential to unify aggregate computing with well-
established theories of effects, providing a principled foundation for structuring and
reasoning about distributed programs.
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Chapter 1
Introduction

Distributed systems such as IoT deployments, robotic swarms, and edge computing
infrastructures are characterized by scale, dynamism, and frequent failures. Pro-
gramming such systems at the level of individual devices quickly becomes complex
and error-prone: developers must deal with message passing, partial failures, mo-
bility, and asynchronous execution. Aggregate computing addresses this challenge
by promoting a macro-programming approach, where a single program specifies
the behavior of an entire collective.

Multiple aggregate programming models have been proposed, and they are
often described in a functional style; however, they are not purely functional. In
fact, the alignment mechanism they exploit causes the same expressions to evaluate
to different results depending on “where” they sit in the program, causing the loss

of some desirable properties that pure programs feature.

1.1 A monadic view of aggregate computation

Monads offer a principled abstraction for modeling effects in pure functional pro-
gramming; they make effects explicit and composable while preserving equational
reasoning and modularity. This thesis explores the idea that aggregate computation

itself can be formulated as a monad. In this perspective:

e Neighbour interaction and alignment are internalized within a well-defined

monadic structure.
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1.2. CONTRIBUTION OVERVIEW

e Aggregate programs are expressed and composed using standard monadic

operators such as map and flatMap.

Modeling aggregate computation as a monad brings several benefits; the most

notable are:

Language independence By encapsulating aggregate semantics behind a
monadic interface, the model becomes conceptually independent from any spe-
cific host language. Although Scala is adopted as the reference language in this
work, the abstraction itself is portable to any language supporting similar func-
tional constructs. Aggregate computation thus becomes a reusable effect rather

than a feature tied to a particular DSL.

Clear separation between effectful and pure code Effectful and pure code
are clearly distinguishable just by looking at function signatures, thus simplifying

reasoning and testability.

Composability with other effects Monads provide a disciplined way to com-
pose effectful computations. Once aggregate coordination is encoded as a monadic
effect, it can be combined with other effects (e.g., Writer or I0) in a structured

and type-safe manner, exploiting well-known techniques like monad transformers.

Stronger theoretical foundations A monadic formulation allows inheritance
of all the mathematical properties of monads, which may serve as foundations for

any future work.

1.2 Contribution overview

This work proposes a unified perspective in which aggregate computation is treated
as a first-class monadic effect. By bridging aggregate computing and effectful func-
tional programming, it provides a conceptual and practical framework for writ-
ing distributed programs that are modular, composable, type-safe, and language-

agnostic.

2 CHAPTER 1. INTRODUCTION



1.3. ACKNOWLEDGEMENT OF SUPPORTING RESOURCES

In addition to the conceptual formulation, the thesis also presents a concrete
reference implementation that demonstrates the feasibility of the proposed ap-

proach [1]

1.3 Acknowledgement of supporting resources

During the development of this work, a prototype implementation developed by
the supervisor was used as a reference to validate design decisions and compare the
behavior of the proposed solution. In addition, a suite of tests originally written
for that prototype was adapted so that it could also be executed against the
implementation presented in this thesis. Although additional tests were written

specifically for this work, most of the advanced testing relies on this adapted suite.

1.3.1 Use of generative Al tools

During the preparation of this thesis, large language models were used to assist in
refining the written text. Their use was limited to improving phrasing, grammar,
and overall readability. All generated suggestions were carefully reviewed and

validated before inclusion.

1.4 Thesis Structure

The remainder of this thesis is organized as follows:

Chapter 2 — Context: Provides the theoretical background on aggregate com-
puting, the eXchange Calculus, effectful programming, and monads, estab-

lishing the foundations necessary for understanding the proposed work.

Chapter 3 — API design: Presents and explains design choices behind the pro-
posed APIL.

Chapter 4 — Implementation: Presents the actual implementation along with

proof sketches that the monadic laws are satisfied in practice.

I'The reference implementation is available at |https://github.com/Ventus218/
aggregate-monad.
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1.4. THESIS STRUCTURE

Chapter 5 — Remarks Analyzes some limitations or areas of improvement.

Chapter 6 — Conclusions and future work: Summarizes the contributions of

the thesis and outlines possible directions for future research.
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Chapter 2

Context

This chapter aims to provide the reader with enough information to fully under-

stand the work presented in this thesis.

2.1 Aggregate Computing

Aggregate computing is an emerging approach to the engineering of
complex coordination for distributed systems, based on viewing system
interactions in terms of information propagating through collectives of
devices, rather than in terms of individual devices and their interaction

with their peers and environment [T, p. 1]

The need for aggregate computing arises from the increasing scale, density, and
heterogeneity of modern distributed systems, such as the Internet of Things (IoT),
swarm robotics, and edge computing architectures. Traditional approaches, which
require developers to explicitly define node-level behaviors and manage point-to-
point message passing, often lead to fragile systems that struggle to adapt to
dynamic topologies, node failures, and mobility. To overcome these limitations,
aggregate computing embraces a macro-programming paradigm where the system
behavior is defined as a single program, abstracting away most of the previously

listed forms of complexity.
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2.1. AGGREGATE COMPUTING

2.1.1 eXchange Calculus (XC)

XC is very well explained in [2]; here we provide just the simplified basics in order
to understand the work done.

XC is a minimal, functional programming language designed as a formal foun-
dation for Aggregate Computing. In XC, the programmer writes a single pro-
gram that is executed independently by every device in the network. The calcu-
lus abstracts away low-level distributed concerns—Ilike concurrency, message loss,
and network topology—allowing complex, self-organizing collective behaviors to

emerge from simple local interactions.

Neighbouring values (nvalues)

A core concept in XC is the neighbouring value, commonly referred to as an nvalue.
An nvalue is a mapping from device identifiers 0 to specific local values ¢ (tradi-
tional types like string, int or list).

Conceptually, an nvalue w can be defined by a default fallback value ¢, accom-

panied by a map of explicit values ¢; for specific neighbour identifiers 9;:
w=L[0y > Ly, ...,0, > by] (2.1)
This data structure can be seen as both:
e Input: It binds values to the devices that produced them.

e Output: An nvalue allows a device to send differentiated messages to its
neighbours. The default value ¢ is used as a fallback for neighbours that do
not have an explicit entry, such as devices that have just moved into range

or have newly joined the network.

The notation w(d’) means extracting the local value ¢’ if ' — ¢’ is in w, or the
default local value ¢ of w otherwise.

Local values can be implicitly lifted to nvalues, and this allows us to work
just with nvalues. Functions over local values can also be lifted by applying them

pointwise to an nvalue.
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2.1. AGGREGATE COMPUTING

Core syntax of XC

The syntax of XC is built upon a standard functional language (similar to the

A-calculus), enriched with specific built-in primitives.

The exchange primitive The defining feature of XC is the exchange construct.
It is the sole communication primitive in the calculus. In simple terms, its syntax

can be represented as:
exchange(default: A, f: (A) = (B, A)): B
e default: The default/initial nvalue.

e f: A function that takes as input the nvalue of messages received from
neighbours for this exchange (using the local value of default as the default
value) and produces a tuple of nvalues where the first one is the return value
of the exchange expression and the second represents the values to send to

neighbours.

The nfold operator While exchange is used to distribute and gather data, the

nfold operator is used to aggregate an nvalue back into a local value.
nfold(op: (A, B) => (A), nvalue: B, init A): A

This operator applies a binary function op (such as addition +, minimum min, or
a boolean AND) to combine all the values contained within an nvalue. This reduces
the data structure to a single result. For instance, computing nfold(+, 1, @)

could be used to count the number of neighbours.

The uid primitive The uid (unique identifier) primitive is a zero-argument
construct that evaluates to the unique identifier of the device currently executing

the program.

The self operator The self operator takes an nvalue w; and produces nvalue

wy = wi(uid)]].

self(nvalue: A): A
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2.1. AGGREGATE COMPUTING

The updateSelf operator The updateSelf operator allows a device to modify

an nvalue by specifically overriding its own local entry.
updateSelf(nvalue: A, update: A): A

Given an nvalue w and a local value 1, updateSelf(w, 1) returns a new nvalue

where the entry corresponding to the device own identifier (uid) is updated to 1.

Other key concepts

Round-based asynchronous execution Devices running XC do not rely on
a synchronized global clock. Instead, they operate in continuous, asynchronous
sense-compute-interact rounds. A device independently “wakes up”, reads its
physical sensors and collects neighbour messages, evaluates the XC program
against these inputs, and finally sends the computed nvalues to its neighbours

before going back to sleep.

Alignment A single XC program may have multiple exchange calls, and it is
fundamental that devices align so that each exchange processes the messages rel-
ative to the exact same exchange on the neighbouring devices.

Not only do exchanges need to align with respect to their position in the
program’s abstract syntax tree (AST), but also with respect to their current stack
frame, thus enabling recursion, function calls, and branching behavior.

Alignment is pervasive throughout the whole program and must always be
taken into consideration. A clear example of how alignment may impact the exe-

cution of a program, even without any call to exchange, is the following:

Listing 2.1: Example of alignment in XC.

def program(booleanSensor) {
if (booleanSensor) {

nfold(+, 1, 0)
} else {
nfold(+, 1, 0)

3
}

nfold(+, 1, @) computes the number of aligned neighbours; this means that

for a specific device having booleanSensor evaluating to true, it will count only
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2.2. EFFECTFUL PROGRAMMING

neighbours whose booleanSensor evaluates to true. This results in a program that
may seem to produce the same result regardless of what booleanSensor evaluates

to, but in practice, due to alignment, it does not.

Value-trees A value-tree is a tree-like data structure whose nodes may contain
an nvalue. A value-tree is produced as the output of an execution round; its
node structure encodes alignment information by resembling the whole path of the
program execution, while the nvalues associated with the nodes represent messages
sent by exchanges.

After being produced as output, the value-tree is sent to all neighbours, where
it will be used as input for the next execution round. For instance, the nvalue that
can be accessed inside an exchange body is the result of considering all the received
value-trees whose node structures can be aligned with the current execution path

and then taking the values on the nodes relative to that exact same exchange.

2.2 Effectful Programming

In the paradigm of functional programming we strive for functions to be “pure”.

Pure functions feature the following characteristics:

e Given the same inputs, they will always return the exact same output.
e They do not alter any state outside of their local scope.

e They are referentially transparent, which means that in principle we could
replace a function call with its body and that would make no difference at
all.

These characteristics make programs composed only of pure functions highly pre-
dictable, easily testable, easier to reason about and refactor, and inherently safe
for concurrent execution.

When any of the previously mentioned characteristics is violated, we say that
the function has side effects. Unfortunately, most real-world applications actu-

ally require some kind of interaction or mutation of the global state (like reading
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2.2. EFFECTFUL PROGRAMMING

physical sensors, sending messages through the network or interacting with the
filesystem).

Effectful programming is the disciplined approach to solving this problem.
It does so by making side effects explicit in the function type signatures, thus

turning them into first-class concepts named effects.

2.2.1 Monads

Originally a concept from category theory, monads were introduced to functional
programming by Eugenio Moggi [3] and later popularized by Philip Wadler as a
standardized design pattern for encapsulating effectful computations [4].

Conceptually, a monad can be thought of as a context or a wrapper around
a value. Instead of a function computing a raw value of type A and secretly
performing a side effect, an effectful function returns a monadic type M[A]. This
type explicitly signals that the computation will eventually yield an A, but it carries
an associated effect M (such as Option/Maybe for the potential absence of a value,
State for stateful computations, or I0 for input/output operations).

To be classified as a monad, this context must provide two core operations that

dictate how wrapped values are created and composed:

def pure(a: A): M[A] // also known as unit
def flatMap(ma: M[A], f: A => M[B]): M[B] // also known as bind

and should obey the monad laws, which are:

Left identity:
flatMap(pure(a), f) = f(a)

Right identity:
flatMap(ma, pure) = ma

Associativity:

flatMap(flatMap(ma, f), g) = flatMap(ma,a — flatMap(f(a),g))
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2.3. SCALA AS THE REFERENCE LANGUAGE

The pure operation This operation takes a pure value and lifts it into the
monadic context. It serves as the entry point into the effectful world without

actually triggering any meaningful side effects itself.

The flatMap operation This operation takes a wrapped value and a function
from a pure value to a wrapped value. The flatMap implementation is what defines

the effect of a monad, while also enabling composition of effectful functions.

The map operation Although map is not strictly required as part of the mini-
mal definition of a monad, it is very commonly used in practice. In fact, it can
be derived from the two fundamental monadic operations, pure and flatMap as

follows:

def map(ma: M[A], f: A => B): M[B] {
flatMap(ma, a => pure(f(a)))

Conceptually, map allows us to apply a pure function to a value that is wrapped

inside a monadic context.

2.3 Scala as the reference language

Since our final goal is to be able to write monadic XC programs, we need a lan-
guage with strong functional programming features that is also suitable for defining
Domain Specific Languages (DSLs).

Scala is a high-level, multi-paradigm programming language designed to inte-
grate features of object-oriented and functional programming into a single, concise
framework [5]. It features a powerful type system and a highly flexible syntax, mak-
ing it very suitable for defining typed Domain Specific Languages (DSLs). Scala’s
for-comprehension construct allows for flattening nested monadic programs, which
greatly improves code readability.

Scala happens to be the perfect fit for our purposes, and therefore it was chosen

as the reference language.
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2.3. SCALA AS THE REFERENCE LANGUAGE

2.3.1 Monads in Scala
In 2.2] the Monad typeclass is presented:

Listing 2.2: Definition of the Monad typeclass in Scala.

trait Monad[M[_1]:
def pure[Al(a: A): M[A]
extension[AJ(ma: M[A])
def map[BI(f: A => B): M[B]
def flatMap[BI(f: A => M[BI): M[B]J

In this example, Monad is a typeclass, which is an abstraction that enables ad
hoc polymorphism. M[_] is a higher-kinded type, basically a type that accepts a type
parameter, and can be seen as the placeholder for the type that will implement
this typeclass.

The main difference with respect to the definition we saw in section [2.2.1] is
the fact that map and flatMap are defined as extension methods, which basically
means that they can be called using the dot notation on any object whose type
matches that of the first parameter. This practice is more idiomatic in Scala and
is also required in order to be able to use the for-comprehension construct.

In [2.3] there is an example of how to define a Monad instance for the type
MyMonad:

Listing 2.3: Example of defining a Monad instance for a custom type.

type MyMonad[A]l = 277

// It can be read like:
// "MyMonad is a Monad and here it’s how it behaves as a Monad”
given Monad[MyMonad] with
def pure[Al(a: A): MyMonad[A]l = ?2?
extension[AJ(ma: MyMonad[A])
def map[BJ(f: A => B): MyMonad[B] = ?7??
def flatMap[BJ](f: A => MyMonad[B]): MyMonad[B] = ???
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Chapter 3

API design

In order to make it easier to understand each part of the API, we start by providing

examples of porting some XC programs/definitions (from the original XC paper

[2]) into the designed API.

Listing 3.1: Example translation of XC programs using the proposed API.

import aggregate.AggregateAPI.{given, =*}
import aggregate.AggregatelLib.*
import scala.language.implicitConversions

def senseDist: Aggregate[Float] = sensor(???)

def distanceEstimate(n: Aggregate[Float]): Aggregate[Float] =
nfold(Float.PositiveInfinity)(n + senseDist)(math.min)

def gradient(src: Aggregate[Boolean]): Aggregate[Float] =
exchange (Float.PositiveInfinity): n =>
retsend(mux (src) (@0f)(distanceEstimate(n)))

def average(
weight: Aggregate[Float],
value: Aggregate[Float]
): Aggregate[Float] =
for
totW <- nfold(weight)(nbr(ef, weight))(_ + _)

totVl <- nfold(weight * value)(nbr(0f, weight * value))(_ + _)

yield totVl / totW

def closestFire(
temperature: Aggregate[Float],
smoke: Aggregate[Float]

): Aggregatel[Float] =

CHAPTER 3. API DESIGN
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3.1. CORE API

for
trust <- nfold(1f)(1)(_ + _) // number of neighbours + self
hot <- average(trust, temperature) > 60f
cloudy <- average(trust, smoke) > 10f
gradient <- gradient(hot & cloudy)
yield gradient

Branching In[3.2] we showcase the use of branch, which is the equivalent of an
if expression in XC. We introduced the branch function because if is a keyword

in Scala and we could not use it.

Listing 3.2: Example usage of branch to model conditional execution in the pro-
posed APIL.

import aggregate.AggregateAPI.{given, *}
import aggregate.Aggregatelib.x
import scala.language.implicitConversions

def distanceToGateways(
local: Aggregate[Boolean],
gateway: Aggregate[Boolean]
): Aggregate[Float] =
branch(local)(Float.PositiveInfinity)(gradient(gateway))

def distancelInServiceProvisioning(
local: Aggregate[Boolean],
requester: Aggregate[Boolean],
gateway: Aggregate[Boolean]

): Aggregate[Float] =
branch(local)(gradient(requester))(gradient(gateway))

As you can see at the top of[3.1] the API is split into a core part (AggregateAPI,
explained in section and a library (AggregateLib, explained in section [3.2)).

3.1 Core API

The core API is defined as the AggregateAPI trait to be implemented later.

3.1.1 Core XC constructs

Listing 3.3: Core constructs of the AggregateAPI trait.
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3.1. CORE API

trait AggregateAPI:
type Device
// Abstract higher-kinded type representing an aggregate computation
type Aggregate[_]

def uid: Aggregate[Devicel]
def nfold[A, BJ(init: Aggregate[A])(a: Aggregate[B])
(f: (A, B) => A): Aggregate[A]
def exchange[A, S](default: Aggregate[S])
(f: Aggregate[S] => (Aggregate[A]l, Aggregate[S])): Aggregatel[Al]
def sensor[A](s: => Aggregate[A]): Aggregatel[A]
def call[AJ(f: Aggregate[() => Aggregate[A]]l): Aggregatel[A]
/"o
Each foundational XC construct is modeled as a function that returns an
Aggregate. Note that all the functions accept Aggregate parameters; this is done
to ease composition, as in this way both the inputs and the output of these func-
tions are Aggregates.
Note that the nfold parameters have changed order with respect to the orig-
inal XC definition. This was done because the original definition resulted in the

compiler having trouble inferring the right types.

3.1.2 Running an Aggregate

In effectful programming, it is quite common to turn programs with side effects
into pure data structures that will perform these side effects only when specifically
instructed to do so (sometimes called “the end of the world”). This kind of pattern
allows one to define the whole program in a pure way while also making explicit
where the side effects are actually triggered.

That is the exact approach we are using for the Aggregate effect. In 3.4 we
define a run method, which takes a pure Aggregate program alongside the device
id and the received value-trees, and then runs an execution round, producing the

output value-tree.

Listing 3.4: Definition of the run method for executing an aggregate computation.
import ValueTrees.=*
trait AggregateAPI:

// The input environment is a map that associate each neighbour
// with its latest produced value-tree.
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type Env = Map[Device, ValueTree[Any]]
VA

extension [A](fa: Aggregatel[A])
def run(uid: Device)(Env): ValueTree[A]

3.1.3 Aggregate’s monadic interface

Listing 3.5: Monadic interface of the Aggregate type.
import NValues.x
trait AggregateAPI:

7

def pure[AJ(nv: NValue[A]): Aggregate[A]

// Overloaded version of pure which accepts a local value

def pure[Al(a: A): Aggregate[Al]

extension [A](fa: Aggregatel[A])

def map[BJI(f: NValue[A] => NValue[B]): Aggregate[B]
def flatMap[BJ(f: NValue[A] => Aggregate[B]): Aggregate[B]

It is immediately clear that something is different in the signatures of map
and flatMap with respect to what we have seen previously. In fact, given an
Aggregate[A], you would expect f to be a function of type A => B and A =>
Aggregate[B] respectively, but instead it is of type NValue[A] => NValue[B] and
NValue[A] => Aggregate[B] respectively. In section [2.1.1, we said that we can
work just with nvalues since local values can be implicitly lifted; this means that we
can take for granted that Aggregates always compute on nvalues. This assumption
can be used to simplify the appearance of our types; in fact, it is much more con-

venient to write (and read) Aggregate[Int] instead of Aggregate[NValue[Int]].

Using flatMap for composing Aggregates In a purely functional program,
it does not matter “when” or “where” an expression is evaluated, and this is a
direct consequence of the characteristics of pure functions that we described in
section 2.2l But in our case, the position in the AST of an expression actually
matters, and therefore we need a way to make explicit that it should be evaluated
in a specific location or context. In XC, we can do that by binding that expression

to a constant:
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Listing 3.6: Example of XC expression whose evaluation depends on its position
in the program.

def countNeighbours() { nfold(+, 1, 0) 3}

// countNeighbours will count only neighbours whose sensor

// evaluates to true

def programl(booleanSensor) {
if(booleanSensor) { countNeighbours() } else { 0 }

// countNeighbours will count all neighbours regardless of
// what sensor evaluates to
def program2(booleanSensor) {

val count = countNeighbours ()

if(booleanSensor) { count } else { 0 }

In our API, we do that by using flatMap; in fact, many well-known monads
use flatMap as a way of sequencing operations (see, for example, the 10 or the

State monads).

Listing 3.7: Example of using flatMap to sequence aggregate computations.
def countNeighbours(): Aggregate[Int] =
nfold(init = @) (1) (_ + _)

def programl (sensor: Aggregate[Boolean]): Aggregate[Int] =
branch (sensor) (countNeighbours ()) (0)

def program2(sensor: Aggregate[Boolean]): Aggregate[Int] =
countNeighbours (). flatMap(count =>
branch (sensor) (count) (9)

// semantically equivalent to

// for

// count <- countNeighbours ()

// result <- branch(sensor) (count) (0)
// yield result

3.1.4 Implicit conversions

For the sake of convenience, we also define implicit conversions from any type A to
Aggregate[A] and from any NValue[A] to Aggregate[A]. Implicit conversions are

a mechanism provided by Scala that allows one to define a way to convert a type
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into another one so that the compiler can automatically insert that conversion

where needed.

Listing 3.8: Implicit conversions enabling implicit lifting into the Aggregate effect.
import NValues.x
trait AggregateAPI:
7
given from[A]: Conversion[A, Aggregatel[A]]
given fromNV[A]: Conversion[NValue[A], Aggregate[A]]
For instance, these conversions allow one to pass any value of type A or

NValue[A] as an argument to functions that accept an Aggregate[A].

3.1.5 NWValues

NValues are the underlying datatype of the whole API, though the operations they

provide are pretty simple:

Listing 3.9: Core API of the NValue datatype.
object NValues:
import AggregateAPI.Device
opaque type NValue[+A] = ??2?

// various trivial constructors ...

def pointwise[A, B, CI(
a: NValuelA],
b: NvValue[B],
f: (A, B) => C

): NValue[C] = ?7?7?

extension [AJ(nv: NValue[Al)
def apply(d: Device): A = ?27?
def set(d: Device, value: A): NValue[A]l = 27?7
def setWith(d: Device, f: A => A): NValue[A] = 27??
pointwise is a utility function that allows one to apply a binary function
to two NValues in a pointwise manner. The easiest way to visualize this is by
considering NValues as discrete spatial fields of values (computational fields [1]);
imagine overlapping two of them and then combining them at every point by means

of the given binary operator.
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apply is a special method in Scala; in fact, it can be called without specifying
its name (nv.apply(device) is the same as nv(device)). This allows one to mimic
the syntax of XC for accessing local values in an nvalue.

set and setWith allow one to update the value of a specific device.

NValues also provide several lifted mathematical and logical binary operators

in the form of infix methods:

Listing 3.10: Lifted logical and arithmetic operators for NValue.

object NValues:
//

// Equals
extension [AJ(a: NValue[A]) infix def eq(b: NValue[A]): NValue[Boolean] = 2?7

// Logic operators

extension (a: NValue[Booleanl)
infix def &(b: NValue[Boolean]): NValue[Boolean] = ?27??
infix def |(b: NValue[Boolean]): NValue[Boolean] = 27?7

// MATH

extension [A: Numeric as num](a: NValue[A])
infix def +(b: NValue[Al): NValue[A] = ?7??
infix def -(b: NValue[Al): NValue[A] = ?7?
infix def x(b: NValue[A]l): NValuel[A] = ?72?
infix def <(b: NValue[A]): NValue[Boolean] = ?27?7?
infix def >(b: NValue[A]): NValue[Boolean] = ?7?7?
infix def <=(b: NValue[A]): NValue[Boolean] = ???
infix def >=(b: NValue[A]): NValue[Boolean] 77

extension [A: Fractional as fracl(a: NValue[A])
infix def /(b: NValue[Al): NValue[A] = 27?7

NValues are monads too

Listing 3.11: Monadic interface of NValue.

object NValues:
//

object NValue:
// Allows syntax NValue(x) which is a very basic constructor
// in fact it plays the role of the monadic "pure”
def apply[AJ(a: A): NValue[A] = 7?27

extension [AJ(nv: NValue[A])
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def map[B](f: A => B): NValue[B] = ???
def flatMap[BJ(f: A => NValue[B]): NValue[B] = ???

NValues also feature map and flatMap; in fact, they are monads too, and the

effect they capture is that of the pointwise application of functions. In the example

below, we see how to sum two integer fields:

Listing 3.12: Pointwise sum of two NValues using a for-comprehension.

val nvA: NValue[Int] 7?7?
val nvB: NValue[Int]

for

"

a <- nvA

b <- nvB

yield a + b
As a consequence, the previously presented pointwise function can actually be
implemented in terms of flatMaps and maps; it is defined just for convenience and

ease of use.

3.2 Library API

The AggregateLib module provides multiple building blocks like nbr, rep,
gradient, broadcast, and many others. However, in this section we are going

to present just the most basic ones, those upon which almost any other builds.

Listing 3.13: Core utility functions provided by Aggregatelib.

object Aggregatelib:
import AggregateAPI.=*

def retsend[A](a: Aggregate[A]l): (Aggregate[A], Aggregate[A]l) = ?7??

def branch[Al(cond: Aggregate[Boolean])(th: => Aggregate[A])(
el: => Aggregatel[A]
): Aggregate[A] = 7?27

def mux[Al(cond: Aggregate[Boolean]) (th: Aggregate[A])(
el: Aggregate[A]
): Aggregate[A] = 2?77

def pointwise[A, B, CI(
a: Aggregatel[A],
b: Aggregate[B],
f: (A, B) => C
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): Aggregate[C] = ?7??

extension [A](a: Aggregatel[A])
def update(d: Aggregate[Device], f: A => A): Aggregate[A] = ?2?
def updateSelf(f: A => A): Aggregate[A] = 277
def updateSelf(b: A): Aggregate[A]l = 2?7
def self: Aggregate[A] = 2?7

70 oo

retsend is just syntactic sugar for turning the input Aggregate into a tuple.

branch is the equivalent of an if expression in XC. Note that th and el are call-
by-name parameters; this means that they will be evaluated (inserted into
the Aggregate program) only if actually used, which is necessary to mimic

the behavior of an if expression.

mux is a purely functional multiplexer, which means that it will evaluate both

branches before returning the value of the chosen one.

pointwise is just a simple way of extracting the underlying NValues and applying

NValues.pointwise to them.

update is a utility function to update the local value of a specific device d by
applying f to the current value. The two updateSelf functions are just

specializations of update.

self extracts the current device local value from the Aggregate. Note that it
results in another Aggregate; doing otherwise would have meant “exiting”

from the effectful computation.

3.2.1 Utility binary operators

Listing 3.14: Lifted logical and arithmetic operators for Aggregate.

object Aggregatelib:
import AggregateAPI.x
VA

// Equals
extension [A](a: Aggregatel[A])
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infix def eq(b:

Aggregatel[A]):

// Logic operators

extension (a:

infix def &(b:

infix

// MATH

extension [A:

infix
infix
infix
infix
infix
infix

infix

extension [A:

def

def
def
def
def
def
def
def

| (b:

+(b:
-(b:
*(b:
<(b:
>(b:
<=(b:
>=(b:

infix def /(b:

Numeric](a:

Fractionall(a:

Aggregate[Boolean]):
Aggregate[Boolean]):

Aggregatel[A]):
Aggregatel[A]):
Aggregate[A]):
Aggregate[A]):
Aggregate[A]):
Aggregate[A]):
Aggregate[A]):

Aggregate[A]):

Aggregate[Boolean]

Aggregate[Boolean])

Aggregate[A])

Aggregate[A] = 27?7
Aggregate[A] = 27?7
Aggregate[A]l = 27?7

Aggregate[Boolean] =

Aggregate[Boolean]
Aggregate[Boolean]
Aggregate[Boolean]

Aggregate[A])

Aggregate[A] = 72?7

Aggregate[Boolean]

=77

?772?

Aggregate[Boolean] = ?72?

e
e
= ?7?7?

= ?7?7?

We provide infix operators for the most common pointwise operations. Practi-

cally speaking all of them are just wrappers around the already presented operators

on NValues.

Note that we could not provide a given instance for the Numeric typeclass, as

it requires some methods which would imply “exiting” the effect, for example:

Listing 3.15: Signature of a method in the Numeric typeclass. Note that the return

type is not wrapped inside the Aggregate monad.

// It does not make sense to compare Aggregates without running them

def compare(x:

Aggregate[A], y:

Aggregate[A]): Int

22
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Chapter 4

Implementation

In this chapter, we explain the implementation of the proposed work, following

a bottom-up approach while omitting self-explanatory code snippets for brevity.

Finally, we briefly describe how testing was conducted.

4.1 NValues

An NValue is essentially a map with a default value. We define it as an opaque type,

which means that outside this scope the actual implementation is not exposed.

Listing 4.1: Implementation of the NValue datatype and its monadic operations.

object NValues:
import AggregateAPI.Device

opaque type NValue[+A] = NValuelImpl[A]
private case class NValueImpl[+AJ(default: A, values: Map[Device, Al = Map())

object NValue:
def apply[AJl(default: A, values: Map[Device, A] = Map()): NValue[A] =
NValueImpl (default, values.filter((_, a) => a != default))
def apply[AJ(default: A, values: (Device, A)=*): NValue[A] =
NValue (default, values.toMap)

extension [AJ(nv: NValue[Al)
def apply(d: Device): A = nv.values.get(d).getOrElse(nv.default)
def set(d: Device, value: A): NValue[A] =
NValue(nv.default, nv.values.updated(d, value))
def setWith(d: Device, f: A => A): NValuel[A] =
val value = f(nv(d))
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NValue (nv.default, nv.values.updated(d, value))
def map[B](f: A => B): NValue[B] =

NValue (f(nv.default), nv.values.view.mapValues(f).toMap)
def flatMap[BJ(f: A => NValue[B]): NValue[B] =

val fd = f(nv.default)

val keys = nv.values.keySet ++ fd.values.keySet
NValue (
fd.default,

keys.map(d => (d, f(nv(d))(d))).toMap

def pointwise[A, B, CI(
a: NValue[A],
b: NValue[B],
f: (A, B) => C
): NValue[C] =
for
a <- a
b <- b
yield f(a, b)

// Equals
extension [Al(a: NValue[Al)
infix def eq(b: NValue[A]): NValue[Boolean] =
pointwise(a, b, _ == _)

// Every other logic or math operator is implemented in the

// same way as "eq” and therefore we avoid showing them

/1o
flatMap is the only method whose implementation is not trivial. The easiest way
to understand what flatMap does is to think of NValues as computational fields.
Given an initial field nv and a function f that maps values to new fields, flatMap
constructs a resulting field in which the value at a specific device d is computed by
applying f to the local value nv(d) and then extracting the value corresponding

to d from the resulting sub-field.

4.1.1 Monad laws

By inspecting the implementation of pure and flatMap, we observe that:
Vd, pure(a)(d) = a (A)

vd, nv.flatMap(f)(d) = f(nv(d))(d) (B)
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Left identity

pure(a). flatMap(f) = f(a)

We evaluate both sides pointwise at an arbitrary device d:
pure(a). flatMap(f)(d) = f(a)(d)
We substitute a in the right-hand side following eq. :
pure(a). flatMap(f)(d) = f(pure(a)(d))(d)
We expand flatMap in the left-hand side following eq. :
f(pure(a)(d))(d) = f(pure(a)(d))(d)

Both sides of the equation are equal; therefore, left identity holds for NValue.

Right identity

nv. flatMap(pure) = nv

We evaluate both sides pointwise at an arbitrary device d:
nv. flat Map(pure)(d) = nv(d)
We expand flatMap in the left-hand side following eq. :
pure(nv(d))(d) = nv(d)
We expand the left-hand side following eq. (A)):
nv(d) = nv(d)

Both sides of the equation are equal; therefore, right identity holds for NValue.
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Associativity
nv. flatMap(f).flatMap(g) = nv. flatMap(a — f(a).flatMap(g))

We evaluate both sides pointwise at an arbitrary device d:
nv. flatMap(f).flatMap(g)(d) = nv. flatMap(a — f(a).flatMap(g))(d)
We expand flatMap(g) in the left-hand side following eq. (B):
g(nv. flatMap(f)(d))(d) = nv. flatMap(a — f(a).flatMap(g))(d)
We expand flatMap(f) in the left-hand side following eq. (B]):

9(f(nv(d))(d))(d) = nv. flatMap(a — f(a).flatMap(g))(d)

We expand the outer flatMap in the right-hand side following eq. (we substi-
tute a with nv(d)):

g9(f(nv(d))(d))(d) = f(nv(d)).flatMap(g)(d)

We expand flatMap(g) in the right-hand side following eq. (B):

9(f(nv(d))(d))(d) = g(f(nv(d))(d))(d)

Both sides of the equation are equal; therefore, associativity holds for NValue.

4.2 ValueTrees

In standard XC, value-trees hold nvalues only on nodes relative to exchanges. In
our formulation, however, every Aggregate expression evaluates to a ValueTree.
Consequently, ValueTrees are not limited to representing exchanged messages,
but they also carry the result of each Aggregate sub-expression. Following this

approach, a ValueTree actually represents a fully evaluated program.

Listing 4.2: Definition of the ValueTree structure and its evaluation to an NValue.
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object ValueTrees:
import NValues.x

enum ValueTree[+A]:
case NVal(nv: NValuelAl)
case Sequence(before: ValueTreel[Anyl, after: ValueTree[A])
case Exchange[+R, +S](
ret: ValueTree[R],
send: ValueTree[S]
) extends ValueTree[R]
case Call(id: String, f: ValueTree[Al)
import ValueTree.x

extension [AJ(vt: ValueTree[A])
def nv: NValue[A] = vt match

case NVal(nv) => nv
case Exchange(ret, send) => ret.nv
case Call(id, f) => f.nv

case Sequence(before, after) => after.nv
A ValueTree is defined as a union type where each node can be either one of:
Nval: A simple node with an NValue attached to it. NVals are always leaves.

Sequence: A node that expresses the ordered nature of a ValueTree. For instance,

a node with three leaves would be represented as:

Sequence
NVal(nv1) Sequence
NVal(nv2) NVal(nv3)

Exchange: A node that marks the presence of an exchange in the program. ret
represents the return value of the exchange expression, while send represents

the value to send to neighbouring devices.

Call: A node that marks the presence of a call to a function. id is the unique
identifier of that function, while f represents its result. Functions need to be

labeled with an id to be able to align ValueTrees correctly (see [2, p. 10]).
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The nv extension method turns a ValueTree into an NValue by traversing the
tree down to a leaf. When encountering an Exchange node, the ret child is selected,

while for a Sequence node the after child is selected.

4.3 Alignment monad

Up until now, we have talked about the “Aggregate effect,” but it is actually
possible (and convenient in terms of implementation) to decompose this effect
even further. In fact, we can isolate just the “Alignment effect” and implement it
as a monad.

For this effect, we use the same pattern described before: turning the compu-
tation into a pure data structure to be evaluated at a later moment.

We define an Alignment opaque type, which is concretized by a union type
named Grammar. We call this data type Grammar as it resembles a grammar for

defining languages.

Listing 4.3: Grammar representation underlying the Alignment effect.

object AlignmentModule:

opaque type Alignment[+A] = Grammar[A]

private enum Grammar[+A]:
case Pure(a: NValuel[Al)
case Exchange(ret: Grammar[A], send: Grammar[Any])
case Call(id: String, f: () => Alignment[A])
case AlignedEnv(f: (Env) => Alignment[A])
case FlatMap[A, +B](fa: Grammar[A], f: NValue[A] => Grammar[B])

extends Grammar[B]
import Grammar.x*

object Alignment:

// The following functions act as the API for the Alignment effect

def pure[AJ(a: NValue[Al): Alignment[A] = Pure(a)

def call[AJ(id: String, f: () => Alignment[A]): Alignment[A] =
Call(id, f)

def exchange[A](ret: Alignment[A], send: Alignment[Anyl): Alignment[A] =
Exchange(ret, send)

def alignedEnv[AJ(f: (Env) => Alignment[A]): Alignment[A] =
AlignedEnv (f)

//

Pure: A way of wrapping a pure value inside the effect.
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Exchange: Represents an exchange in the program.
Call: Represents a call to a function in the program.

AlignedEnv: Allows access to the current aligned Env in order to produce a new

Alignment based on it.

FlatMap: Reifies a monadic flatMap; we use it to sequence one Alignment after
the other.

We have just presented the pure function; here are the map and flatMap im-

plementations.

Listing 4.4: Monadic operations for the Alignment effect.

object AlignmentModule:
/] ...

object Alignment:
VA

extension [A](fa: Alignment[A])
def map[BJ(f: NValue[A] => NValue[B]): Alignment[B] =
// // Less efficient (creates more nodes)
// fa.flatMap(a => Alignment.pure(f(a)))

fa match
case Call(id, fun) => Call(id, () => fun().map(f))
case Exchange(ret, send) => Exchange(ret.map(f), send)
case AlignedEnv (fun) => AlignedEnv(env => fun(env).map(f))
case Pure(a) => Pure(f(a))
case FlatMap(fa, fun) => FlatMap(fa, a => fun(a).map(f))

def flatMap[B](f: NValue[A] => Alignment[B]): Alignment[B] =
FlatMap(fa, f)

flatMap: This implementation is trivial; in fact, it just constructs a

Grammar.FlatMap instance. The actual flatMap behavior is implemented

in the run function (see |4.3.1)).

map: The “classic” implementation based on flatMap would result in a larger data
structure with additional unnecessary FlatMap nodes. The presented imple-

mentation is more efficient in terms of memory usage.
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4.3.1 Running an Alignment

In we present the whole logic for “running”, or even better, “interpreting” an

Alignment.

Listing 4.5: Interpreter for executing Alignment computations.

object AlignmentModule:
//

object Alignment:
//

extension [A](fa: Alignment[A])
def run(env: Env): ValueTree[A] =
fa match
case Pure(a) => ValueTree.NVal(a)
case Exchange(ret, send) =>
val retTree = ret.run(env.enter[ValueTree.Exchangel[?, ?]1]1(_.ret))
val sendTree = send.run(env.enter[ValueTree.Exchange[?, ?]1](_.send))
ValueTree.Exchange(retTree, sendTree)
case Call(id, f) =>
val alignedEnv = env.collect ({
case (d, t @ ValueTree.Call(id1, _)) if id == idl => (d, t)
»
val fTree = f().run(alignedEnv.enter[ValueTree.Call[?]](_.f))
ValueTree.Call(id, fTree)
case AlignedEnv(f) => f(env).run(env)
case FlatMap(fa, f) =>
val beforeTree = fa.run(env.enter[ValueTree.Sequencel[?]1](_.before))
val afterTree =
f(beforeTree.nv).run(env.enter[ValueTree.Sequence[?]1](_.after))

ValueTree.Sequence(beforeTree, afterTree)

import scala.reflect.ClassTag
extension (env: Env)
private def enter[T <: ValueTree[?]: ClassTagl(
f: T => ValueTree[Any]
): Env =
env.collect({ case (d, t: T) => (d, f(t)) })
run recursively traverses the Grammar tree (remember that Alignment is a type
alias for Grammar) while constructing a ValueTree. The only input parameter is an
Env (an alias for Map[Device, ValueTree[Any]]) which stores all the ValueTrees
received from the neighbouring devices.
During the whole recursion, we want the ValueTrees in the environ-

ment to always be aligned with the ValueTree currently under construction.
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To do that, we use the function named enter, which basically maps ev-
ery ValueTree in the environment according to a function f. For instance,
env.enter[ValueTree.Exchange[?, ?]]1(_.ret) can be read as: “on every neigh-
bouring ValueTree, which is expected to be an Exchange node, enter into the ret
child”.

The easiest way to visualize this process is to think that when run is processing
a node, it is as if a cursor is pointing at that node. All the environment ValueTrees
have their own cursors as well, and they need to perform the exact same movements
that the other cursor is performing. Of course, when ValueTrees overlap partially,
we will filter out those trees that do not overlap.

Now let’s analyze how to handle each Grammar construct:
Pure: Trivially becomes a leaf in the ValueTree.

Exchange: We compute the trees representing the return value (retTree) and the
one representing the messages to send to neighbours (sendTree), and then

return a ValueTree.Exchange node containing those trees.

Call: Firstly, we filter out those ValueTrees in the environment whose id does not
match this Call node’s id. Then we compute the ValueTree of f (fTree)

and return a ValueTree.Call node containing fTree.

AlignedEnv: In this case, we pass the current environment to f and run the result

to directly compute the tree.

FlatMap: Firstly, we compute the tree of fa, which is the Alignment that should be
executed first. Then we pass the resulting NValue of beforeTree as input to
f and run it as well. In the end, we return a ValueTree.Sequence containing

beforeTree and afterTree.

4.3.2 Monad laws

In this section, we provide proof sketches that each monad law is satisfied by the
Alignment monad.
Each monad law is expressed as an equation. We draw the ValueTrees pro-

duced by interpreting the left-hand and right-hand sides of the equation and then
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compare them. ValueTrees are compared based on their resulting NValue, which
is computed by the nv function (see[f.2)). Some nodes in the trees are labeled with
a name (e.g., m or z); we use those names to refer to the subtree having that node
as its root. The .run method is used to express the fact that an Alignment is

interpreted into a ValueTree (for brevity, the Env argument is omitted).

Left identity

pure(a).flatMap(f) = f(a)

If we evaluate the ValueTree on the left-hand side, the resulting NValue is
f(a).run.nv, which is exactly the same as the result obtained by evaluating the

tree on the right-hand side (f(a).run.nv).

Sequence f(a).run

o4 \%{
NVal(a) f(a)

.run

Right identity
m. flatMap(pure) = m

Let m be an arbitrary ValueTree. The left-hand ValueTree evaluates to m.nv,

and the right-hand side evaluates to m.nv as well.

m
Sequence
w ¥ &
NVal(m.nv)

Associativity
m.flatMap(f).flatMap(g) = m.flatMap(a — f(a).flatMap(g))

Let m be an arbitrary ValueTree, and let x be the subtree rooted at the par-

ent of m. The left-hand ValueTree evaluates to g(z.nv).run.nv, which can
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be expanded to g(f(m.nv).run).run.nv. The right-hand side evaluates to

g(f(m.nv).run).run.nv.

Sequence Sequence
9@9«5‘/ \2@¢< - ?&&/ \%c{
Sequence g(z.nv).run Sequence
f(m.nv).run f(m.nv).run g(f(m.nv).run).run

4.4 Aggregate monad

In this section, we describe the Aggregate monad and how it is implemented in
terms of the Alignment monad. In [4.4.2] we provide a proof sketch that monad
laws are satisfied by the Aggregate monad.

Aggregate[A] is actually an opaque type alias for Device => Alignment[A].
The easiest way to think about it is that an Aggregate computation has two effects:
alignment and a global immutable state, namely the device id. In fact, in order
to run an Aggregate, we simply provide the device id and then run the resulting

Alignment.

Listing 4.6: Aggregate concrete implementation.

object AggregateImpl:
opaque type Aggregate[+A] = Device => Alignment[A]

extension [A](a: Aggregatel[A])
def run(uid: Device)(env: Env): ValueTree[A] =
a(uid).run(env)

70 oo

Here we present the implementation of each of the core Aggregate functions.

uid and sensor

Listing 4.7: Implementation of the uid and sensor primitives.

object Aggregatelmpl:
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/7 ...

def uid: Aggregate[Device] = id => Alignment.pure(NValue(id))
def sensor[A](s: => Aggregate[A]): Aggregate[A]l = s(_.)

VYA

uid simply wraps the given uid into an NValue and then lifts it into a pure

Alignment, while sensor simply evaluates s by injecting the device id.

call

Listing 4.8: Implementation of the call construct.

object AggregatelImpl:
/7 ...

def call[A](f: Aggregate[() => Aggregate[A]]l): Aggregate[A] = id =>
for
fNV <- f(id)
lambda = fNV(id)
result <- Alignment.call(
id = lambda.toString(),
f = () => lambda () (id)
)
yield result

The call function constructs an Alignment computation that:

1. evaluates f to extract the lambda to be called (note that fNV is of type
NvValue[() => Aggregate[A]]);

2. extracts the lambda to call from the NValue fNV;

3. evaluates an Alignment call to a function where the id of the function is the
lambda object identifier (lambda.toString()), and the function is a lambda

that, when executed, will run the actual lambda.

nfold

34 CHAPTER 4. IMPLEMENTATION



4.4. AGGREGATE MONAD

Listing 4.9: Implementation of the nfold operator.

object Aggregatelmpl:
/! ...

def nfold[A, BJ(init: Aggregate[A])(a: Aggregate[B])(
f: (A, B) => A
): Aggregate[A] = id =>
for
initNV <- init(id)
aNV <- a(id)
result <- Alignment.alignedEnv(env =>
val neighbours = env.keySet - id
val folded = neighbours.foldLeft(initNV(id)) ((acc, d) => f(acc, aNV(d)))
Alignment.pure(NValue(folded))

)
yield result

The nfold function constructs an Alignment computation that:
1. evaluates init to extract the initial value of the fold operation;
2. evaluates a to extract the NValue containing all the messages to be folded;

3. uses Alignment.alignedEnv to gain access to the aligned Env and compute
the fold by:
(a) retrieving all the neighbour ids, excluding the current device;
(b) computing the fold operation;

(c) returning a pure Alignment wrapping the result.
exchange

Listing 4.10: Implementation of the exchange communication primitive.

object Aggregatelmpl:
/...

def exchange[A, S](default: Aggregate[S])(
f: Aggregate[S] => (Aggregate[A], Aggregate[S])
): Aggregate[A] = id =>
for
defaultNV <- default(id)
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defaultValue = defaultNV(id)
result <- Alignment.alignedEnv(env =>

val overrides =

env.view

.mapValues(tree =>
tree
.asInstanceOf[ValueTree.Exchange[A, defaultValue.typel]]
.send
.nv(id)
)
. toMap

val nbrMessages = NValue(defaultValue, overrides)

val (ret, send) = f(pure(nbrMessages))

Alignment.exchange(ret = ret(id), send = send(id))

)

yield result

The exchange function constructs an Alignment computation that:

1. evaluates default to extract the default value of the exchange operation;

2. extracts the defaultValue from the NValue defaultNV;

3. uses Alignment.alignedEnv to gain access to the aligned Env and compute

both the return and send values by:

(a)
(b)

(c)
(d)

retrieving all the messages sent by neighbours (overrides);

constructing an NValue with the default value and the computed

overrides;
applying f in order to obtain ret and send;

returning an Alignment.exchange containing ret and send.

4.4.1 Monadic operations

Listing 4.11: Implementation of the monadic operations of Aggregate.

object AggregatelImpl:

opaque type Aggregate[+A] = Device => Alignment[A]

7 oo

def pure[A](a: NValuel[Al): Aggregate[A] = _ => Alignment.pure(a)

// convenience overload

36
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def purel[Al(a: A): Aggregate[A] = pure(NValue(a))
extension [A](fa: Aggregate[A])
def map[BJ(f: NValue[A] => NValue[B]): Aggregate[B] =
fa.flatMap(a => pure(f(a)))

def flatMap[BJ(f: NValue[A] => Aggregate[B]): Aggregate[B] = id =>
fa(id).flatMap(a => f(a)(id))

pure simply delegates to Alignment.pure.
map is implemented in the “classic” way (see section [2.2.1)) using flatMap.

flatMap simply delegates to Alignment.flatMap, injecting the device id.

4.4.2 Lawfulness

The Aggregate[A] monad, defined as Device => Alignment[A], can be seen as
a particular instance of the ReaderT monad transformer (see [6, Sec. 7.2, “Envi-
ronment Monad Transformer”]), where the environment corresponds to the device
identifier. Since ReaderT preserves monadic lawfulness provided that the under-
lying monad is lawful, and since Alignment has been shown to satisfy the monad

laws, it follows that Aggregate is lawful as well.

4.5 Library

In this section, we describe the library functions whose implementation is directly
related to our work, thus excluding well-known functions from the XC paper (e.g.,

nbr, rep, etc.).

4.5.1 pointwise

This function provides a convenient way to extract the NValues of two Aggregates
and combine them pointwise. The implementation is straightforward and largely

self-explanatory.

Listing 4.12: Pointwise application of functions on Aggregate.
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object Aggregatelib:
import AggregateAPI.x
/] ...

def pointwise[A, B, CI(
a: Aggregatel[A],
b: Aggregate[B],
f: (A, B) => C

): Aggregate[C] =

for
aNV <- a
bNV <- b

yield NValues.pointwise(aNV, bNV, f)

4.5.2 branch

Branching splits an Aggregate computation into two non-communicating sub-

domains.

Listing 4.13: Implementation of the branch function.

object Aggregatelib:
import AggregateAPI.x
VA

def branch[A]l(cond: Aggregate[Boolean]) (th: => Aggregate[A])(
el: => Aggregate[A]
): Aggregate[A] =
call:
mux (cond) (pure (() => th))(pure(() => el))
Branching is achieved by evaluating different functions in the two sub-domains.
Specifically, we construct two lambdas (one for each branch) to suspend evaluation
of the th or el Aggregates, and then pass the corresponding Aggregate lambda

to the call construct.

4.5.3 self

This function extracts the local value of an Aggregate. To remain within the
Aggregate effect, the return type is itself Aggregate. Intuitively, if the input
Aggregate represents a computational field (where different devices may have dif-

ferent values), the output is a constant field (where all devices share the same
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value) corresponding to the local value of the input.

Listing 4.14: Implementation of the self extension method.

object Aggregatelib:
import AggregateAPI.x
/...

extension [AJ](a: Aggregatel[A])
def self: Aggregate[A] =
for
aNV <- a
uidNV <- uid
yield uidNV.map(uidValue => aNV(uidValue))

The implementation proceeds as follows:
1. Evaluate the Aggregate a to obtain NValue aNV;

2. Evaluate the Aggregate uid to obtain NValue uidNV (recall that uid is a
constant field);

3. Map each point of uidNV to the local value of aNV (which is identical across

all points).

4.5.4 mux

This function acts as a multiplexer: both branches are evaluated regardless of the
condition, and the value of the selected branch is returned. This allows conditional

evaluation without splitting the Aggregate computation domain.

Listing 4.15: Implementation of the mux library function.

object Aggregatelib:
import AggregateAPI.x*
/...

def mux[AJl(cond: Aggregate[Boolean])(th: Aggregatel[A])(
el: Aggregatel[A]
): Aggregate[A] =
import NValues.x*
for
condNV <- cond.self
thNV <- th
eINV <- el
yield (for
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condV <- condNV
thV <- thNV
elV <- elNV
yield if condV then thV else elV)

The implementation proceeds as follows:

1. Evaluate cond.self to obtain NValue condNV (the condition is evaluated on

the device-local value);
2. Evaluate both branches to obtain NValues thNV and elNV;

3. Select the right value corresponding to the condition (remember that a for-

comprehension in the context of NValues represents a pointwise operation).

4.5.5 update

This function updates a device local value by applying a function f. Convenient

overloads are provided to update the local value of the current device.

Listing 4.16: Implementation of update operations over Aggregate.

object Aggregatelib:
import AggregateAPI.x
/...

extension [A](a: Aggregate[A])
def update(d: Aggregate[Devicel, f: A => A): Aggregate[A] =
for
aNV <- a
dNV <- d
yield dNV.flatMap(dV => aNV.setWith(dv, f))
def updateSelf(f: A => A): Aggregate[A] =
a.update(uid, f)
def updateSelf(b: A): Aggregatel[A] =
a.update(uid, _ => b)

The implementation proceeds as follows:
1. Evaluate Aggregate a to obtain NValue aNV;

2. Evaluate Aggregate d to obtain NValue dNV;

3. For each point in dNV (for each device identifier dV), update the local value

of device dV in aNV with the given function f.
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4.6 Testing

To validate the correctness of the proposed implementation, we relied primarily on
an existing test suite originally developed for a reference prototype. As mentioned
in section [I.3] this suite was adapted so that it could be executed against the
implementation presented in this thesis. The imported tests are organized into
two groups: basic tests and advanced tests. These two suites target different

aspects of the implementation.

4.6.1 Basic test suite

The basic tests focus on validating the correctness of the core execution semantics
of the Aggregate effect and the fundamental primitives provided by the APIL. In

particular, they verify:
e correct lifting of local values and NValues into the Aggregate effect;

e the semantics of key primitives such as exchange, nfold, and sensor access

as well as basic building blocks like rep, nbr and mux;
e correct handling of branching and alignment;
e basic neighbour interaction and state evolution across rounds.

These tests typically operate on small network configurations and verify the

results of individual execution rounds.

4.6.2 Advanced test suite

The advanced tests evaluate the behavior of higher-level aggregate algorithms.
Unlike the basic tests, these scenarios focus on emergent distributed behavior
across larger topologies and non-deterministic firing of devices.

Some examples are algorithms such as gradients, broadcasts, and channel con-
struction. These algorithms rely on repeated round device executions, and there-

fore the tests simulate this behavior by triggering multiple execution rounds, where
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devices fire in random order. The goal is to verify that the system eventually con-
verges to the expected global state, demonstrating the correctness of neighbour

interaction, alignment, and information propagation across the network.

Listing 4.17: Example of an advanced test for gradient.

// multiple imports including testing utilities

class AdvancedAggregateTest extends org.scalatest.funsuite.AnyFunSuite:
// extracts the local value of a fixed "runtime chosen” device
extension [A]l(nv: NValue[A]) def asValue: A = nv(selfDevice)

test("gradient”):
val place = Displacement.grid(3, 3)
val ds = Platform()
.withTopology(place. topology)
.withSensor[Boolean](
name = "src",
values = Map(place((@, 0)) -> true),
default = false)
// nbrRange is a neighbour sensor, 1.0 everywhere
// except that device (1,0) perceives only device (0,0) at distance 1.1
.withSensor[Double](
name = "nbrRange",
values = Map(place((1, @)) -> NValue(1.0, Map(place((0,0)) -> 1.1))),
default = 1.0)
.asDistributedSystem:

gradient(platformSensor ("src”))(using platformSensor (”"nbrRange”))

Seq(
place((1, @)) -> Double.PositivelInfinity,
place((0, 0)) -> 0.0,
place((1, 1)) -> Double.PositivelInfinity,
place((1, @)) -> 1.1,
place((1, 1)) -> 2
place((2, 0)) -> 2.1,
place((2, 1)) -> 3
place((o, 1)) -> 1
).foreach: (device, result) =>
ds.fire(device).top.asValue shouldBe result

(1 to 100) foreach (_ => ds.randomFire())
ds.fire(place(2, 2)).top.asValue shouldBe 4.0

In listing [4.17] we present an example of a test for the gradient library function.

The first part of the test configures the execution environment:

e A 3 x 3 grid topology is created, with device (0,0) located in the bottom-left
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corner.

e A src sensor is defined to identify the source of the gradient. In this case,

the source is device (0, 0).

e A second sensor, nbrRange, specifies the distance that each device perceives
to its neighbours. By default, this distance is 1.0 for all neighbouring devices.
However, device (1,0)—which is directly to the right of the source—perceives
the distance to (0,0) as 1.1.

e Devices are considered neighbours if they are adjacent in the grid (excluding

diagonals), meaning that each device can have at most four neighbours.
e Finally, the program under test is defined, namely the gradient function.

In the second part of the test, a sequence of tuples (device to fire, expected
result) is defined. Each device is fired deterministically and the result of the
program is checked against the expected value. For instance, as shown in the
first check, device (1, 0) initially has no information about its neighbours (since no
other device has executed yet), and therefore the computed distance to the source
is oo.

In the final part of the test, devices are fired one hundred times in a non-
deterministic order. After this sequence of executions, it is highly probable that the
computational field has stabilized. The final check confirms that the information
about the source has propagated across the network and reached the top-right

corner (device (2,2)) with the expected distance value of 4.0.

4.6.3 Coverage

The coverage report is shown below. It is worth noting that the types NValueImpl
and ValueTree are simple algebraic data types whose implementation contains no
significant logic. Aside from their data structure definition, the only additional
code consists of an overridden toString method used solely to improve the read-
ability of printed values.

Since these methods do not affect the computational semantics of the system,

they were not considered relevant for testing. Excluding these cases, the remaining
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Figure 4.1: Test coverage report.
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Chapter 5
Remarks

Looking back at the results achieved, this chapter focuses on multiple aspects that

merit closer attention.

5.1 Misleading API

There is a subtle flaw in the way the API was designed which allows programmers
to write misleading programs.

Most functions of the API accept Aggregate parameters, this was initially
conceived as a way of simplifying composition by not requiring the programmer to
flatMap on every Aggregate. However, passing an Aggregate to a function gives
no guarantee to the caller on whether that computation will ever be evaluated or
“where” it will be evaluated (which is different with respect to XC where evaluation
is strict). If the programmer is disciplined or if he knows that a specific function
has no branching behavior this causes no issues and can make programs more
concise and readable, however a different design of the API may prevent this issue

altogether.

5.1.1 Example

In the example below we see two XC programs with different semantics, in

programl countNeighbours will count only the neighbours that took the same
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branch, while program2 will compute the number of neighbours regardless of the

branch taken.

Listing 5.1: Example of XC programs where evaluation is clearly strict.

def countNeighbours() { nfold(+, 1, @) }

def programl(booleanSensor) {
if(booleanSensor) { countNeighbours() } else { @ }

def program2(booleanSensor) {
val count = countNeighbours ()
if(booleanSensor) { count } else { 0 }

Here are presented 3 programs written using our API. The first two programs
are equivalent to the two presented before while the third one which looks almost

identical to XC program?2 it actually have the semantics of programil.

Listing 5.2: Example illustrating how the API can be misleading.

def countNeighbours(): Aggregate[Int] =
nfold(init = @) (1) (_ + _)

// equivalent to XC programl

def programl (sensor: Aggregate[Boolean]): Aggregate[Int]
branch (sensor) (countNeighbours()) (0)

// equivalent to XC program2

def program2(sensor: Aggregate[Boolean]): Aggregate[Int]
for
count <- countNeighbours ()
result <- branch(sensor) (count) (0)
yield result

// equivalent to XC programl

def program3(sensor: Aggregate[Boolean]): Aggregate[Int] =
val count = countNeighbours ()
branch (sensor) (count) (0)

5.2 Labeling functions

This implementation uses JVM object identifiers for labeling lambda functions

(which is required to compute alignment). This approach would not work in a real
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deployment, because even when running the same program the object identifier of a
lambda function on two different JVMs would be different. This is just a technical
aspect that can be solved, the current approach is sufficient for our purpose of

exploring the design of an Aggregate monad.

5.3 Performance and stack safety

The approach of constructing a program as a data structure to be evaluated at a
later moment can easily cause high memory usage and introduces an “interpreta-
tion” overhead. Moreover deep recursion may cause the stack to overflow, which
is a well-known issue of monadic programming.

All these aspects were not addressed as the goal of this implementation was

not to be production-ready but just to explore the design of an Aggregate monad.

CHAPTER 5. REMARKS 47



5.3. PERFORMANCE AND STACK SAFETY

48

CHAPTER 5. REMARKS



Chapter 6

Conclusions and future work

6.1 Conclusions

This thesis explored the idea that aggregate computation can be understood and
structured as a monadic effect. Starting from the formal foundations of aggregate
computing and the eXchange Calculus, we progressively developed a conceptual
and practical framework in which alignment and neighbour interaction are inter-
nalized within a principled functional abstraction.

The key contribution of this work is the formulation of an Aggregatel[A] type
as a lawful monad. This abstraction encapsulates the semantics of aggregate com-
putation through a standard monadic interface. By doing so, aggregate programs
can be composed using well-known functional patterns, and their effectful nature
becomes explicit in type signatures.

The implementation was structured in a layered manner:

e NValues were introduced as a monadic representation of computational

fields, capturing the effect of pointwise evaluation of functions.

e The Alignment monad was defined to isolate and model the alignment ef-
fect, whose purpose is to ensure structural synchronization across distributed

executions of the same program.

e The Aggregate monad captures distributed computations whose evalua-

tion depends on device-local context while remaining structurally aligned
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across the network. Its lawfulness follows from the fact that it systemati-
cally composes contextual information with the underlying alignment effect

in a principled way.

Beyond the implementation itself, this work provides a conceptual shift: aggre-
gate computation is no longer viewed merely as a specialized distributed paradigm,

but as an instance of effectful functional programming. This perspective enables:

e clearer separation between pure and aggregate code;
e principled composition of distributed behaviors;
e reuse of established abstractions from the theory of monads;

e potential integration with other effects.

Another important consequence of defining aggregate computation as a monad
is programming language independence. The abstraction is expressed in terms
of standard functional interfaces rather than language-specific features, making
it portable across different programming environments. Any language support-
ing higher-order functions and monadic composition can, in principle, host the
same model. The monadic characterization thus provides a reusable blueprint for
embedding aggregate computation in different languages and ecosystems without
altering its core semantics.

While this thesis does not aim at performance optimization or production-ready

runtime efficiency, it establishes a minimal starting point for future developments.

6.2 Future work

The monadic view of aggregate computation opens several promising research di-

rections.

6.2.1 Effect composition

One natural extension concerns the composition of the Aggregate monad with
other effects. Since the abstraction follows standard monadic laws, it can in princi-

ple be combined with effects such as logging (Writer), asynchronous input/output
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(I0), and many others. Instead of extending the aggregate runtime with cus-
tom features, developers can reuse existing, well-tested effectful building blocks
and compose them in a principled way. In this sense, aggregate coordination be-
comes one effect among others, integrating naturally within a broader ecosystem

of reusable abstractions.

6.2.2 Direct-style encodings

Although the monadic formulation provides conceptual clarity and compositional
structure, it also imposes a syntactic discipline: aggregate programs must be writ-
ten using flatMap, for-comprehensions, or equivalent combinators.

An interesting direction for future work is the exploration of direct-style en-
codings of aggregate programs. In direct style, effectful computations are written
in a sequential form within a delimited context, while the underlying system rein-
terprets control flow according to the chosen effect abstraction. This reduces the
boilerplate inherent in explicit flatMap-based formulations without changing the
semantics of the computation.

In the Scala ecosystem, libraries such as dotty-cps-async [7] enable devel-
opers to write programs in direct style, which are then automatically translated
into monadic form through continuation-passing style (CPS) transformations per-
formed at compile time. Investigating whether the Aggregate monad could be

integrated with similar techniques would offer several advantages:

e improved readability and accessibility;
e reduced syntactic overhead;

e preservation of the underlying monadic semantics.

More generally, CPS-based or effect-handler-based encodings could allow ag-
gregate programs to be written in a style closer to standard XC, while preserving
the semantic guarantees provided by the monadic abstraction. Such an approach
would help bridge the gap between formal structure and practical ergonomics,

potentially making the model more attractive for real-world usage.
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6.2.3 Alignment beyond aggregate computing

By isolating alignment as an explicit effect, this thesis provides a first step toward
understanding it independently of the aggregate computing domain. An interesting
direction for future work is to investigate whether alignment—possibly in a refined

or adapted form—could be applied in other contexts.

Exploring such possibilities would help determine whether alignment is inher-
ently tied to aggregate computing, or whether it can serve as a more general

abstraction for structuring distributed or structure-sensitive computations.

6.2.4 Safer API designs

In we highlighted an aspect of the current API design that deserves further re-
finement: while accepting Aggregate parameters improves syntactic convenience,
it may obscure where and how computations are actually evaluated. In partic-
ular, the alignment-sensitive nature of aggregate programs means that passing
an Aggregate value does not guarantee that it will be evaluated in the expected

structural context.

A promising direction for future work is therefore the exploration of alternative
API designs that make evaluation boundaries more explicit. For instance, requiring
NValues instead of Aggregates as parameters would force the caller to explicitly
evaluate any argument prior to invoking the function, at the cost of increased
boilerplate and reduced ergonomic convenience. A more balanced approach might
consist in distinguishing computations that introduce structural branching from
those that do not, thereby limiting the portion of the API where explicit sequencing
is required. Such a refinement could reduce the risk of alignment-sensitive misuse

while preserving most of the compositional benefits of the current design.

Exploring such designs could lead to APIs that better balance compositional
flexibility with clearer semantic boundaries, improving both safety and predictabil-

ity of aggregate programs.
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Final remarks

The monadic view developed in this thesis shows that aggregate computation can
be expressed as a structured effect, where alignment and neighbour interaction are
made explicit rather than remaining implicit runtime mechanisms. This perspec-
tive clarifies the semantics of aggregate constructs and provides a disciplined way
to describe their behavior within a functional setting.

By expressing aggregate behavior through a lawful monadic interface, this the-
sis provides a minimal but coherent foundation that is not tied to a specific lan-
guage. Rather than introducing new ad hoc constructs, the approach relies on
established abstractions, suggesting that aggregate computation can be integrated

within existing programming language ecosystems in a principled way.
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