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Abstract

The widespread prevalence of misinformation poses serious societal concerns. Out-of-
context misinformation, which involves authentic images paired with false text, is par-
ticularly insidious as it can easily deceive audiences. Existing detection methods pri-
marily assess the consistency between images and text but often fall short in providing
sufficient explanations for their assessments. Such explanations are crucial for effectively
debunking misinformation. We have designed a model capable of detecting multimodal
misinformation through cross-modality consistency checks that surpasses the current
state-of-the-art models in terms of accuracy and training time. Furthermore, we have
developed a lightweight model that achieves accuracy better than that of the state-of-
the-art models while using only one-third the parameters. In addition, we devised a
dual-purpose zero-shot learning task for generating contextualized warnings, enabling
automatic debunking. The result is enhanced user comprehension and more informed
decision-making. Additionally, qualitative and human evaluation of the generated warn-
ings shed light on both the limitations and potentialities of our proposed approach.
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Chapter 1

Introduction

1.1 Motivations

Misinformation has emerged as a topic of great concern in recent years, given its pro-
found effect on both individuals and societies. At the individual level, the consequences
of misinformation can manifest in local crime incidents involving conspiracy theorists.
One notable example is the ”Pizzagate” incident [22], where a man decided to investigate
a conspiracy theory that falsely claimed the Hillary Clinton campaign team was running
a pedophile ring from a pizzeria. The situation escalated to the point where shots were
fired, and the man was subsequently arrested.
At the societal level, its effects permeate various domains including media, politics, sci-
ence, and economics. From a philosophical standpoint, these effects may stem from
a preference for coordinated beliefs (intersubjectivity) over objective truths [3]. In
other words misinformation causes a misalignment between objective truths established
through traditional institutions and unverified versions shared by people through coor-
dinated efforts.
Combating online misinformation is crucial for several reasons. Firstly, it helps to main-
tain trust in institutions, which is essential for the harmonious functioning of society.
When people trust institutions, they are more likely to follow public health guidelines,
participate in democratic processes, and support social initiatives. Secondly, misinfor-
mation can severely damage the reputation of brands, leaders, and private individuals.
False information can lead to a loss of consumer confidence, which in turn can affect a
company’s bottom line. For leaders and public figures, misinformation can erode public
trust, leading to diminished authority and influence. Finally, misinformation can harm
private individuals by spreading false narratives that can lead to personal and profes-
sional consequences. Addressing this issue is vital to ensure the integrity of information
and the protection of individuals and organizations from the adverse effects of falsehoods.
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1.2 Thesis structure

The thesis is organized in 4 chapters:

• Chapter 2 - Background and Related Work: This chapter defines the concept
of misinformation, as well as that of out-of-context. The landscape of datasets
available in the state-of-the-art is analyzed, and the choice of the dataset employed
for this study is motivated. The related work is introduced, with an analysis
of Closed Domain Approaches and Open Domain Approaches to misinformation
detection. The Consistency-Checking Network is introduced, given its importance
for the purpose of this study. Finally, the generation of warnings as a zero-shot
learning task is motivated.

• Chapter 3 - Proposed Methodology: This chapter provides a description of
the data as well as that of a single datapoint. An in-depth analysis of the proposed
architecture is provided, and the methodology to generate warnings as a zero-shot
learning task is described.

• Chapter 4 - Experimental Evaluation: This chapter explains several details
about the optimization process, provides a comparison with the state-of-the-art
detectors, and motivates several design choices by quantitative analysis. Addition-
ally, some samples are analyzed qualitatively. Finally, the human evaluation is
explored both in terms of setup and results.

• Chapter 5 - Conclusion: This chapter displays the limitations of the proposed
approach, outlines the contributions provided by this study, and introduces some
possibilities and directions for future works.
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Chapter 2

Background and Related Work

2.1 Misinformation and Out-of-context

The term ”misinformation” is often confused with related concepts such as fake news,
disinformation, and deception. ”Misinformation” specifically refers to unintentional in-
accuracies, such as errors in photo captions, dates, statistics, translations, or instances
where satire is mistaken for truth. In contrast, disinformation involves the deliberate
fabrication or manipulation of text, speech, or visual content as well as the intentional
creation of conspiracy theories or rumors [13]. Therefore, the key distinction between
disinformation and misinformation lies in the intent behind sharing potentially harmful
content. This aspect can be modelled, as demonstrated by the work of Zhou et al. [43],
who investigated the intent of fake news spreaders by constructing influence graphs. In
each influence graph, nodes represent social media posts, which are linked by a direct
connection indicating the flow of influence. The weight of each link increases with the
similarity between the two posts and their temporal proximity. Considering a single
post, the greater the number of incoming links, the higher the likelihood that the user
unintentionally shared the fake news.
In this study, we focused on out-of-context (OOC) detection, which involves identifying
the repurposing of images to support a particular narrative [21]. This repurposing can
occur through misrepresentation of the individuals in the image, the context in which
they appear, or the location of the event.
We refrained from considering the intention behind sharing an (image, caption) pair
and instead concentrated on detecting and contextualizing misleading content. Image
repurposing is particularly effective since multimodal content combining images with
text tends to have higher credibility compared with text-only content [13], and it does
not necessarily require specific expertise to fabricate. Misinformation and disinforma-
tion present significant challenges not only for journalists and fact-checking organizations
but also for ordinary individuals, particularly those who use social media platforms. The
manual effort needed to debunk each false claim is considerable.
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Figure 2.1: Proposed pipeline for debunking misleading content.
Each input image Iq is used as a query to retrieve text Ce from the web via inverse
search, while each input caption Cq is used to retrieve images Ie through direct search.
Labels Lq and Le are extracted using the Google Cloud Vision API.
Consistency checks are needed to confront input data with evidence of the same type,
in green we have the input image-caption consistency check. Each consistency check
provides a consistency score; Spred is a vector containing all of them.
The source pages P e of each piece of evidence are ranked to identify the most relevant
pages Pattn. A frozen VLM with a custom prompt containing Iq, Cq, Spred and Pattn

generates an explanation contextualizing the input.

2.2 Datasets for multimodal misinformation

detection

COSMOS

Aneja et al. created COSMOS [5], a dataset focused on detecting the misuse of real pho-
tographs by targeting conflicting image-captions in the English language only, excluding
digitally-altered or fake images. The COSMOS dataset consists of 200, 000 training im-
ages with 450, 000 captions and 1, 700 test images. Only the test images are annotated
with ”In-context” or ”Out-of-context” labels, as the dataset was designed to facilitate the
creation of self-supervised models for out-of-context (OOC) detection. Due to the signif-
icant imbalance between the number of samples in the training and test sets, developing
a model that does not rely primarily on inductive bias using this dataset is non-trivial,
making it more suitable as a benchmark. The dataset collection process involved two
main steps. First, images and their corresponding captions were scraped from publicly
available news channel APIs, such as the New York Times API. Second, these images
were reverse-searched using Google’s Cloud Vision API to find other contexts in which
the images were shared.

Mocheg

Yao et al. developed Mocheg [40], a dataset created by scraping fact-checking websites
such as Snopes. The aim of this dataset is to provide high-quality data to build a system
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capable of analyzing evidence for the dual purposes of estimating the truthfulness of a
claim and generating an explanation for the prediction. The dataset comprises 15, 601
claims, each annotated with a truthfulness label and a ruling statement. Each claim
is assigned one of three labels: ”Supported,” ”Refuted,” or ”Not enough information”,
while ruling statements are brief explanations about the truthfulness of the claim. Ad-
ditionally, the evidence associated with the claims includes 33, 880 textual paragraphs
(textual evidence) and 12, 112 images (visual evidence). The evidence is used to support
both the claims and the ruling statements, the visual and textual evidence are obtained
by scraping the references in the paragraphs of the fact-checking page.

MR2

Hu et al. designed MR2 [15], a multilingual dataset for the purpose of rumor detection
in social media. The dataset comprises 14, 000 (image, caption) pairs, with 7, 724 entries
in the Chinese split sourced from Weibo, and 6, 976 entries in the English split sourced
from Twitter. Each entry is labeled as ”Rumor,” ”Non-Rumor,” or ”Unverified.” Posts
are gathered based on scraped claims from fact-checking websites and include evidence
retrieved from the web. Specifically, the textual evidence consists of web-scraped de-
scriptions of the top 20 images found using the entry image as a query in Google Inverse
Search. The visual evidence includes the top 10 images retrieved using the entry caption
as a query in the Google Programmable Search Engine.

Factify 2

Suryavardan et al. built Factify 2 [35], a dataset focussed on fact verification. Specifically,
it gathers truthful posts from twitter news handles such as Hindustan Times, ANI and
ABC, CNN for India and USA, with the evidence corresponding to the news article
associated to that post; falsified entries are scraped from fact-checking websites, since
they provide a well defined claim and a document debunking it. The uniqueness of this
dataset lies in the distinction of labels, that enables a more fine grained analysis of why
entries are falsified: The labels associated to each entry are:

• Support Text: The textual data for the claim and document match, but their
images do not match.

• Support Multimodal: Both the textual data and images for the claim and docu-
ment match.

• Insufficient Text: The textual data for the claim and document do not match,
but they may share several common words, and the images do not match.

• Insufficient Multimodal: The textual data for the claim and document do not
match, but they may share common words, and the images do match.
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• Refute: Both the document text and image contradict the claim text and image,
indicating that the claim is false.

It counts 35, 000 samples in the train split, 7, 500 samples in the validation split and
7, 500 samples in the test split, evenly distributed across the 5 labels.

NewsCLIPpings

With the aim to develop a contextualizing tool for the purpose of warning generation,
in this study the NewsCLIPpings dataset [21] has been employed, which is a synthetic
dataset made by Luo et al. built using the VisualNews [19] corpus, which comprises news
articles from four prominent newspaper websites: The Guardian, BBC, USA Today, and
The Washington Post.
Given an (image, caption) pair, images of Visual News [21] are retrieved and substituted
to the original image to create falsified samples. In order to resemble real OOC scenarios,
Luo et al. proposed 4 different threat scenarios, upon which the retrieval of the image
to build each falsified pair is defined. The scenarios are:

• Query for semantics: the intent is to portray the entities of the image as certain
others named entities. For this purpose, it is enough to substitute the image in a
(I, C) pair. Specifically, given a pair (I1, C1), the image I2 forming the pair (I2, C1)
with the highest CLIP image-text score is retrieved to synthesize a falsified pair.
Furthermore, given a pair (I2, C2) where (C2, C1) has the highest CLIP text-text
score, the image I2 is used to form the falsified pair (I2, C1).

• Query for person: here the intent is to portray an individual in a false context.
To construct these pair it is needed to select the images where a person is depicted,
using Faster-RCNN [11]; given two pairs (I1, C1) and (I2, C2) depicting the same
subject, the image I2 is employed to synthesize the falsified pair (I2, C1), if the sim-
ilarity of the pair (I2, I1) computed between embeddings obtained through ResNet
Places360 [42] is less than 0.9 (indicating different contexts).

• SBERT-WK Text-Text: captions depicting the same people are selected, the
pair (I2, C1) is obtained by selecting the pair (I2, C2) where the similarity between
the embeddings of (C1, C2), computed through the Sentence Transformer SBERT-
WK [37], is the lowest.

• Query for scene: this scenario consists in mislabeling an event; Captions con-
taining the named entity ”PERSON” are removed in order to filter out pairs with
little to no scene information. I2, forming the falsified pair (I2, C1), is selected as
the one with highest pair similarity (I1, I2), computed between ResNet Places360
embeddings (indicating similar scenes).
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To carry out this study, the merge-balanced subset has been adopted, which consists of
71, 072 training, 7, 024 validation, and 7, 264 test examples, selected in order to contain
images from the four threat scenarios in an evenly distributed manner, with half of the
samples being pristine while the other half is falsified.

2.3 Closed Domain Approaches

Shao et al. [33] developed a system capable of identifying various types of specific multi-
modal media manipulations, including face swap, face attribute manipulation, text swap,
and text attribute manipulation. They labeled the data to enable grounding by high-
lighting misinformative text or using bounding boxes to identify attacks on identities.
Given the nature of the manipulations, this type of grounding can be more effective than
a textual explanation. Liu et al. [20] devised a system that leverages both domain gen-
eralization and domain adaptation techniques to mitigate discrepancies between hidden
domains and reduce the modality gap, respectively. Explainability is very limited as the
method relies on the analysis of tweets related to a fixed number of events
(Charlie Hebdo, Sydney Siege, Ferguson Unrest, Ottawa Shooting and Germanwings
Crash). Shalabi et al. [32] addressed OOC detection by fine-tuning MiniGPT-4’s align-
ment layer but without message generation and confidence scoring.
Zhang et al. [41] introduced a novel approach to reasoning over (image, caption) pairs.
Instead of directly learning patterns from the data distributions, as Liu et al. did [19],
they extract abstract meaning representation graphs from the captions and use them to
generate queries for a VLM. This sophisticated approach enables a nuanced consistency
check between the visual features of the image and the extracted features of the caption,
but with limited room for explainability given by analysis of the generated queries and
respective answers of the VLM.
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2.4 Open Domain Approaches

Popat et al. [27] introduced the concept of detecting textual misinformation using ex-
ternal evidence; however, in this study evidence is not integrated simultaneously. In-
terpretability of the predictions is provided in the form of attention weights over the
words of the analyzed document. Abdelnabi et al. [1] extended the concept of leveraging
external knowledge for fact-checking to a multimodal (image, text) domain while also
computing the aggregated consistencies considering all evidence at the same time for
each of the two modalities. Figure 2.2 summarizes the consistency checks performed
in [1], where redundant information is integrated for both modalities. A serious limi-
tation of this approach is the provision of explanations solely in the form of attention
scores signaling the most relevant evidence for the purpose of prediction along with lim-
ited debunking capabilities. Yao et al. [40] overcome this limitation by introducing an
end-to-end pipeline consisting of evidence retrieval, claim verification, and explanation
generation, using a dataset built from fact-checking websites with annotated evidence.
A drawback of their approach is the utilization of a large language model (LLM) to
summarize the evidence content, potentially overlooking important clues observable in
the image.

Figure 2.2: Consistency Checks performed by Abdelnabi et al. [1]. Two backbones were
used to represent Images: IqI and IeI output of ResNet trained on ImageNet; IqP and IeP
output of ResNet trained on Places365 [42], needed to detect discrepancies in the scene.
For each visual evidence, the percentage of overlapping labels with those of the query
image are computed. These percentages are concatenated to IeI and IeP. Either Sentence
BERT [31] or BERT + LSTM [9] are used to encode captions (Cq

S, Ce
S) and entities

extracted using SpaCy NER module (Ee). Memory networks are employed to extract
output vectors oi, op, os and oe. These outputs, together with the CLIP [29] encoding
Jclip of the input couplet (Iq, Cq) are passed to a classifier to extract the final prediction.
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2.5 Consistency-Checking Network (CCN)

Abdelnabi et al. [1] formulated the concept of Consistency-Checking Network (CCN) as
an architecture capable of:

• Analyze images and captions

• Assess the consistency between images and visual evidence

• Assess the consistency between captions and textual evidence

• Integrate labels and entities as external knowledge in the reasoning process

For the purpose of this study, it is important to clarify what consistency checks are,
particularly the two consistency checks performed in CCN are displayed in figure 2.2.
A consistency check can be formulated as the confrontation between a query vector q
and some input values x = [x1, ..., xn], both of dimension d, that outputs an answer a (a
vector representation that can be further used for comparison or classification) and some
weights p = [p1, ..., pn] indicating the probability of the input values to match q. In the
context of CCN, end-to-end memory networks [34] perform the following operations:

1. Input memory representation as a projection of x = [x1, ..., xn] in a V dimensional
space:

ma
i = ReLU(W a

i xi + bai ), mc
i = ReLU(W c

i xi + bci)

where W
a/c
i ∈ RV×d and b

a/c
i ∈ RV and the output m

a/c
i has dimension V . We can

consider ma
i as the confrontation memory and mc

i as the partial output memory.

2. Linear projection of q in the same V dimensional space:

q̂ = Wqq + bq

where Wq ∈ RV×d and bq ∈ RV .

3. Confrontation of the query projection with memory representations to extract the
match probabilities:

p = Softmax(q̂Tma)

in this inner product we confront the query with each memory representation of
the n input values, since ma = [ma

1, ...,m
a
i , ...,m

a
n].
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4. Computation of the answer a as the sum between q̂ and the weighted sum of the
partial output memories:

a =
∑

i pim
c
i + q̂

With reference to figure 2.2, q corresponds to vectors IqI , IqP and Cq
S, x corresponds to

IeI , IeP , Ce
S and Ee and analogously a corresponds to vectors oi, op, os and oe. The use

of memory networks for the purpose of consistency checking has some drawbacks: given
that the output representation a will be a perturbation of the memory represantation of
q̂ based on its matching with ma, the subsequent batch normalization [16] and classifier
have to learn which perturbations of q̂ correspond to consistency with x and wich do not,
which is non-trivial. Furthermore the embeddings of q and x are not compared directly,
since we learn a projection of both.

2.6 Zero-shot Learning for Warning Generation

The last step of the proposed pipeline consists of generating either contextual explana-
tions for pristine pairs (Iq, Cq), providing additional insights about the depicted entities,
or warnings indicating why (Iq, Cq) represent a case of image repurposing. Given the
versatility of LLMs in solving zero-shot learning tasks and the recent release of GPT-4 [2],
which extends these capabilities to a multimodal environment, we adopted a strategy for
generating warnings without fine-tuning or reinforcement learning. Due to the unavail-
ability of ground truth data for comparing explanations and optimizing the generation
process, fine-tuning approaches are precluded by default. Similarly, reinforcement learn-
ing through human feedback [25] presents challenges, including the need for a dedicated
team to label examples and the potential persistence of model mistakes despite correc-
tions. Reinforcement learning through AI feedback [18], which involves querying a larger
model like GPT-4 to assess MiniGPT-4’s outputs, also faces limitations. These include
the constrained context window and the likelihood that all retrieved evidence may not
contribute effectively to warning generation. Moreover, using a VLM to rectify errors
made by another VLM inherently introduces comprehension discrepancies. The adopted
approach to prompt formulation was inspired by the work of Guo et al. [12], who evalu-
ated VLMs trained using multimodal pretraining similar to the Flamingo VLM [4], and
is akin to the training strategy employed for MiniGPT-4.
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Chapter 3

Proposed Methodology

3.1 Data

Among the available datasets for multimodal misinformation detection, the NewsCLIP-
pings dataset [21] is the one that counts the largest number of labelled samples. Since
it is generated automatically the labels are perfectly balanced and the task consists of
deciding if each (image, caption) couplet is pristine or falsified (binary classification).
Even though other datasets natively include the retrieved external evidence, it is possi-
ble to collect such evidence for the entries of NewsCLIPpings as well, as described in the
following subsection.

External Evidence

The retrieved evidence were provided by Abdelnabi et al. [1].
Given a pair (I, C), evidence obtained through means of direct search are the result of
searching for images using C as query (visual evidence);
Evidence obtained through means of inverse search are the result of searching for textual
content (ad hoc scraped caption of images in web pages or title of those web pages) using
I as query (textual evidence). Complementary informations, such as labels regarding the
images, are obtained through means of Google Vision APIs.
Abdelnabi et al. provided the URLs to the source pages of both kind of evidence, which
were downloaded for the purpose of this research.
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3.2 Data Point Description

Figure 3.1 depicts a sample from NewsCLIPpings enriched with external evidence, labels
and source pages. Each sample is described formally as:

• query image Iq;

• query caption Cq;

• visual evidence retrieved using Cq to query the web: Ie = [Ie1 , ..., I
e
n];

• labels obtained using Google Vision API:
Lq are labels of Iq, and Le are labels of Ie;

• textual evidence retrieved using Iq to query the web (inverse search):
Ce = [Ce

1 , ..., C
e
m];

• source pages P e = source(Ie) ∪ source(Ce).

Figure 3.1: Example of datapoint used to optimize the proposed model. The pair (Iq, Cq)
is the first falsified sample of NewsCLIPpings [21]. The function ”Source” represents the
retrieval of the source page of each evidence.
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3.3 Architecture

We designed an attention-based neural network capable of performing cross-consistency
checks. In-depth analysis of the architecture, displayed in Figure 3.2, as well as the
explanation generation task, are presented in the following subsections.

Figure 3.2: Overview of the proposed architecture for multimodal misinformation de-
tection: Each consistency block provides a score in the range [−1, 1] as it is the result
of cosine similarity. The only exception is the score Slogit, which is the outcome of the
multimodal consistency block (highlighted in green). The scores are concatenated, and
the resulting vector is passed to the classification head, which consists of batch normal-
ization [16] and a linear layer. Pattn are the source pages corresponding to the evidence
with the highest attention score from each attention-based block (Iefirst, L

e
first, C

e
first, P

e
first).

The content of Pattn, together with the input pair and the final score Pclass are used to
construct the input prompt of MiniGPT-4 for the purpose of warning generation.
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Visual Reasoning

Figure 3.3: Image consistency block.

Figure 3.3 displays the designed visual reasoning module. In this block, images are
represented either using ViT [39] trained on ImageNet [8] or DINOv2 [24] embeddings
for visual reasoning. Visual transformers offer improved preservation of spatial infor-
mation compared with ResNets [14, 30], which is crucial in our context. The aim is
to maintain structural information to achieve high similarity between images and their
cropped/resized counterparts. Images are represented as vectors Iq, Iei ∈ R768. The
consistency score is computed as the cosine similarity:

cossim(A,B) = A·B
∥A∥∥B∥

Simages = cossim(Iq, Ieproj) Ieproj = MultiHead(Iq, Ie, Ie),

where MultiHead is the multi-head attention mechanism, as defined by Vaswani et al.
[36].

Page Consistency Block

Figure 3.4: Page consistency block.

In this reasoning module, depicted in figure 3.4 source pages are treated as text
and represented as P e

l ∈ RST−dim. In particular, P e
l is computed as the mean of the

embeddings of all sentences in the paragraphs on the l − th source page, and P e
l is

considered to be the embedding of the page itself. This module serves to identify the
most important page for subsequent re-contextualization tasks and to compute an inter-
agreement score between the retrieved documents by computing self-attention on page
representations:

Spages = mean(cossim(P e, P e
proj)) P e

proj = MultiHead(P e, P e, P e).
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Textual Reasoning

Figure 3.5: Textual reasoning is applied to check the consistency between captions and
textual evidence, as well as between the labels of the query image and the labels of the
visual evidence.

Figure 3.5 depicts the two blocks where textual reasoning is applied: the label consis-
tency block and the caption consistency block. Frozen pre-trained sentence transformers,
such as Sentence-BERT [31] and Mini-LM [38], are employed for textual reasoning. The
decision to use them was influenced by Nikolaev and Padó’s research [23], which showed
that sentence transformers prioritize capturing semantic essence over grammatical func-
tions or background details. This leads to increased cosine similarity between sentences
with shared salient elements, like subjects or predicates. Labels and captions are repre-
sented as vectors Lq, Le

j , C
q, Ce

k ∈ RST−dim, where ST − dim is 768 for Sentence-BERT
and 384 otherwise. The consistency scores are computed as

Slabels = cossim(Lq, Le
proj) Le

proj = MultiHead(Lq, Le, Le)
Scaptions = cossim(Cq, Ce

proj) Ce
proj = MultiHead(Cq, Ce, Ce).
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Multimodal Reasoning

Figure 3.6: Multimodal consistency block.

In this work late fusion [10, 26] has been adopted as the architectural pattern to
address the lack of compelling explanations for the assessments made by existing de-
tection methods. The decision to use this pattern stems from both the flexibility it
offers in swapping embeddings and the impracticality of training the entire model end-
to-end due to its large parameter count. To address the challenges of inter-modality
reasoning, we integrate a multimodal reasoning block (a.k.a. Image-Caption consis-
tency block) depicted in figure 3.6, that can be optimized alongside the rest of the
model. To represent both Iq and Cq in the same latent space, we employ a VLM, cho-
sen among two alternatives: CLIP [29] with embedding dimension MM − dim = 512
and MiniGPT-4 [44] with MM − dim = 4096. Each sample pair is represented as
Pairq = VLM(Iq, Cq) ∈ RMM−dim. The image-caption consistency block is defined as

Slogit = Linear(ReLU(Dropout(Linear(Pairq)))),

where the innermost linear layer projects Pairq into R256, the outermost linear layer
projects it to R, and the dropout probability is set to 0.2.

Classification Head

The output of the five consistency blocks is a single value, resulting in a vector V ∈ R5,
which is fed into a classifier to obtain a prediction. A batch normalization layer [16] is
added between V and the classifier for faster convergence and higher accuracy. As the
model is optimized for a binary classification task, binary cross-entropy loss is used:

l(x, y) = mean({l1, ..., lN}T ), ln = yn · log xn + (1 − yn) · log(1 − xn),

where xn and yn are the predicted and ground truth labels, respectively, in a mini-batch
of size N = 64.
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3.4 Warning Generation

MiniGPT-4 is the tool used for contextualization and is guided by the following prompt.
Variables that depend on the values obtained by the consistency network are displayed
between square brackets.
”You are a tool for out-of-context detection, your task is to give

reasons why the submitted image and the caption below are in the

same context or not. Submitted Image: [Iq]. Caption: [Cq]. The

likelihood of the submitted image and the above caption being in

the same context is [Pclass], thus the pair is [Falsified

if Pclass ≥ th else Pristine] ”. Additionally, the title and the first few sentences
(up to 400 characters) of the 4 web pages with the highest attention score from each of
the attention-based blocks are included in prompt, together with the retrieval modality
of the page, e.g.: ”An evidence retrieved using the caption to query the web,

obtained because it contains an image with

high similarity with the submitted image has title [Title] and

content of the paragraphs [Content] ". If the same source page is selected by mul-
tiple blocks, its title and content is added once to the prompt. For example, this re-
dundancy could happen because a retrieved image and a retrieved caption belong to the
same web page and both are ranked first by the multi-head attention mechanism (with
reference to Fig. 3.2, source(Iefirst) = source(Ce

first)).
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Chapter 4

Experimental Evaluation

4.1 Hyperparameters and Experimental Setup

All the experiments were carried out using either one or three NVIDIA A100 40-GB
GPUs. Experiments on multiple GPUs were performed employing the distributed data
parallel strategy1. Early stopping was triggered if the validation loss stopped decreasing
for 5 consecutive epochs. The designated mini-batch size was 64. All the experiments
employed a cyclic learning rate scheduler with initial learning rate equal to 9 · 10−5 and
maximum learning rate equal to 5 · 10−4. Following the principle of scaling the learning
rate with respect to the effective batch size2, the learning rate was rescaled by multiplying
both values by 1/

√
3 when training on a single GPU. The number of attention heads has

been set to 12, with dropout probability of the attention layers set to 0.1. The chosen
optimizer is AdamW 3 with default betas and weight decay.

4.2 Comparison with state-of-the-art detectors.

Table 4.1 presents the comparison between the proposed detectors and other models on
the same dataset. The authors of NewsCLIPpings [21] established a baseline by fine-
tuning CLIP (ViT/B-32) [29], obtaining 66.1% accuracy. Shalabi et al. [32] represents
the state of the art in terms of closed-domain approaches for this dataset; their method
consisted of fine-tuning the alignment layer of MiniGPT-4 [44], reaching an accuracy
of 80.0%. The detector proposed by Yao et al. [40] (End-to-end in table 4.1) has a
text retrieval module and an image retrieval one needed to select, respectively, textual
and visual evidence from a corpus; however, these modules take into account solely the
input claim, while the input image is not considered. This is due to the different nature

1https://lightning.ai/docs/pytorch/stable/accelerators/gpu intermediate.html
2https://github.com/Lightning-AI/pytorch-lightning/discussions/3706
3https://pytorch.org/docs/stable/generated/torch.optim.AdamW.html
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Table 4.1: Performance comparison between our proposed approaches with others on the
same dataset (the merged/balanced split of the NewsCLIPpings [21] dataset).

Model Year Authors Accuracy
CLIP 2021 Luo et al. [21] 66.1%
MiniGPT-4 2023 Shalabi et al. [32] 80.0%
End-to-end 2023 Yao et al. [40] 83.3%
CCN 2022 Abdelnabi et al. [1] 84.7%
Lightweight Model 2024 Delvecchio et al. 84.8%
Full-Scale Model 2024 Delvecchio et al. 87.0%

of the Mocheg dataset that Yao et al. [40] employ for their study, which is based
on textual claims extracted from fact-checking websites. Nonetheless, End-to-end has
competitive performances on NewsCLIPpings, achieving 83.3% accuracy. Abdelnabi et
al. [1] achieves 84.7% of accuracy on the merged/balanced split, with a detector based
on consistency checks, consisting of 20.92 million parameters, trainable in 30 hours. It is
important to note that: CLIP is fine-tuned preliminarly (parameter count and training
time do not take this preliminary step into account); entities are integrated as textual
information and compared with the input caption to generate a memory vector; domain
representation is integrated by concatenating a learned vector representing the domain
of the source page to each evidence; The overlap percentage between labels extracted
through Google Vision API is concatenated to ResNet embeddings (with 2048 channels).
The lightweight model, employing frozen MiniGPT-4 as VLM, achieves 84.8% of accuracy
with 5.2 million parameters, it is trainable in 3 hours and 38 minutes on a single GPU,
while it only requires 13 minutes on three GPUs. It is highlighted in blue in table
4.3. It does not require any preliminary fine-tuning, there is no additional computation
overhead due to comparison between entities and input caption, it leverages the analysis
of source pages instead of exploiting domain representation and represents labels as text,
comparing the labels of the query image with the labels of the visual evidence. The full-
scale model achieves 87.04% accuracy using the rescaled learning rate technique, and
86.70% using the standard learning rate. This model is highlighted in green in table
4.2. It counts 158 million parameters, of which 151 million belong to CLIP, which is
optimized jointly with the rest of the architecture. The training time on a single GPU
is 7 hours and 32 minutes, while on three GPUs it narrows to 27 minutes. Table 4.2
displays a more in-depth comparison between the full-scale model and those proposed
by Abdelnabi et al. [1], the values of accuracy, ROC AUC and EER were obtained by
loading the weights provided by the authors. Our full-scale model outperforms both
consistency checking networks proposed by [1] in terms of ROC AUC and EER as well.
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Table 4.2: Comparison of performance between the best versions of our model and
the best models by Abdelnabi et al. [1]. Metrics were computed using the weights
provided by Abdelnabi et al. Although CLIP was fine-tuned preliminarily, it includes
a significant number of trainable parameters (151 million). Therefore, we account for
these parameters when displaying the total number of parameters for both models
proposed by Abdelnabi et al.
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Model 10 (single
GPU training)

86,97 0,5394 86,89 0,9332 0,1423 158 M

Model 10
(rescaled

learning rate)
87,04 0,5422 86,43 0,9289 0,148 158 M

Abdelnabi et al.
(sentence
BERT)

83,63 0,4210 83,96 0,9173 0,1609 170 M

Abdelnabi et al.
(BERT +
LSTM)

84,33 0,4910 84,32 0,9250 0,1571 172 M
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Table 4.3: Classification performance, including ROC AUC and EER, on validation set
for different variants of the model; thEER is the threshold selected to minimize the
EER on validation set.
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1 std std CLIP ✗ ✗ 86,46 0,5247 86,10 0,9312 0,1477 160 M
2 std std CLIP ✓ ✗ 86,43 0,5368 85,88 0,9329 0,1420 158 M
3 std std CLIP ✗ ✓ 85,79 0,5190 85,34 0,9285 0,1529 158 M
4 std std CLIP ✓ ✓ 86,31 0,5375 85,90 0,9249 0,1549 156 M
5 alt alt CLIP ✗ ✗ 86,31 0,5515 86,05 0,9308 0,1463 155 M
6 alt alt CLIP ✓ ✗ 86,41 0,5484 86,26 0,927 0,1492 154 M
7 alt alt CLIP ✗ ✓ 86,21 0,5516 85,63 0,9273 0,1512 154 M
8 alt alt CLIP ✓ ✓ 86,08 0,5577 85,76 0,9274 0,1477 154 M
9 std alt CLIP ✗ ✗ 86,6 0,5451 86,26 0,932 0,1443 160 M
10 std alt CLIP ✓ ✗ 86,70 0,5522 86,5 0,9315 0,1391 158 M
11 std alt CLIP ✗ ✓ 86,14 0,5400 86,31 0,9291 0,1452 158 M
12 std alt CLIP ✓ ✓ 86,53 0,5583 85,59 0,9293 0,1452 156 M
13 std std MiniGPT-4 ✗ ✗ 84,31 0,5168 84,25 0,9193 0,1621 10,5 M
14 std std MiniGPT-4 ✓ ✗ 83,90 0,5171 84,10 0,9193 0,1612 8,1 M
15 std std MiniGPT-4 ✗ ✓ 84,03 0,4914 84,03 0,9193 0,1606 8,1 M
16 std std MiniGPT-4 ✓ ✓ 83,81 0,511 83,44 0,9179 0,1650 5,8 M
17 alt alt MiniGPT-4 ✗ ✗ 84,78 0,5446 84,60 0,9196 0,1615 5,2 M
18 alt alt MiniGPT-4 ✓ ✗ 84,29 0,5464 84,25 0,9190 0,1578 4,6 M
19 alt alt MiniGPT-4 ✗ ✓ 84,63 0,5526 84,01 0,9154 0,1658 4,6 M
20 alt alt MiniGPT-4 ✓ ✓ 83,89 0,5521 83,49 0,9161 0,1627 4,0 M
21 std alt MiniGPT-4 ✗ ✗ 84,65 0,5668 84,28 0,9209 0,1615 10,5 M
22 std alt MiniGPT-4 ✓ ✗ 84,54 0,5513 84,29 0,9214 0,1589 8,1 M
23 std alt MiniGPT-4 ✗ ✓ 84,73 0,5677 83,96 0,9197 0,1609 8,1 M
24 std alt MiniGPT-4 ✓ ✓ 84,16 0,5743 83,85 0,9185 0,1652 5,8 M
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4.3 Transformers selection

The standard (std) and alternative (alt) sentence transformers are, respectively, Sentence-
BERT4 [31] and a fine-tuned version of MiniLM5 [38]. The key differences between them,
in the context of this research, are that the former outputs embeddings that are twice as
large as those output by the latter (768 against 384) and that the latter is faster at infer-
ence time and also more task specific because its training recipe is based on distillation
and it is fine-tuned on sentences and small paragraphs. The std and alt vision trans-
formers are ViT6 [39] trained on ImageNet-21k and DINOv27 [24]. These transformers
share the same embedding dimension (768), and, analogously to the two sentence trans-
formers, the latter has a different training recipe, which includes self-supervised learning
on a larger corpus of uncurated data, enabling the extraction of visual features that
work across image distributions and tasks. Our experiments demonstrated that the std

sentence transformer and alt vision transformer was the best combination, regardless
of the choice of multimodal model, when considering all four design patterns involving
the removal of attention blocks. In fact, model version 17 had accuracy scores compa-
rable to those of version 21 and a slightly lower ROC AUC, while versions 18, 19, and
20, compared with 22, 23, and 24, had lower accuracies (th:05) and lower ROC AUC.
Nevertheless, we consider version 17 to be the best model version using the MiniGPT-4
model as it had the highest accuracy and fewer parameters while using all our attention
blocks.

4.4 Block Suppression

The evidence retrieval pipeline introduced by Abdelnabi et al. [1] also includes the re-
trieval of labels describing the content of the images obtained using the Google Vision
API8. However, their pipeline considers the overlap percentage between the labels of the
query image Lq and the labels of the retrieved evidence Le = [Le

0, ..., L
e
k] and appends

these values to the output of both ResNet152 trained on ImageNet and ResNet50 trained
on Places3659 [42]. This additional information is potentially lost because the number
of channels encoding the image is high (2048) compared with the number of channels
dedicated to overlapping labels (10). With the CLIP model, model pair (1, 2) had com-
parable performance with and without the label-label attention block, whereas for pairs
(5, 6) and (9, 10), dropping this block of redundant information resulted in slightly bet-
ter performance. For the MiniGPT-4 versions, dropping this block meant removing a

4https://huggingface.co/sentence-transformers/paraphrase-mpnet-base-v2
5https://huggingface.co/sentence-transformers/all-MiniLM-L6-v2
6https://huggingface.co/google/vit-base-patch16-224-in21k
7https://huggingface.co/docs/transformers/en/model doc/dinov2
8https://cloud.google.com/vision/docs/labels
9https://github.com/CSAILVision/places365
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non-negligible number of parameters. The resulting decrease in performance observable
in model pairs (13, 14), (17, 18), and (21, 22) supports our hypothesis that, in this
regime, additional information about labels is helpful in achieving better performances.
Information about the content of the source pages of each evidence is missing in the
dataset used by Abdelnabi et al. [1]. However, for the purpose of this study, the dataset
has been rehydrated by retrieving all the web pages corresponding to the evidence and
treating them as another type of redundant information. The embeddings of source
pages P e were then used in the self-attention layer with the aim of extracting the most
relevant web page for each Iq and Cq, potentially enhancing explainability. Although
dropping the page-page attention block tended to reduce performance, model version 23
performed optimally at th=0.5. Nonetheless, the other metrics suggest that versions 21
and 22, which use this block, performed better.

4.5 Qualitative Analysis

Tables 4.5, 4.5 and 4.5 contain samples from the test set, explored during the human eval-
uation. Specifically, 4.5 presents two (image, caption) couples that have been correctly
predicted and the warnings serve their purpose to contextualize the pairs, supported by
correctly selected web pages. In the first sample of Table 4.5, although the prediction
was correct, the VLM failed to distinguish events even when different dates were pro-
vided by the caption and the evidence. Additionally, the system focused on why certain
evidence had been retrieved instead of generating an explanation based on the content of
the source pages. The second sample of Table 4.5 was also correctly predicted; however,
Cq is missing from the evidence. Consequently, the explanation provided is inconsistent
with the source page of the caption10, as evident from the presence of noisy evidence.
Specifically, the explanation explains that the reported victims in Cq were victims of
war, whereas the source page indicates that they were victims of child exploitation.
Similarly, the third sample of Table 4.5, Iq is missing from the retrieved evidence. Con-
sequently, the pair is misclassified as pristine even though the child in Iq was not affected
by Down syndrome. However, the evidence contains a picture of the actual subject of
Cq, making it simple for a human to distinguish this sample as OOC regardless of the
generated verdict.

10https://www.bbc.com/news/world-us-canada-26639092
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Sample Generated Warning Retrieved Links

Volunteers at Wade-
bridge Cornish Refugee
Aid Collection in Corn-
wall stopped sorting
through donations to
observe the silence.

CONTEXT: The image and the caption are in
the same context as they both depict a group of
people observing a minute’s silence in memory of
victims. The image shows volunteers at Wade-
bridge Cornish Refugee Aid Collection in Corn-
wall stopping their work to observe the silence,
while the caption describes a similar moment of
silence observed across the UK in solidarity with
the victims of the Paris terror attacks. The ev-
idence retrieved from the web provides further
support for the pair being in the same context.
The article ”Paris attacks: Minute’s silence ob-
served in memory of victims - BBC News” de-
scribes a one-minute silence held across the UK to
coincide with tributes in France and Europe fol-
lowing the attacks on bars, restaurants, a concert
hall, and the Stade de France. This is consistent
with the image and caption depicting a moment
of silence observed by volunteers at a refugee aid
collection in Cornwall. Overall, the likelihood of
the image and caption being in the same context
is 0.8520101308822632, indicating that they are
pristine.

https://

www.bbc.com/
news/uk-

34831010?ns mchannel=

social

Indian environment
minister Jairam Ramesh
left and China s senior
climate change adviser
Xie Zhenhua centre left
with South African and
Brazilian representatives
in Delhi.

WARNING: The image and caption you provided
are not in the same context. The image de-
picts a group of people in a conference room,
while the caption describes a meeting of ministers
from four emerging economies, including China,
India, Brazil, and South Africa. The two ele-
ments do not match, and therefore, the pair is
falsified. To support this conclusion, I have re-
trieved two web evidence using the caption and
image respectively. The first evidence obtained
through the caption shows that the meeting de-
scribed in the caption took place in Delhi, while
the image depicts a different scene. The second
evidence obtained through the image shows that
it is a generic image of a conference room, and
not related to the meeting described in the cap-
tion. Therefore, based on these evidence, it can
be concluded that the image and caption are not
in the same context, and the pair is falsified.

1. https://

www.theguardian.com/
environment/

2010/jan/24/

china-climate-

change-adviser

2. https://

www.theguardian.com/
environment/

cop18-doha-

climate-change-

conference

Table 4.4: Correctly predicted samples with convincing generated explanations, including
links to source pages that correctly contextualize them.
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Sample Generated Warning Retrieved Links

Donald Trump looks on
as Carson speaks during
the presidential debate at
the Reagan Library on
Sept 16, 2015 in Simi
Valley Calif.

CONTEXT: The image-caption pair depicts a
scene from a presidential debate between Donald
Trump and Ben Carson during the 2016 US elec-
tion. The image shows Trump standing next to
Carson, who is speaking, while the audience looks
on. The caption provides additional information
about the event, including the location and date,
as well as the title of an article related to the de-
bate. EVIDENCE 1: The first evidence retrieved
from the web is an image with high similarity to
the submitted image. The image is titled ”GOP
primary debate preview: Is Ben Carson immune
to Trump 2019s attacks?” and contains a photo
of Trump and Carson on stage during a previ-
ous debate. This evidence supports the context
of the image-caption pair as it depicts the same
event as the caption and provides additional in-
formation about the candidates. EVIDENCE 2:
The second evidence retrieved from the web is a
paragraph with high label similarity to the sub-
mitted image. The paragraph discusses the up-
coming debate between Trump and Carson, and
includes a reference to an earlier debate. This
evidence also supports the context of the image-
caption pair as it relates to the same event as
the caption and provides additional information
about the candidates. EVIDENCE 3: The third
evidence retrieved from the web is an image with
high similarity to the submitted image.

1. https://

slate.com/news-
and-politics/

2015/10/gop-

primary-debate-

preview-is-ben-

carsonimmune-

to-trumps-

attacks.html

2. https:

//www.cnbc.com/
2015/10/01/why-

gop-candidates-

wont-talk-

about-

retirement-

commentary.html

3. https:

//time.com/
4066484/these-

5-facts-

explain-us-

presidential-

election/

At least 23 of the vic-
tims came from Britain
Canada New Zealand
Australia and Belgium.

WARNING: The image and caption provided are
not in the same context. The image depicts an
elderly person holding a cane, while the caption
provides information about the home front dur-
ing World War II. There is no obvious connection
between the two, and the likelihood of them being
in the same context is low. The image and cap-
tion were retrieved from different sources, with
the image coming from a stock photo website and
the caption being a summary of information from
Wikipedia. While the image may be related to el-
derly care, there is no evidence to suggest that it
is specifically related to the home front during
World War II. Therefore, I cannot provide any
further information or insights related to this pair
of image and caption.

1. https://

en.wikipedia.org/
wiki/

Hawker Hurricane

2. https:

//www.bbc.com/
news/world-

asia-china-

51403795

3. https:

//en.wikipedia.org/

wiki/Home front

during World War II

4. https://

www.entrepreneur.com/
article/312224

Table 4.5: Correctly predicted samples where the explanations contain imprecisions or
errors.
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Sample Generated Warning Retrieved Links

Pope Francis kisses a
young child with Down
syndrome in Rome.

CONTEXT: The image depicts Pope Francis kiss-
ing a young child with Down syndrome in Rome.
The caption describes the event as the child’s
wish to meet the Pope coming true. The evi-
dence retrieved from the web, titled ”Young Ohio
boy’s wish to meet Pope Francis comes true - The
Dialog” supports the context of the image and
caption. The article describes a 12-year-old boy
named Peter Lombardi who traveled to Rome to
meet Pope Francis and was granted the oppor-
tunity to ride in the popemobile with him. The
image and caption match the described event in
the article, further indicating that they are in the
same context. Therefore, the likelihood of the
submitted image and the above caption being in
the same context is 0.9954937100410461, which is
very high, suggesting that the pair is pristine.

http://

thedialog.org/
featured/young-

ohio-boys-wish-to-

meet-pope-francis-

comes-true/

Table 4.6: Wrongly predicted sample (false positive). The consequence of an erroneous
prediction can be dangerous, as the explanation supports a false narrative. However, the
analysis of the retrieved evidence can mitigate this issue as it gives further information
about the claim.

4.6 Human Evaluation

Figure 4.1: Interface of the human evaluation framework: the slider is used to assign an
’Informativeness’ score to each sample, rating the quality of both the generated warning
and the source pages from 0 to 5.

Since the ground truth was unavailable for performance evaluation, unlike with the
approach taken by Yao et al. [40], we randomly selected 100 samples from the test
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Figure 4.2: After each of the 100 individuals evaluated 5 samples, they were asked to
give an ’Overall Quality’ judgment of the system, again on a scale from 0 to 5. To ensure
the authenticity of every score, the email address of each individual was collected.

set. These samples were evaluated by 20 individuals, each assessing 5 samples. Two
evaluation metrics were used in accordance with the work of Van der Lee et al. [17]:
‘Informativeness’ and ‘Overall Quality’, both ranging from 0 to 5 with steps of 1. The
‘Informativeness’ score is defined as the relevance and correctness of the output relative
to the input specification. Figure 4.1 presents the interface used to assign the ”Infor-
mativeness” score. Evaluators considered both the generated verdict and the associated
links when assigning the Informativeness score. The ‘Overall Quality’ metric represents
a judgment regarding the system’s performance across the five samples observed by each
evaluator. Figure 4.2 displays the interface used to assign the ”Overall Quality” score.
The average ‘Informativeness’ score was 3.5 out of 5, and the average Overall Quality
was 4 out of 5. These high scores can be attributed to the relatively straightforward con-
textualization of truthful examples when the correct evidence is retrieved, while various
factors can render a verdict unreliable in the case of falsified examples, leading to lower
scores, especially if valuable evidence is not retrieved.
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Chapter 5

Conclusion

5.1 Limitations

The proposed system is limited as it relies heavily on search engine results, which may
present conflicting evidence. However, addressing such conflicts would necessitate data
manipulation beyond the scope of this work. While incorporating context from the
source page in the reasoning process helps alleviate the issue of evidence resemblance
across truthful and falsified examples, identifying the actual distinction between similar
evidence remains a challenge. Incorporating labeled evidence or establishing a ground
truth for generated warnings would enhance performance, both quantitatively and qual-
itatively. Additionally, evaluating the trustworthiness of the information sources would
be beneficial in further enhancing the system’s capabilities.

5.2 Conclusion and future works

The contribution of this research are finally summarized as follows:

• Development of a full-scale model and a lightweight counterpart for detecting misin-
formative multimodal content by assessing cross-modality consistency. They eval-
uate the alignment between web-sourced evidence and each (image, caption) pair
while also accounting for contextual nuances from retrieved source pages. Both
models offer flexibility in changing image and text representations, enabling ex-
ploration of performance-complexity trade-offs. The best version of our full-scale
model achieved an accuracy of 87.04%, and its lightweight counterpart achieved
84.78%.

• The MiniGPT-4 visual language model (VLM) [43] is used to generate verdicts
for both pristine and misinformative pairs. The generation is treated as a zero-
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shot learning task, eliminating the need for additional optimization resources. The
model creates informative warnings by assessing the relationships among the visual
clues in the image, the meaning of the caption, and the content of the retrieved
web pages. This approach offers supplementary information about truthful pairs
and provides insightful explanations for misinformation in falsified content. This
dual-purpose methodology enhances user comprehension and promotes informed
decision-making. To assess the quality of the generated warnings, human evaluation
was performed, obtaining an ‘Informativeness’ score [17] of 3.5 over 5 and an overall
score of 4 over 5.

The proposed system for detecting misinformative multimodal content leverages the
masked multihead attention mechanism [36] to increase the number of consistency-
checking blocks while preserving conceptual simplicity. It demonstrated notable im-
provements in accuracy and ROC AUC along with reduced training time compared with
the state-of-the-art models of Abdelnabi et al. [1]. The lightweight alternative with
substantially fewer parameters achieved comparable results. Integration of verdict gen-
eration as a zero-shot learning task as the last step of the pipeline showcased promising
performance in human evaluations. Despite limitations regarding the quality of search
results, this system represents a significant advancement in automated fact-checking. It
empowers journalists and individuals navigating information on platforms like social me-
dia to effortlessly determine the truth behind content, irrespective of the original intent
behind its dissemination.
In addition to overcoming the mentioned limitations and extending this research to a
multilingual setting, future work may include expanding this flexible architecture to
other modalities, such as videos. Misinformation detection in videos is non-trivial as
it requires extracting and analyzing clues at different levels [6]. However, consistency
checking networks have the potential to integrate both signal-level and semantic-level
clues in parallel, covering a wide range of potentially harmful manipulations. This po-
tential is partially demonstrated by the work of Choi et al. [7], which developed a system
capable of recognizing video deepfakes through the parallel integration of frame level
features and certainty-based attention maps. Another direction for combating misinfor-
mation includes the analysis of evidence encoded in graph structures that model entire
topics. Qi et al. [28] created a two-step system that detects fake news in videos by:

1. Correlating videos about the same topic and linking them together in a graph
structure, where nodes are videos and links represent the correlation relationship.
The prediction of a video being fake depends on the analysis of its neighbors.

2. Integrating clues like keyframes and the textual transcript of the video in a parallel
fashion to compute a rectification of the prediction.

As this system lacks the integration of web-sourced evidence, it could be possible to
merge the second step with the architecture proposed in this study.
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[23] Nikolaev, D., Padó, S.: Representation biases in sentence transformers. In: EACL.
pp. 3701–3716 (2023)

[24] Oquab, M., Darcet, T., Moutakanni, T., Vo, H.V., Szafraniec, M., Khalidov, V.,
Fernandez, P., HAZIZA, D., Massa, F., El-Nouby, A., et al.: Dinov2: Learning
robust visual features without supervision. TMLR (2023)

[25] Ouyang, L., Wu, J., Jiang, X., Almeida, D., Wainwright, C., Mishkin, P., Zhang,
C., Agarwal, S., Slama, K., Ray, A., et al.: Training language models to follow
instructions with human feedback. Advances in NeurIPS 35, 27730–27744 (2022)

[26] Pereira, L.M., Salazar, A., Vergara, L.: A comparative analysis of early and late
fusion for the multimodal two-class problem. IEEE Access (2023)

[27] Popat, K., Mukherjee, S., Yates, A., Weikum, G.: Declare: Debunking fake news
and false claims using evidence-aware deep learning. In: EMNLP. pp. 22–32 (2018)

[28] Qi, P., Zhao, Y., Shen, Y., Ji, W., Cao, J., Chua, T.S.: Two heads are better
than one: Improving fake news video detection by correlating with neighbors. arXiv
preprint arXiv:2306.05241 (2023)

[29] Radford, A., Kim, J.W., Hallacy, C., Ramesh, A., Goh, G., Agarwal, S., Sastry, G.,
Askell, A., Mishkin, P., Clark, J., et al.: Learning transferable visual models from
natural language supervision. In: ICML. pp. 8748–8763. PMLR (2021)

[30] Raghu, M., Unterthiner, T., Kornblith, S., Zhang, C., Dosovitskiy, A.: Do vi-
sion transformers see like convolutional neural networks? Advances in NeurIPS 34,
12116–12128 (2021)

[31] Reimers, N., Gurevych, I.: Sentence-bert: Sentence embeddings using siamese bert-
networks. In: EMNLP-IJCNLP. pp. 3982–3992 (2019)

[32] Shalabi, F., Felouat, H., Nguyen, H.H., Echizen, I.: Leveraging chat-based large
vision language models for multimodal out-of-context detection. In: AINA (2024)

[33] Shao, R., Wu, T., Liu, Z.: Detecting and grounding multi-modal media manipula-
tion. In: CVPR. pp. 6904–6913 (2023)

[34] Sukhbaatar, S., Weston, J., Fergus, R., et al.: End-to-end memory networks. NIPS
28 (2015)

37



[35] Suryavardan, S., Mishra, S., Patwa, P., Chakraborty, M., Rani, A., Reganti, A.,
Chadha, A., Das, A., Sheth, A., Chinnakotla, M., et al.: Factify 2: A multimodal
fake news and satire news dataset. arXiv preprint arXiv:2304.03897 (2023)

[36] Vaswani, A., Shazeer, N., Parmar, N., Uszkoreit, J., Jones, L., Gomez, A.N., Kaiser,
 L., Polosukhin, I.: Attention is all you need. NIPS 30 (2017)

[37] Wang, B., Kuo, C.C.J.: Sbert-wk: A sentence embedding method by dissecting
bert-based word models. IEEE/ACM Transactions on Audio, Speech, and Language
Processing 28, 2146–2157 (2020)

[38] Wang, W., Wei, F., Dong, L., Bao, H., Yang, N., Zhou, M.: Minilm: Deep self-
attention distillation for task-agnostic compression of pre-trained transformers. Ad-
vances in NeurIPS 33, 5776–5788 (2020)

[39] Wu, B., Xu, C., Dai, X., Wan, A., Zhang, P., Yan, Z., Tomizuka, M., Gonzalez, J.,
Keutzer, K., Vajda, P.: Visual transformers: Token-based image representation and
processing for computer vision. arXiv preprint arXiv:2006.03677 (2020)

[40] Yao, B.M., Shah, A., Sun, L., Cho, J.H., Huang, L.: End-to-end multimodal fact-
checking and explanation generation: A challenging dataset and models. In: ACM
SIGIR. pp. 2733–2743 (2023)

[41] Zhang, Y., Trinh, L., Cao, D., Cui, Z., Liu, Y.: Detecting out-of-context mul-
timodal misinformation with interpretable neural-symbolic model. arXiv preprint
arXiv:2304.07633 (2023)

[42] Zhou, B., Lapedriza, A., Khosla, A., Oliva, A., Torralba, A.: Places: A 10 million
image database for scene recognition. IEEE transactions on pattern analysis and
machine intelligence 40(6), 1452–1464 (2017)

[43] Zhou, X., Shu, K., Phoha, V.V., Liu, H., Zafarani, R.: “this is fake! shared it by
mistake”: Assessing the intent of fake news spreaders. In: WWW. pp. 3685–3694
(2022)

[44] Zhu, D., Chen, J., Shen, X., Li, X., Elhoseiny, M.: Minigpt-4: Enhancing vision-
language understanding with advanced large language models. In: ICLR (2023)

38


	List of Figures
	List of Tables
	Introduction
	Motivations
	Thesis structure

	Background and Related Work
	Misinformation and Out-of-context
	Datasets for multimodal misinformation detection
	Closed Domain Approaches
	Open Domain Approaches
	Consistency-Checking Network (CCN)
	Zero-shot Learning for Warning Generation

	Proposed Methodology
	Data
	Data Point Description
	Architecture
	Warning Generation

	Experimental Evaluation
	Hyperparameters and Experimental Setup
	Comparison with state-of-the-art detectors.
	Transformers selection
	Block Suppression
	Qualitative Analysis
	Human Evaluation

	Conclusion
	Limitations
	Conclusion and future works

	Acknowledgments
	Bibliography

