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Abstract

Medical imaging data provide a valuable insight into oncological diseases by unlock-

ing richer information for all phases of tumour management. Imaging is fundamental

for tumour diagnosis and staging, precise localisation of tumoural lesions, treatment

planning and monitoring, and follow-up. When dealing with tumours, it is of utmost

importance to identify the Region Of Interest (ROI) on the image: image segmenta-

tion techniques play a key role in order to select the tumoural region to be analysed.

Once the segmentation is obtained, radiomics aims at extracting even more valuable

information from images in terms of quantitative features. Radiomic features are able

to comprehensively describe the ROI in terms of its shape, its voxel intensities, and its

texture.

Multiple myeloma is a haematological cancer targeting plasma cells and forming

lesions mainly in bone marrow, but also in paraskeletal areas and sometimes even

in extra-medullary areas. 18F-FDG-PET/CT imaging technique is able to detect the

lesions in different areas, to distinguish between active and inactive myeloma, and to

assess the tumour metabolic activity, thus providing a comprehensive overview of the

disease and of the response to therapy. Being a very serious and aggressive disorder,

with no cure available at the moment, the disease is under study within the cutting-edge

GenoMed4All project of the European Union.

The aim of this dissertation was to retrieve survival predictions by a Cox propor-

tional hazards model starting from 18F-FDG-PET/CT imaging data alone. The clinical

endpoint of interest was the Progression-Free Survival (PFS). The first steps involved

image processing operations; a key role in these steps is played by the segmentation

of the ROI, which must be anatomically meaningful and accurate, from the provided

PET/CT scans. In case of patients affected by multiple myeloma, the ROI was identi-

fied in the skeleton, with a particular focus on the spine. Then, the processed images

were used to extract radiomic features. Finally, the features were used as input covari-

ates for a penalised Cox model to predict survival outcomes. The Cox model did not

make use of any clinical variable. The model performance, evaluated by concordance

index (C-index), resulted in high values of the C-index metric and it was robust with

respect to the cross-validation strategy that was employed.
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Chapter 1

Introduction

This dissertation focuses on the development of survival analysis, namely the Cox
model, starting from imaging data to tackle a speci�c type of cancer disease, Multiple
Myeloma (MM). For a set of patients a�ected by MM, clinical data and imaging data
were available to work with. It exploits a quantitative approach to medical imaging
known as radiomics. This work is developed within the GenoMed4All project [1],
supported and funded by the European Union's Horizon 2020 research and innovation
programme. Firstly, an overview of the multiple myeloma disease is provided, followed
by a description of the radiomics framework. Finally, the GenoMed4All project and
the rationale behind this dissertation are outlined.

1.1 Multiple Myeloma: an overview

Multiple Myeloma (MM) is a type of haematological malignancy. As opposed to carci-
noma, a type of solid tumour representing approximately 90% of adult human cancers
[2], multiple myeloma belongs to the rarer category of blood cancers.

The Global Cancer Observatory GCO is a web-based platform gathering global cancer
statistics launched by the International Agency for Research on Cancer (IARC), part of
World Health Organization (WHO); it collects data on 36 cancers for 185 countries [3].
The data collected by GCO highlight that MM has an impact on the human population
with an estimate of 176,000 new cases and 117,000 deaths worldwide in 2020. Moreover,
as of 2020, MM accounts for 0:9% of new cases of all cancers worldwide, and for 1:2% of
cancer deaths worldwide. MM is the second most-common haematological malignancy
in high-income countries [4], with a median age at diagnosis of 65 years [5]. The
estimates for the incidence and mortality of MM worldwide from 2020 to 2040 are
shown in Figure 1.1 and Figure 1.2, respectively.
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Figure 1.1: Estimated number of new cases of MM from 2020 to 2040, for both biological

sexes and for all ages, sorted by continent (Source: WHO IARC)

Figure 1.2: Estimated number of deaths of MM from 2020 to 2040, for both biological sexes

and for all ages, sorted by continent (Source: WHO IARC)
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Myeloma is a class of cancers of plasma cells (white blood cells producing im-
munoglobulins Ig, a.k.a. antibodies), and three subclasses may be identi�ed (although
de�nitions are not uniform across scienti�c literature): solitary plasmacytoma, multi-
ple myeloma, and extra-medullary plasmacytoma, according to the location of tumour
development and thus of plasma cells' proliferation. Solitary plasmacytoma refers to
the case in which only one plasma-cells-tumour is formed, usually located in the bone
(but in some cases it may be located in soft tissue). In multiple myeloma, proliferation
of plasma cells occurs in the bone marrow, with the formation of many plasmacytomas
in the bones. The accumulation of plasma cells leads to the formation of focal le-
sions [6], to the production of abnormal proteins [7], and it even impairs the normal
haematopoiesis which, in adults, occurs in bone marrow [8]. It is worth pointing out
that soft-tissue masses may also arise from focal bone lesions and disrupt the corti-
cal bone; these lesions are referred to as \paraskeletal" or \paramedullary" (PM). In
extra-medullary plasmacytoma (extra-medullary disease, EMD) instead tumour for-
mation occurs in soft tissue, with no contact with bones; EMD is an aggressive form
of MM [9]. From literature, PM and EM involvements result in poorer outcomes in
terms of survival and resistance to therapy [10], [11].

To be more precise, another blood and bone marrow disorder linked to MM is
Smouldering Multiple Myeloma (SMM), which is not active multiple myeloma, but
rather is a pre-cancerous condition a�ecting plasma cells. It often is a precursor sign
indicating that multiple myeloma may be developed in the next 5 years by approx-
imately half of the patients diagnosed with this condition [12]. The probability of
progression to MM is in the range 10%{40% per year [13].

In MM diagnosis, four criteria are often mentioned (although not su�cient for a
diagnosis): hyperCalcemia, Renal failure, Anemia, and Bone lesions, grouped together
under the CRAB acronym. Each criterion is a feature, an evidence of end-organ dam-
age which can be attributed to the underlying proliferative disorder of plasma cells [14,
15]. The disease starts from one single plasma cell, which then proliferates; however, a
plasma cell produces only one speci�c type of immunoglobulin, thus, the replication of
plasma cells leads to an increased production of that speci�c Ig the original plasma cell
produced. This mechanism is called monoclonal production of Ig (as a side e�ect, pa-
tients a�ected by MM often have a weakened immune system, thus being more exposed
to infections). In terms of molecules, immunoglobulins belong to the class of proteins,
which, due to their overly increased production, can deposit in kidneys, possibly lead-
ing to renal failure. Malignant plasma cells also release factors a�ecting the balance
between osteoclasts activity and osteoblasts activity. Osteoclasts are cells dedicated
to bone degradation, while osteoblasts are cells dedicated to bone reconstruction (by
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processes of bone matrix synthesis and mineralisation). Factors released by malignant
plasma cells enhance the activity of osteoclasts, leading to a higher-than-physiological
bone breakdown which results in lytic bone lesions causing bone pain, bone fractures,
and mobility issues [16]. This mechanism is often referred to as Myeloma Bone Dis-
ease (MBD). A side e�ect of the increased bone breakdown is the increased release
of calcium from this process, i.e., hypercalcemia. The last mechanism is related to
the impairment of haematopoiesis. In a healthy bone marrow, haematopoietic stem
cells are capable of producing all the di�erent blood cells, i.e. red blood cells (ery-
throcytes), platelets (thrombocytes), white blood cells (e.g. lymphocytes, monocytes,
plasma cells), and this process is balanced. If, however, a malignancy of plasma cells
is present, these latter cells grow in an uncontrolled way, crowding the bone marrow
and hindering the production of other types of blood cells. This leads to de�ciencies
like anemia (abnormally low levels of red blood cells) and thrombocytopenia (abnor-
mally low levels of platelets). This mechanism also results in a decreased production
of normal immunoglobulins; for this reason, patients su�ering from MM also have an
increased risk of infections, as their immune system is unable to �ght them properly.
In 2014, the International Myeloma Working Group updated the criteria for diagnosis,
adding to the CRAB criteria three myeloma-de�ning biomarkers which has proven to be
associated with an approximately 80% (or higher) risk of developing myeloma-related
organ damage within two years. As an example, one biomarker identi�es a threshold
percentage for the presence of clonal plasma cells in bone marrow examination [15].

Along with its complexity, multiple myeloma unfortunately comes with the hin-
drance of no available cure at the moment; treatment is thus used as a disease-
controlling measure. The median overall survival is estimated to approximately 10
years for patients eligible for Autologous Haematopoietic Stem Cell Transplantation
(AHSCT) and to 4-5 years for not-eligible patients [4]. AHSCT is a treatment where
a patient's own blood stem cells are collected and later on re-introduced into the pa-
tient's body; in between the collection and the re-introduction, chemotherapy and/or
radiotherapy to eliminate the patient's myeloma tumoural cells is carried out. The
aim of this procedure is to reset the bone marrow of the patient; after the suppression,
healthy stem cells help to regenerate the bone marrow [17]. The gain of AHSCT is the
delay of tumour progression, i.e. PFS is prolonged [18].

1.2 Radiomics

The cooperation of medicine and data science emerges nowadays as a powerful tool
to address diseases that are commonly recognised as major challenges of the twenty-
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�rst century. Clinical Decision Support Systems (CDSSs) are continuously learning
AI platforms that integrate all available data { clinical, imaging, biologic, genetic,
etc. { to produce validated predictive models, thus assisting clinicians in the task of
decision making. They compare the personalised probable outcomes of various care-
pathway decisions to support and improve the decisions of clinicians themselves during
disease handling [19]. As stated byLambin et al. [20], the quantitative approach to
medical imaging named \radiomics" is gaining high importance in the development
of contemporary medicine, and speci�cally oncology. Radiomics could improve the
steps of diagnosis, prognosis, and prediction, with particular attention to personalised
precision medicine and thus to approaches, like treatment planning, tailored on the
speci�c patient. In case of oncological diseases, radiomics could also contribute to a
more e�ective tumour characterisation, tumour staging, or prediction of relapse and/or
metastasis. The power of radiomics has been highlighted also in relation to gene-
expression patterns:Aerts et al. [21] proved that phenotypic patterns are associated
with radiomic features. Moreover, these approaches may also be adapted over time if
any changes occur for example during therapy, such as resistance or toxicity to therapy,
or during follow-up, such as tumour progression or remission; 
exibility is another
trait of personalised medicine. It is worth pointing out that all these possibilities
could be unlocked via imaging, which means via non-invasive techniques { while other
techniques, such as tumour genomic pro�ling, require a sample of biological material
acquired via a biopsy.

1.3 The GenoMed4All project

GenoMed4All is a European-scale project aiming at incorporating Arti�cial Intelligence
(AI) in the medical context of haematological diseases, exploring the �elds of person-
alised medicine and multi-omics data and exploiting the collaboration between clini-
cians and researchers. The main pillars supporting the project are diagnosis, treatment
and prediction of haematological diseases, strengthened by the use of AI algorithms.
Another valuable purpose of this project is to connect EU data repositories which
would otherwise remain small { all of that respecting privacy and rights of patients by
exploiting a federated learning platform. As in all the projects developed under the EU
Horizon 2020 research programme, research data should be made Findable, Accessible,
Interoperable, and Re-usable (FAIR) [22]. The FAIR criteria refer to being:

ˆ Findable: data and relative metadata should have a unique and persistent iden-
ti�er assigned to them. Moreover, metadata should be rich and always include
the identi�er describing the associated data to simplify operations like exploring
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the dataset to search for speci�c details. The choice of key-words to associate to
scienti�c research data and works should be a step not to be ignored.

ˆ Accessible: the previously-described identi�er should make access to data and/or
to metadata easier. If data can be shared, one should clearly specify the selected
method, e.g. by storing them in a repository. If data cannot be shared, one should
state the reasons behind this decision (e.g. legal, ethical or contractual reasons).
If data can be shared only with speci�c third parties, one should clearly state
how authorisation is granted. In addition, in some cases in which data are no
longer available, one should strive to ensure that metadata are still accessible. In
case of software development, one should also consider the possibility of releasing
the code and the related documentation (e.g. on GitHub).

ˆ Interoperable: data and metadata of the same type codi�ed in many di�erent
ways are of little use. Instead, for an optimal management of scienti�c data, data
and metadata should adopt clear and broadly-used standard references (which
should also be formal and consistent in their de�nitions). As an example, this
part is one of the pillars behind the globally-used DICOM standard for medical
imaging, where metadata are univocally identi�ed. In case of no previously-
existing standard, one may decide to introduce a new one; in such case, providing
a sort of vocabulary to the closest available standard would be useful. Adhering to
standards would make results reproducibility easier, and allow (if legally possible)
data exchange among other researchers, institutions, facilities, and even countries.

ˆ Re-usable: when using data and metadata one should specify their provenance
in a detailed way, and, if releasing them, a su�ciently clear data usage license
should be provided. This part also refers to other legal matters such as embargoes
and patents.

1.4 Work rationale

The aim of this retrospective study was to predict a survival landmark,Progression-
Free Survival (PFS), on the basis of medical imaging data only. PFS is the clinical
endpoint of MM under study within the GenoMed4All project. PFS is de�ned as
the time from the start of the �rst-line treatment until tumour progression or death;
tumour progression refers to when a tumour get worse, where \worse" is on the basis
of objective clinical observations. Treatment aims to control the tumour of a patient,
e.g. shrinking it, and, when signs that the tumour has started to grow again arise,
it means that that patient is no longer \progression-free". This de�nition is hence
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slightly di�erent from that of \relapse", which would typically imply that the tumour
has returned after a temporal period suggesting complete tumour remission { although
this could also just mean that, for a temporal period, the tumour was not detectable.
In the MM case, treatment response is typically tracked by measuring monthly the
levels of myeloma protein (i.e. the speci�c immunoglobulin produced by the myeloma
cell). When the reduction of myeloma protein level is of 50%, clinicians speak of partial
response, while a 75% reduction is referred to as Very Good Partial Response (VGPR);
a 100% reduction is known as complete response, i.e. when the myeloma protein is no
longer detectable via traditional laboratory methods [23]. It is worth pointing out that
di�erent approaches may be used to treat tumours; these approaches are referred to
as \lines of treatment". First-line therapy, also called induction or frontline therapy,
is the �rst attempted approach to treat the cancer and may include more than one
treatment option, e.g. surgery �rst and radiotherapy then. On the other hand, further
lines of therapy may be used if the �rst-line failed, or worked for a while then stopped
working, or its side e�ects were not tolerable by the patient.
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Chapter 2

Preliminary Knowledge

In this chapter, a selection of topics of interest for the work implemented in this dis-
sertation is brie
y illustrated. First, the characteristics of medical images in terms of
formats and techniques are presented; then, image processing steps like registration
and segmentation are described. Next, an overview of the radiomic pipeline is given to
better contextualise the work here presented; lastly, survival analysis and speci�cally
the Cox model are introduced.

2.1 Medical imaging data formats

The imaging dataset was provided in the Digital Imaging and COmmunications in
Medicine { DICOM ® { format, typically used in the clinical context [24]. This inter-
national standard format for medical images generated by diagnostic modalities was
developed in 1993 by the American College of Radiology (ACR) and the U.S. Na-
tional Electrical Manufacturers Association (NEMA) to speci�cally address the issues
of handling digital data transfers and to make data formats independent from the med-
ical scanner vendor. The DICOM format is actually more than a mere way to store
the medical image in its digital form; its hallmark resides in the storage of all sorts
of information related to the image, e.g. metadata like acquisition timestamps and
parameters, patient information, or radiopharmaceutical properties in case of nuclear
medicine imaging. Metadata are stored using univocal tags, each made of a univocal
name and a univocal numeric code made of eight digits stored in two slots of four digits.

Another medical imaging data format used in this work is the Neuroimaging In-
formatics Technology Initiative { NIfTI [25]. This standard was speci�cally designed
at the beginning of 2000s by the U.S. National Institutes of Health (NIH) to address
the shortcomings of other formats in the �eld of neuroimaging. In particular, this
standard format aimed at overcoming the di�culties in image orientation, allowing the
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distinction between neurological orientations and radiological ones.

2.2 Medical imaging techniques

The imaging dataset is composed of18F-
uorodeoxyglucose (18F-FDG) PET/CT scans.
This imaging technique combines two di�erent modalities, each yielding a di�erent,
complementary type of information about the same imaged body regions. It has become
a gold standard in solid tumour diagnosis and has recently become a gold standard in
the diagnosis of plasma cell disorders such as multiple myeloma too. This technique
is suitable to assess bone damage but also to detect extra-medullary disease sites [13].
Since the human body is viewed in cross-section slices (i.e. axial slices), CT and PET
imaging techniques are also referred to as \cross-sectional imaging".

X-ray Computed Tomography (CT) is instead a structural imaging technique, yield-
ing information about the anatomy and morphology of tissues [26]. It is a transmission
technique, as the source of radiation is external: a CT scan is performed by �rst
irradiating the patient with an external beam of X-rays from di�erent angles, then
reconstructing the imaged volume. In contrast with planar radiography, CT produces
axial slices with a certain thickness which, when stacked together via a reconstruction
algorithm, yield a three-dimensional image { a volume { of the imaged areas. When
handling CT scans, the Houns�eld unit scale is usually used to express the numerical
value associated to each voxel. This dimensionless scale is a di�erent way to give a
measure of the average linear attenuation coe�cient of each material imaged with a
certain beam energy by taking as reference the attenuation coe�cients of water and of
air, and the Houns�eld unit for a voxel with position (x; y; z) is de�ned as:

HU(x; y; z) = 1000 �
� material (x; y; z) � � water

� water � � air
(2.1)

where the term� air is neglectable as it is approximately 0. Some important HU values
are HU � � 1000 for air, HU� 0 for water, HU from � +400 up to � +1000 for bones,
or even � +2000 in case of denser bones. Tissues having an attenuation coe�cient
smaller than that of water, e.g. fat tissue, have a negative HU, while bones are con�ned
to the top part of the HU scale as their hardness gives them an attenuation coe�cient
greater than that of water. In particular, bone minerals, and especially calcium, are
able to absorb X-rays more e�ectively than soft tissues. This scale is convenient for
radiologists, medical doctors and anyone working with medical images as it is a globally-
used standard for the interpretation of CT images because the HU provides voxel-wise
information about tissue type (and potential alterations) in one shot. As examples, by
looking at the HU of liver an expert radiologist is able to diagnose hepatic steatosis
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(known in simpler terms as fatty liver), or one could assess bone mineral density.
HU values may be even used in the discrimination between benign and malignant
pulmonary nodules (e.g. through the presence of calci�cation or fat) [27, 28].

Positron Emission Tomography (PET) is a functional imaging technique belonging
to the �eld of nuclear medicine [29]. This technique yields functional information about
the imaged tissues. It is an emission technique, meaning that the source of radiation is
not external but rather it is administered to the patient in the form of a radiopharma-
ceutical. A radiopharmaceutical combines a radioisotope with a chemical compound
able to enter a physiological pathway, e.g. a metabolic process, thus to concentrate
itself in the desired location within the human body. The radiopharmaceutical used in
these examinations is F-18 labelled 
uorodeoxyglucose (FDG).

The use of18F-FDG in PET serves several purposes: due to its analogy with glucose,
the uptake of this radiopharmaceutical occurs in tissues whose metabolism requires a
high quantity of glucose. For this reason,18F-FDG PET may be used in oncological
studies (as �rst highlighted in 1980 [30], and followed by many other researches [31])
since18F-FDG accumulates in tumours, whose cellular activity is increased with respect
to normal tissue, but also in neurological studies [32, 33, 34] { as the brain has a high
metabolic activity too { and in cardiological studies [35].

Fluorine-18 has a half-life of approximately 109 minutes and is a positron emitter
radioisotope; each emitted positron then annihilates with an electron in the surrounding
material, producing two photons of 511 keV each emitted along opposite directions
(where the value of the energy and the angle of 180° between the photons are to be
considered valid in the centre-of-mass reference system), which are detected by a ring
of detectors to retrieve the information [36]. More speci�cally, a coincidence of the
two photons is detected, identifying an annihilation Line Of Response (LOR). The
process is schematised in Figure 2.1. The positrons emitted by18F have a maximum
range (distance between emission and annihilation) in water of 2:4 mm, and a mean
range in water of 0:6 mm [37]. The ranges are reported for water since it is commonly
used as surrogate for the human body, as the density of water is close to the density
of the human body. An important step for quantitative PET imaging is Attenuation
Correction (AC): once the photons are emitted, they cross tissues before reaching the
detectors, thus entailing photon-tissue interactions like absorption via photoelectric
e�ect and scattering which cause photon attenuation. This process is usually described
in terms of the Beer-Lambert law:

I

I 0
= e� �x (2.2)

where I is the attenuated PET signal, I 0 is the non-attenuated PET signal,� is the
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Figure 2.1: Scheme of a section in the (x; y) plane of a PET scanner. The detector ring,

in grey, encircles the patient. The positron-electron annihilation, in yellow, produces the

emission of two gamma photons at 180° in the centre-of-mass reference system (red line with

arrows on both sides at the detector ring). The interaction of photons in the detector ring

is indicated in blue. The LOR (red dashed line) reconstructs a slightly di�erent path for the

two emitted photons

linear attenuation coe�cient, and x is the thickness of the crossed tissue. Due to at-
tenuation, not all the LORs are detected. AC may be carried out by estimating the
amount of attenuation through the Attenuation Correction Factors ACF = I=I 0 that
can be retrieved from the CT image, from which a map of the tissue attenuation coef-
�cients is found. AC is paramount in order to correctly quantify the metabolic activity
of di�erent regions, organs, or lesions, which is expressed in terms of a dimensionless
quantity, the Standardised Uptake Value (SUV) at timet.

SUV is so-called because of its standardisation with respect to speci�c characteristics of
the patient and of the acquisition for that patient; by computing the SUV, PET images
may be interpreted not only as single-patient (and single-timepoint) data, but instead
comparisons among di�erent patients (weighing di�erently and thus being injected a
di�erent quantity of radiopharmaceutical) are possible. As an example, to correctly
monitor therapies, or to make correct prognostic predictions, it is of utmost importance
to make inter-patient PET images comparable in a meaningful way. Moreover, one
could even consistently compare PET images of the same patient acquired at di�erent
timepoints for longitudinal studies (e.g. to study di�erent stages of a disease for intra-
patient studies), without worrying about changes in the abovementioned characteristics
[38].

For a speci�c patient, the SUV at time t is given by:

SUV (t) =
A img (t)

ID=PV
=

A img (t) � PV

ID
(2.3)
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where A img (t) is the radioactivity measured from the PET image acquired at time
t > 0, usually expressed as volume concentration (e.g. mega-Becquerels per millilitre
MBq/mL); ID is the dose injected to the patient at time t = 0 (expressed e.g. in
MBq); PV is the patient's body volume usually expressed in e.g. mL and measured at
a time-point su�ciently close to the acquisition time. The patient's volume is obtained
from the patient's weight assuming that the average mass density of the human body
is 1 g/mL. It is worth specifying a few things: It is important to notice that A img (t)
should be corrected according to the radiopharmaceutical decay, photon attenuation
and scattering.

2.3 Medical images processing

2.3.1 Image registration

Image registration is a processing technique aiming at aligning two (or more) di�er-
ent images or volumes to a common coordinate system, and it �nds applications in
many di�erent areas of computer vision. There are di�erent situations in which image
registration may be used in the medical �eld: for example, in case of images acquired
with di�erent modalities on the same patient (multi-modal intra-subject registration,
to combine di�erent types of data from the same anatomical region), or in case of
images of the same patient acquired at di�erent time-points (longitudinal registration,
to keep track of changes over time, e.g. for surgery planning or follow-up purposes), or
in case of images from di�erent subjects (inter-subject registration, e.g. to an atlas, to
obtain an average representation of a population of imaged subjects). In mathematical
terms, the purpose is to �nd a geometrical transformation relating the points of an
image to the corresponding ones in the other image, so that the two images will be
transformed into a common coordinate system. By \corresponding" points it is meant
pixels representing homologous biological (here, anatomical) points.

There are three types of approaches to medical image registration:

1. Intensity-based algorithms, where a similarity metric is used to compare voxel
intensities.

2. Feature-based algorithms, where correspondence between couples of image fea-
tures is sought; image features may be, e.g., speci�c points or edges whose iden-
ti�cation may be automatic or semi-automatic.

3. Landmark-based algorithms, where correspondence between couples of anatomically-
informative reference points is sought; this approach requires manual work per-
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formed with expertise, e.g. by a clinician, to identify anatomical landmarks.

In this work, the intensity-based image registration technique was performed, re-
quiring the following registration components:

ˆ Image pyramids

ˆ Transforms

ˆ Metrics

ˆ Optimisers

ˆ Samplers

ˆ Interpolators

A hierarchical strategy used in registration is that ofmulti-resolution image
pyramids . In computer vision, when an image is represented at multiple di�erent
resolution, one obtains a set of images commonly known as \image pyramids" (the name
comes from the visualisation of this set of images by stacking them with the highest
resolution at the bottom and the lowest resolution at the top; the stack itself looks
like a pyramid, represented in Figure 2.2). On each level of the pyramid, registration
is performed. In general, 3 resolutions are su�cient, if the original images of the pair
to register are not so far away [39]. Considering a 2D image, the original image of size
M � N is at the base of the pyramid; the upper level of the pyramid will be an image
of size M=2 � N=2, the third level will be an image of size M=4 � N=4, and so on. To
obtain this, at each level the image is downsampled and/or smoothed with a Gaussian
kernel, thus introducing a degree of blurring [40].

A standard image registration procedure makes use of two images: a �xed image
I F (x) and a moving imageI M (x), with x = d-dimensional position in the image, identi-
�ed via a grid of pixels. In mathematical terms, the end goal of the image registration
procedure is to �nd a spatial transform T(x) which maps points xM of I M (x) to
points xF of I F (x) to make the moving image as close as possible to the �xed one,
T(x) : xM 7! xF , T(xM ) = xF . The geometrical transform is characterised accord-
ing to its number of Degrees of Freedom (DoFs). A 6-DoFs transformation consists of
rigid rotation and translation in 3D. A 12-DoFs transformation also allows shrinking
and scaling of the image, while increasing the number of DoFs (up to millions) also
enables image deformations. The number of DOFs is re
ected in the computational
complexity of the image registration algorithm (as the number of DOFs is also equal
to the size of the vector of transform parameters); a lower number of DOFs means
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Figure 2.2: Scheme of multi-resolution image pyramid strategy, illustrated with a 2D image.

It is possible to visualise di�erent resolutions; the original image is at the bottom of the

pyramid, while images located higher in the pyramid are lower-resolution images

an easier-to-handle registration process, e.g. in terms of running time and of likeli-
hood to converge to an optimal solution { which, however, does not guarantee a good
overlapping between the images in terms of anatomical correspondence. The similarity
metric is instead dedicated to this latter task, but it has to be chosen appropriately
according to the registration problem in exam. As an example, some metrics like the
mean squared di�erence are suitable to compare same-modality images only, while, to
compare images acquired with di�erent imaging modalities, mutual information is a
good choice.

Therefore, a measure of the quality of the alignment is provided by a cost function:
the optimal spatial coordinates transformation is estimated by minimising the cost
function with respect to the transform. This is in turn done by adjusting the parameters
� of the transform via an optimiser while minimising the di�erence between the two
images, i.e. by using asimilarity metric taking into account both spatial information
and image intensity. Thus, the choice of the metric which computes a similarity value
thanks to information from I F (x) and I M (x) (or better I M (T(x))) is clearly of utmost
importance.

Mutual Information (MI) is an intensity-based cost function which measures the
amount of information that one random variable (e.g. the image intensity in one im-
age) tells about another random variable (e.g. the image intensity in the other image)
{ basically, this metric measures the shared information between the two images. Bor-
rowed from information theory, it was �rst introduced in the �eld of image registration
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independently by two groups of researchers:Wells et al. [41], andMaes et al. [42]. The
advantage of using this metric is that it can measure the dependency of the Probability
Density Functions (PDFs) of the intensities of the �xed image and of the moving image
without the need to specify the actual form of the dependency: there is only a statisti-
cal relation between the intensities of the two images. It is exactly for this reason that
mutual information is suitable to compare two images acquired with di�erent imaging
modalities. The negative of the mutual informationS, expressed as a function of the
transform parameters� , is used as measure of the discrepancy between the moving
image and the �xed image. Recalling the de�nition of Kullback-Leibler divergence for
discrete probability distributions, the mutual information is de�ned as:

S(� ) = �
X

f 2 SF

X

m 2 SM

p(F;M )(f; m ; � ) � log2

 
p(F;M )(f; m ; � )

pM (m; � ) pF (f ; � )

!

(2.4)

where SF is the discrete set of intensities associated to the �xed image,SM is the
discrete set of intensities associated to the moving image,p(F;M ) is the joint probability
distribution of the intensities, pM is the marginal probability distribution for the moving
image, andpF is the marginal probability distribution for the �xed image [43, 44].

The optimiser , e.g. Adaptive Stochastic Gradient Descent, is then used to adjust
iteratively the transform parameters.

When it comes to selecting the points in which the metric has to be evaluated, a
sampler is needed since it is generally su�cient to evaluate only a subset of randomly-
sampled voxels (sampling all the voxels of a medical image would be overly time-
consuming as medical images have a huge number of voxels).

Finally, in order to compare the intensity values between the �xed imageI F (x)
and the transformed moving imageI M (T(x)), an intensity interpolator is required:
a point mapped from one space to another is generally found in a non-grid position,
entailing the need of interpolating the image intensity values (which are known at the
grid positions) at the mapped, o�-grid position. The nearest neighbour interpolator
returns the value of the spatially closest voxel; the linear interpolator returns a weighted
average of surrounding voxels using distances as weights. The B-spline interpolator
instead interpolates pixel values using B-spline approximations of user-de�ned order
N . Independently on the interpolator used in the previous stesps, to generate the �nal
result image a higher-order interpolation is usually required, in which caseN = 3 is
recommended.
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2.3.2 Image segmentation

Image segmentation is a processing step with the �nal aim of partitioning an image
into meaningful regions, i.e. segments, where the meaning is de�ned according to the
purpose and context. The basic idea behind segmentation is to group pixels (or voxels)
possessing some sort of similarity with each other; nowadays, more and more methods
to perform it are emerging, especially thanks to progress in the �eld of machine learning.
There are many di�erent approaches to image segmentation, like binary thresholding,
active contours method, k-means clustering algorithms, or graph-based approaches. In
medical imaging, the Regions Of Interest (ROIs) usually are organs or lesions. This
allows a more precise analysis by isolating only the speci�c anatomical areas of interest.

Before using more re�ned approaches like the graph-cut algorithm, it may be con-
venient to obtain a �rst segmentation, to use later on as input/starting point; this �rst
segmentation may be performed via image processing operations like binary threshold-
ing and morphological operations.

Graph cut algorithm

A graph-based approach to image segmentation is to represent the image in exam as
a mathematical concept known as graph. Conventionally, it is with the problem \The
Seven Bridges of K•onigsberg" that Euler laid the foundation of graph theory in 1736.
Graph theory is a sub-category of discrete mathematics focusing on the connections
between elements; more speci�cally, the elements are calledvertices (or nodes) and
the connections among them are callededges(or links). The notation used to indicate
a graph is that of a pair G = ( V; E) where V is the set of vertices andE is the set
of edges. In the representation of the image as a graph, every pixel of the image is a
vertex of the graph, and edges connect pixels in a pair-wise fashion. Each edge has a
weight w associated to it; the weight value re
ects the a�nity (similarity) between the
two vertices it connects, e.g. in terms of features of pixels like brightness or position.
The notion of similarity measure may vary and plays a key role in the segmentation
process as it is used to de�ne cuts. A cutC = ( VA ; VB ) is a partition of the vertices V
of a graphG = ( V; E) into two disjoint subsets VA and VB . A cut-set is a set of edges
whose vertices belong to di�erent subsets of the partition. The segmentation process
then becomes �nding the appropriate cuts in the graph. The task is accomplished
by associating a cost to each cut, de�ned as the sum of the weights of the cut-set
edgescut (VA ; VB ) =

P
u2 VA ; v2 VB

w(u; v). The cost function is composed of two main
elements: a boundary term and a per-pixel term. The former takes into account the
similarity among neighbouring pixels, while the latter is computed by adding two nodes,
a source node and a sink node, both non-coinciding with image voxels, and considering
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the weights of the links between each pixel and each of these two nodes. For each
pixel, having a strong link with the source node indicates with higher con�dence that
the pixel belongs to the background, while having a strong link with the sink node
indicates with higher con�dence that the pixel belongs to the foreground [45, 46]. A
schematic representation of the graph cut algorithm is shown in Figure 2.3.

Figure 2.3: Example of graph cut segmentation on a 3� 3 grey-level 2D image. The presence

of the source nodes, in red, and the sink nodet, in blue, are highlighted. The weight of each

edge (in yellow) in the graph is re
ected by its thickness. The cut, in green, partitions the

nodes between background region, in red, and foreground region, in blue (taken fromXiao

P. et al. [47])

The graph-cut algorithm works on two criteria: a pair of vertices within the same
subgraph have high a�nity, while a pair of vertices belonging to two di�erent subgraphs
have low a�nity. To segment the image, the algorithm has to minimise the cost of the
cut while partitioning, keeping the subgraph size in mind to favour larger subgraphs
with respect to very small, probably meaningless, subgraphs. This is achieved by
normalising the cut with respect to the subgraph size (measured, for example, via the
strength of the association of the vertices of a subgraph with respect to the whole set of
vertices of the graph). Thus, segmenting the image means �nding di�erent subgraphs
which will be di�erent image segments.

STAPLE

After segmentation has been carried out according to the selected approach, a question
has yet to be answered: whether the performance of the segmentation algorithm is
good or not. This task is often assigned to human operators { \human raters", but
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this practice inevitably su�ers from intra-rater and inter-rater variability, in addition
to being time consuming. An algorithm that serves this purpose is the expectation-
maximisation algorithm for Simultaneous Truth And Performance Level Estimation
(STAPLE) [48]. This algorithm takes into account a set of segmentations and computes
two things:

ˆ a probabilistic estimate of the true segmentation;

ˆ a measure of the performance level of each segmentation.

The true segmentation (although impossible to know with certainty in actual contexts,
a manual segmentation obtained by a clinical expert is often taken as the true one in
practice) is the reference to which every segmentation in the set is compared to so that
the quality of each segmentation may be evaluated. The STAPLE algorithm in fact
hypothesises that the true segmentation exists but that it is unknown.

The probabilistic estimate of the true segmentation is obtained via an appropriate
combination of the segmentations in the collection, weighing each segmentation with
the estimated measure of its performance level, and by exploiting prior information
about the segmented structures (namely, their spatial distribution and constraints in
terms of spatial homogeneity, included via a prior model). The way the segmenta-
tions belonging to the set were obtained is not relevant when applying the STAPLE
algorithm.

2.4 Typical radiomic work
ow

Considering both the paper byLambin et al. [20] and the work here implemented, the
work
ow of radiomics may be structured in �ve phases:

1. Data selection

2. Medical imaging (acquisition and processing of images)

3. Feature extraction

4. Exploratory data analysis

5. Modelling
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Data selection

In this phase, an imaging protocol is chosen, along with a Volume Of Interest (VOI) and
a prediction target (the event(s) one wishes to predict). In this dissertation focusing on
multiple myeloma, the imaging protocol is, as previously stated,18F-
uorodeoxyglucose
(18F-FDG) PET/CT (recognised as a gold standard especially for therapy assessment
in MM [49]); the VOI is more complex to identify than in solid tumours (a suggestion
from clinicians indicated the spinal column, and bones in general, as anatomical regions
to pay attention to), and the prediction target refers to Progression-Free Survival.

Medical imaging: acquisition and processing

This phase refers to the acquisition of images (according to the appropriate parame-
ters), which are digitally stored, and to steps of image processing. For radiomics to
work e�ciently, adoption of standardised imaging protocols would be ideal, enabling
reproducibility and comparability among studies. Unfortunately, at the moment this
is not the case because images may be acquired with di�erent protocols and scanners.
Inter-scanner variability comes therefore into play, together with inter-vendor variabil-
ity which complicates the situation even more. In case of multimodal images, image
registration is performed. The previously chosen VOIs may be highlighted in the image
by the procedure of image segmentation, which can be manual, semi-automatic or fully
automatic. A di�erent segmentation of the VOIs will lead to di�erent results, as fea-
tures will then be extracted in the speci�ed VOIs. Then, speci�c processing operations
may take place, such as the cropping of the original volumes to slices of interest, or, e.g.
in case of PET images, the dose correction (so that, in later steps, voxels correspond
to quantitatively meaningful values).

Feature extraction

This phase plays the key-role in radiomics, as it is the extraction of quantitative char-
acteristics { features { from the VOIs in the images. Features are physically and
mathematically-supported concepts, with precise de�nitions, and a value is associated
to each of the features of interest that one wishes to extract. Radiomic features describe
di�erent aspects of the analysed VOI, such as its shape, statistical properties of voxel
intensities, or grey-level textures in terms of spatial distribution of voxel intensities.

Exploratory data analysis

To perform an analysis as complete as possible, the extracted radiomic features should
be combined with the other non-radiomic features available within the study (e.g. clin-
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ical data, genomic data) and with the prediction target(s). Exploratory Data Analysis
(EDA) is the step of analysing and summarising di�erent datasets into one unique
dataset to investigate relationships between data and features. In this step, it is also
appropriate to verify that the data is stored in a format suitable for further analyses.
As an example, a proper way to store radiomic features is in acsv �le, with features as
columns and samples (in clinical studies, samples are patient IDs) as rows; this matrix
form can be easily read as a DataFrame, a tabular data structure ofpandas Python
package. Correlations between features may be analysed, as well as the trait of a fea-
ture of being robust or volatile for a speci�c prediction target and for a given dataset.
On these bases, feature reduction and/or exclusion is performed, and, if needed, feature
scaling, such as standardisation, may be performed too.

Modelling

This last phase can be subdivided in three major parts: feature selection, modelling
methodology, and validation. Firstly, one must consider that the total number of
extracted features may be potentially very large, depending on how the extraction
was performed. One should therefore proceed carefully to avoid over�tting, which
would result in a model that works way too well on patients included in the study but
which performs not-so-well when applied on new data. Secondly, the optimal machine
learning model for the problem in exam has to be chosen; as an example, to predict
clinical targets, one may browse through di�erent survival analysis models. Lastly,
validation is fundamental to assess the model performance, and it may be performed
by computing one or more scores.

2.5 Survival analysis

Survival analysis refers to a collection of statistical approaches aiming at analysing the
time an event of interest takes to occur (starting from a relevant time origin), searching
for variables having or not an impact on this temporal aspect. It is worth pointing
out that, in some cases, the event of interest is not observed during the time period of
the study; nonetheless, samples of this type are still included in the analysis. Survival
analysis is widely used in oncological studies, as they typically include time-to-event
data. Two probability concepts are considered in survival analysis: the survival prob-
ability S(t) and the hazard probability h(t), focusing respectively on the probability
of the event of interest not occurring and of occurring. The survival probability is
the probability that an individual survives from the selected time origin to a speci�ed
future time t. The hazard probability is instead the probability that an individual who
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is under observation at timet experiences an event of interest at that speci�c timet.

A key concept often encountered in survival analysis is that ofcensoring: it refers to
the case in which some information about the survival time of an individual is known,
but the exact survival time is unknown. Generally, censoring occurs because of one of
the two following reasons:

1. the patient does not experience the event of interest during the study period (e.g.
the study ends before that event of interest occurs for that patient);

2. the patient is lost to follow-up during the study period, meaning the patient
withdraws from the study before the event of interest takes place. This may
happen because of death, if death is not the event of interest, or because of
adverse reactions to speci�c drugs, if the study was a clinical trial aiming at
establishing the e�cacy of a drug, or also because of personal decisions of the
patient.

Actually, the information about survival time for the two above cases is always trun-
cated at the right side of the follow-up period (considering a time arrow from left to
right). For this reason this kind of data are referred to as right-censored. In right-
censored data, the true survival time is greater than or equal to the observed survival
time, where \true" indicates the actual survival time. For further clarifying what is
meant with the above terms, follow-up is the clinical care given to a patient over time
after the end of disease treatment, involving regular medical check-ups, to monitor
his/her state of health and to keep track of any changes that may occur.

Although rarer, left-censored data may be found too; in this case, the true survival
time is less than or equal to the observed survival time. For this kind of patient data,
the available information is that the event of interest has occurred betweent = 0 and
t = t � where t � is the time at which the patient has enrolled in the clinical trial, but
the exact time-point of the event is not known.

In survival analysis, a non-parametric method used to estimate the survival proba-
bility starting from observed survival times is the method introduced by Kaplan-Meier
in 1958 [50]. This method calculates the survival probability at timet i , S(t i ), as follows:

S(t i ) = S(t i � 1)

 

1 �
di

ni

!

(2.5)

where S(t i � 1) is the survival probability at time t i � 1, ni is the number of patients
alive just before t i , and di is the number of events att i . Assumptions aret0 = 0,
S(t0) = S(0) = 1 i.e. the survival probability at the beginning of the study is 1, and
thus d0 = 0, i.e. the number of events at the beginning of the study is 0.
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The Kaplan-Meier curve forS(t) (also called survival curve) is thus a downward step-
function whose value changes only at the time of the event; therefore, the number of
steps represents the number of times an event of interest has occurred during the study.
The median survival time is identi�ed in this plot by the couple (tm ; S(tm ) = 0 :50).

To compare the survival curves of two di�erent groups of patients the log-rank test
is used. This test is non-parametric as it does not make any assumptions on survival
distributions. The null hypothesisH0 is that there is no di�erence in terms of survival
between the two groups. This test compares the observed number of events in each
group with the number of events one would expect if the null hypothesis were to be
true. The log-rank statistic is approximately distributed as a chi-square test statistic.
Moreover, this test adjusts for censoring and does not exclude censored data as they too
may provide useful information (up to the time-point of censoring). The conventional
level of signi�cance { to which the obtainedp-value has to be compared { is 0:05 (i.e.
5%); if the obtainedp-value is smaller, then the null hypothesis is rejected, suggesting
a di�erence between the two groups [51, 52].

2.5.1 Cox proportional hazards model

The Cox proportional hazards model, introduced in 1972 [53], is one of the most used
models in the �eld of survival analysis. Its purpose lies in the investigation of the
association between survival times (time to event outcome) of patients and one or
more predictor variables, also called explanatory variables, or risk predictors. These
covariates may potentially a�ect the prognosis of the patient.

The Cox proportional hazards regression does not require any assumptions about
the survival distribution, however the functional form of the covariates remains para-
metric. Therefore, the Cox regression is semi-parametric and, as the log-rank test, it
adjusts for censoring.

In mathematical terms, the model is expressed via the hazard functionh(tj~x),
a function of time t and a set ofN covariates ~x = f x1; : : : ; xN g, referring to one
individual:

h(tj~x) = h0(t) exp

"
NX

i =1

� i x i

#

(2.6)

whereh0(t) is the baseline hazard (which is instead at population level), corresponding
to the value of the hazard if all the covariatesx i are equal to 0 and still possessing
a time dependence (as the hazard may vary over time), and~� = f � 1; : : : ; � N g is the
vector of parameters of the model, giving a measure of the impact of the covariates.
The factor exp

� P N
i =1 � i x i

�
is called partial hazard, it is always non-negative and it

does not depend on time. From the above expression, it appears clear the reason why
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the Cox model is also termed Cox regression: it may indeed be expressed as a multiple
linear regression of the logarithm of the hazard on the variablesx i , with the baseline
hazard as time-varying intercept.

The quantities exp(� i ) are called hazard ratios (HR) and they o�er an easier inter-
pretation of the coe�cients: if � i > 0, i.e. exp (� i ) > 1, then an increase in the hazard
is observed, meaning that the covariatex i is positively associated with the probability
of the event of interest. Therefore, a higher hazard means a higher risk of the event
occurring; in oncological studies, a covariate with HR> 1 is called a bad prognostic
factor, while a covariate with HR< 1 is called a good prognostic factor.

The model is sometimes called Cox proportional hazards model; the reason lies
in the importance of the proportional hazards assumption behind the model. This
assumption states that the hazards for any two individuals (i.e. two di�erent sur-
vival curves) are proportional over timet. Thus, hazards themselves may vary over
time (since the baseline hazard has a time dependence), but their ratio cannot: HRs
measuring the e�ect of any predictor are constant over time. In terms of survival
curves, this means that, in addition to being proportional, they cannot cross. Let
us consider two patients,j and k; the hazard function for patient j is hj (tj~x(j )) =

= h0(t) exp
� P N

i =1 � i x i ( j )

�
, while the hazard function for patientk is hk(tj~x(k)) = h0(t) �

� exp
� P N

i =1 � i x i ( k )

�
. The hazard ratio for these two patients is then:

hj (tj~x(j ))

hk(tj~x(k))
=

h0(t) exp
� P N

i =1 � i x i ( j )

�

h0(t) exp
� P N

i =1 � i x i ( k )

� =
exp

� P N
i =1 � i x i ( j )

�

exp
� P N

i =1 � i x i ( k )

� (2.7)

which is time-independent.

2.6 Model implementation and evaluation

The Cox model was implemented in the framework of machine learning procedures:
the data were rigorously split into a training set and a test set. Moreover, a cross-
validation strategy was used to address the issues of hyperparameter tuning and model
robustness. Details about how these procedures were actually carried out are described
in Sec. 3.4.

When handling a high-dimensionality feature space, attention must be payed. In
fact, the number of extracted radiomic features is very large when compared to the
number of samples. It may happen that these features are non-informative or highly
correlated between each other; this may lead to possible over�tting and poor prediction
performances. Feature selection is nonetheless a not-so-easy operation since a dataset
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with n features presents 2n possible solutions (each of then features may be selected or
may not); the search space becomes very large asn increases, making feature selection
a challenging task.

In case of a regression problem dealing with a large multivariate dataset in which
the number of variables is greater than the actual number of samples, it is appropriate
to add a penalisation term to the regression. This procedure helps to avoid over�tting
when training the model, thus improving the generalisation of the model. There are
two main types of regularisation techniques: the LASSO regularisation (standing for
Least Absolute Shrinkage and Selection Operator), and the ridge regularisation. The
regularisation procedure also goes by the name of \shrinkage" as its consequence is
that of reducing { shrinking { the values of the model's coe�cients towards zero.
The shrinkage operation requires the setting of a tuning parameter� : when � = 0,
the penalisation has no e�ects, while, as� increases, the impact of the penalisation
increases too. This also helps in watching over high correlations between covariates.
The penalty term acts by reducing the regression coe�cients' values to zero, in a way
such that variables contributing less to the model have a coe�cient equal or close to
zero (with LASSO and with ridge respectively) [54].

The LASSO regularisation is also called L1 regularisation since the penalty term is
the sum of the L1-norm of the regression coe�cients� i , i.e. the sum of then absolute
coe�cients:

penalty term = � k� k1 = �
nX

i =1

j� i j (2.8)

By forcing some coe�cients to be equal to zero, LASSO is able to discard variables
that are redundant or irrelevant for the model. This reduces the complexity of the
model and also performs feature selection, since only features whose coe�cient was not
shrunk to zero may be retained for further model interpretation.

Instead, the ridge regularisation is also called L2 regularisation because the penalty
term is the sum of the L2-norm of the regression coe�cients� i , i.e. the sum of then
squaredcoe�cients:

penalty term = � k� k2
2 = �

nX

i =1

j� i j2 (2.9)

The ridge regularisation instead forces some of the coe�cients to be close to zero.

Finally, the evaluation of the model requires the choice of a metric, and in particular
of a metric suitable for regression tasks. Harrell's concordance index, introduced in
1982 [55], is the gold standard to evaluate survival models since it is capable of dealing
with censored data. Its name recalls the qualitative meaning of the index: if a model
is working correctly, then it is expected that predicted data are in agreement, i.e.
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concordant, with observed data. The concordance index is computed in a pair-wise
fashion, so that its �nal value may be interpreted as the fraction of all the pairs of
subjects whose predicted survival times are correctly ordered with respect to the true
order { considering all the subjects for which an ordering can actually be found. In
case of censored data, the comparison cannot be carried out: two subjects are actually
comparable if one is able to determine which of the two subjects was the �rst one to
experience the event. When the true value of the time-to-event is missing because
that subject is censored, the comparison lacks one of the comparable term. Thus,
two subjects are comparable if (i) the event was experienced by both, at di�erent
times, or (ii) the subject with a shorter observed time-to-event is also the one who
experienced the event, which means that the other subject went on for a longer time
without experiencing the event. If both subjects in a pair experienced the event at
the same time, then the pair itself is not comparable and is referred to as a tied pair.
The concordance index ranges in [0; 1], where 0:0 indicates perfect anti-concordance,
0:5 means that the model is no better than predicting outcomes in a random way, and
1:0 indicates a perfect concordance between predicted and observed outcomes.

Supposing to haven patients, each with its covariates its clinical endpoint time-
to-event, one could explicitly �nd a mathematical formula for the concordance index.
The observed time-to-eventT is treated as previously explained in Sec. 2.5, i.e. it is the
time up to occurrence of the event if the patient experienced the event or, conversely,
the last time at which the patient was known to have not experienced the event. To
summarise this fact in a variable, a� variable may be introduced, representing the
event occurrence: if� = 1, the patient experienced the event, otherwise� = 0 and
the patient's time-to-event is censored. Each i -th patient has associated a predicted
hazardhi , which is expected to be larger in case of a shorter time-to-event. Considering
a pair of patients, i and j , one would expect that the patient with the higher predicted
hazard should experience the shorter time-to-event. Thus, the concordance index may
be computed pairwise in the following way (withi 6= j ):

c - index =

P
i 6= j I (hi < h j ) I (Ti > T j ) � j

P
i 6= j I (Ti > T j ) � j

(2.10)

where:

ˆ � j is 1 in case thej -th patient experienced the event, 0 if censored;

ˆ I (x) is a function yielding 1 if x is true, 0 if x is false;

ˆ hi ; hj are, respectively, the predicted hazard for patienti and patient j ;

ˆ Ti ; Tj are, respectively, the time-to-event for patienti and patient j .

27



Chapter 3

Materials and Methods

In this chapter, �rst of all the analysed data are presented: the cohort of patients is
described, along with images' characteristics. Then, the speci�cs of the image pro-
cessing operations (registration, segmentation, and cropping) are outlined. Next, the
radiomic features' extraction is illustrated. After that, a description of the survival
analysis carried out within this dissertation is provided; then, details regarding the
practical (and computational) implementation of the just-described model are given.
Lastly, the work
ow is summarised for the sake of clarity.

3.1 The data

The data on which this dissertation focuses come from a cohort of 95 newly diagnosed
multiple myeloma (NDMM) patients, and they were collected by the IRCCS Azienda
Ospedaliero-Universitaria Sant'Orsola-Malpighi in Bologna, Italy. In terms of biologi-
cal sex, the cohort is composed of 58 males (61:1%) and 37 females; the mean age at
diagnosis is (64� 10), with a minimum age is 27 and a maximum age is 83. The patients
were observed for a mean temporal period of (24� 13) months, with a minimum of
3 months and a maximum of 57 months. The latest updates on their state of health
reported that, during the study period, 11 (11:6%) patients died, and the remaining
ones were censored. All the data from the patients were received in an anonymised
form to respect patients' privacy. The clinical endpoint that was analysed was the
Progression Free Survival (PFS).

For 86% of the patients, the Revised Multiple Myeloma International Staging Sys-
tem (R-ISS), published in 2015 by the International Myeloma Working Group (IMWG),
was available. While the previous ISS considered two prognostic factors, the serum
� 2 microglobulin (S� 2M) and the serum albumin, the R-ISS considers in addition to
them two other prognostic factors: results from the Fluorescence In Situ Hybridisation
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(FISH), which assess the genetic risk, and the level of lactate dehydrogenase (LDH)
[56]. Although the criteria changed, the stages remained three: stage I is low risk, stage
II is middle risk, and stage III is high risk. Considering only the subset of patients
for which these data were available, 50% were classi�ed as R-ISS stage I, 27% were
classi�ed as R-ISS stage II, and 23% were classi�ed as R-ISS stage III.

The dataset consists of clinical and demographic data, and imaging data (PET-
CT). Clinical data contain patients' demographic variables, such as biological sex and
age, temporal progress of the disease (e.g. therapy), results from laboratory analyses
like FISH to test bone marrow and other routine laboratory testings described by the
International Myeloma Working Group [15].

Imaging data contain18F-
uorodeoxyglucose (18F-FDG) PET/CT scans of the 95 pa-
tients. All the images were acquired with scanners produced by General Electric (GE)
Healthcare (Italian division: GE Medical Systems) [57]. The Field Of View (FOV)
of the images did not cover exactly the same anatomical range for the whole set of
patients; however, even though some images were Whole-Body (WB), all of the images
included at least the anatomical region between the upper part of the skull and the
lower third of the femur. Considering the (x; y) plane as the axial plane and thez di-
rection as the direction from the feet to the head of the patient when lying on the bed
for the acquisition, in terms of images' size (i.e. number of pixels in each dimension):

ˆ All of the CT images had slices of 512� 512 pixels in the (x; y) plane.

ˆ PET images were of two types in terms of axial size in the (x; y) plane: 63 were
256� 256 pixels, while the remaining 32 were 128� 128 pixels.

ˆ As for the number of CT slices (i.e. along thez axis), the minimum number of
slices was 205, the maximum number of slices was 573, and the mean number of
slices was (400� 70).

Another important characteristics of diagnostic images is the spacing, which is the
distance between pixels along each dimension. Pixel spacing for CT and PET images,
expressed in millimetres mm, are here listed:

ˆ For CT images, along the axial plane, pixel spacing was 0:98=1:37 (minimum,
maximum), with mean value (1:28� 0:16).

ˆ For PET images, along the axial plane, pixel spacing was 2:7=5:5 (minimum,
maximum), with mean value (3:6 � 1:3).

ˆ Along the z axis, both images had the same pixel spacing, which was 2:8=4:3
(minimum, maximum), with mean value 3:1� 0:3 { this is also the slice thickness.
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Additional information about PET images concern the radiopharmaceutical dose ad-
ministered to the patient (on average, 3 MBq/kg were administered to each patient)
and the uptake time. For what concerns the dose, the mean administered dose was
(270 � 50) MBq, while for the uptake time (obtained as the time interval between
the beginning of the acquisition and the beginning of radiotracer administration) the
mean value was (67� 13) minutes, which is within the recommended time interval.
The European Association of Nuclear Medicine suggests in its guidelines 60 minutes as
the recommended time interval between18F-FDG administration and the beginning of
scanning, with 55-75 minutes as acceptable range [58].

Since the clinical endpoint of interest was the binary PFS event (and the related
time-to-event), it is worth checking the degree of balance in the dataset with respect
to this event. Among the 95 patients, 58 patients progressed-free, while 37 patients
experienced a tumour progression event; the plot summarising this distribution is shown
in Figure 3.1. It can be noticed that the dataset is not strongly imbalanced.

Figure 3.1: Distribution of the 95 patients on the basis of the occurrence of the PFS event

3.2 Pre-processing on imaging data

The handling of pre-processing steps on images was achieved with Python packages,
namely: NumPy([59, 60]); ITK ([61, 62, 63]);SimpleITK ([64, 65]) with its extension
SimpleElastix ([66, 67]) which makes medical image registration available in Python
(the latter is in turn based on Elastix [68], a modular collection of robust C++intensity-
based image registration algorithms).
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3.2.1 Image registration

In this dissertation, image registration was needed to allow the comparison between
multi-modality 3D images of the same patient (intra-patient registration).

Referring to the registration components introduced in Sec. 2.3.1:

1. Three resolutions were used for the image pyramids.

2. A rigid transform was selected to implement image registration, as the original
PET image and CT image were not so far away thanks to the acquisition via a
scanner integrating both imaging techniques.

3. As similarity metric, the mutual information was used; in particular, the speci�c
implementation of mutual information used within this work is the Mattes Mutual
Information (MMI), where the same set of voxels is sampled in every iteration.
This means that a �xed set of discrete positions is used in the evaluation of the
PDFs, lifting up some of the computational burden.

4. As optimiser, the Adaptive Stochastic Gradient Descent (ASGD) was used, which
tends to be more robust compared to other optimisers. At each iteration, the
current transformation parameters are updated by taking a step in the search
direction.

5. As sampler, a random coordinate sampling strategy was used, which can sample
both voxel positions (on-grid) and between-voxels positions (o�-grid), as long as
for the second case an interpolator is used.

6. The interpolator used at each pyramid-level registration (i.e. during the optimi-
sation) was the linear interpolator, which returns as intensity value a weighted
average of the intensities of the voxels surrounding the o�-grid point, using dis-
tances between the o�-grid point and the surrounding voxels as weights. Instead,
since to generate the �nal result image a higher-order interpolation is usually
required, the �nal interpolator (called \Resample Interpolator") was a B-spline
interpolator of order 3, which interpolates pixel intensity values using B-spline
approximations of orderN (here, N = 3).

3.2.2 Image segmentation

In this work, the anatomical Volume Of Interest (VOI) was, as suggested by clinicians,
bones, and more speci�cally the spine and iliac bones since these are the regions most
a�ected by multiple myeloma lesions; therefore a segmentation of these regions was
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required. More generally, multiple myeloma usually a�ects the regions where bone
marrow is active which, in adults, mainly consist of the spine, the pelvis, the rib cage,
and other regions close to shoulders and hips. In anatomy, the human skeleton is
usually partitioned in two sub-parts: axial skeleton and appendicular skeleton. Axial
skeleton is the skeleton part within the core of the human body, as the noun suggests; it
is composed of skull, ribcage, and vertebral column. The remaining parts compose the
appendicular skeleton: upper and lower skeletal elements within the limbs, pelvic girdle,
and shoulder girdle. The segmented area of interest was identi�ed in an intersection of
the two sets: vertebral column, shoulder girdle, ribcage, pelvic girdle, femur head and
a small part of the upper femur. A pictorial representation of the two sub-parts of the
human skeleton is shown in Figure 3.2.

Figure 3.2: Schematic representation of the axial skeleton, in light blue, and of the appen-

dicular skeleton, in yellow (taken from Cleveland Clinic)

To obtain a �rst segmentation, image processing operations were used. Starting
from the CT image, by appropriately selecting the lower and upper threshold values,
the body region is identi�ed as foreground and the rest of the image (non-body regions
like air or patient bed) as background by means of a binary threshold operation. In
particular, the body region was selected by thresholding in the range [� 400; 16000[.
This �rst segmentation was then re�ned by a morphological operation, once the shape
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and size of the structuring element for these operations has been chosen. More specif-
ically, a binary morphological opening with a spherical structuring element of radius
2 was executed. Next, connected components are sought and labelled in the binary
image; each object (where non-zero voxels are considered objects) is assigned a unique
label. Connected components in binary images are sets of adjacent pixels, or voxels;
the de�nition of connectivity may be di�erent from case to case, in particular accord-
ing to how the notion of \connected" is propagated over the voxels. In fact, in case
of voxels, connectivity is de�ned using faces, edges and vertices of voxels. Since in the
analysed images objects of interest were not 1-pixel wide, it was decided to de�ne the
connected components by face connectivity, i.e. by considering only the 6 faces of a
voxel (thus neglecting edges and vertices). To select the largest connected component
(i.e. the body), �rst a relabelling must be applied so that objects are consecutively
labelled and also sorted by size in decreasing order. Next, the voxel values undergo a
Gaussian normalisation according to mean and standard deviation of the voxels inside
the body region; this procedure is used to obtain useful statistics about voxels in terms
of intensity so that the lower threshold value identifying bones may be found. Thanks
to this latter value, and an appropriate upper threshold value, a binary threshold oper-
ation will yield the binary image containing the bone segmentation (i.e. a segmentation
mask). For further re�nement, morphological operations or �lters, e.g. a median �lter
reducing noise, may be applied on the �nal segmentation mask. A 2D 
ood-�ll algo-
rithm is �nally applied to �ll the connected area with a constant value slice by slice
so that any hole that might be present in the segmentation is �lled (e.g. if a spherical
object is considered, when looking at its 2D slices one may observe a circumference
with a hole in the middle and it may be useful to �ll that hole to obtain a full circle in
the slice).

The graph-cut algorithm implemented in this work used the segmentations obtained
via binary threshold and binary morphological operations to de�ne the links between
every single voxel and the source and sink nodes. The algorithm ran with slightly
di�erent parameters, so the �nal result was a set of segmentations rather than one
single segmentation. For this reason, a STAPLE algorithm was then applied on this
set.

Up to now, the segmentation of bones was the primary focus. However, there is
another ROI to consider: the one enclosing the bone surface. As stated in Sec. 1.1,
lytic lesions may originate inside the bone and then exhibit a paramedullary (PM)
in�ltration, i.e. the lesion may involve the surrounding soft tissue. To factor the PM
disease into the analysis, another ROI mask was sought. The procedure to obtain the
PM mask is similar to that of seeking a Zone Of Transition (ZOT) of a solid tumour
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[69]. The starting point was the previously obtained skeleton segmentation; then, two
segmentation masks were computed, an eroded one and a dilated one. The eroded seg-
mentation was obtained via binary morphological erosion with a spherical structuring
element of radius 3, while the dilated segmentation was obtained via binary morpho-
logical dilation with a spherical structuring element of radius 3. The PM segmentation
mask was �nally retrieved by subtracting the eroded segmentation from the dilated
one.

3.2.3 Volume cropping

Since not all the images were homogeneous in terms of Field Of View (FOV) and num-
ber of axial slices, it was decided to crop the volumes in order to deal with homogenised
data. This decision is justi�ed by the hint suggested by clinicians: multiple myeloma is
more likely to form lesions in the spine and in iliac bones. In particular, the approach
used was semi-automatic. The CT signal along thez axis was plotted and two points
were sought: the in
ection point in the lower body part to cut at half-femur, and the
minimum to cut approximately in the neck region. The lower part of the legs was
eliminated since not all the CT images were whole-body (many did not cover the part
below the knees). The cropping allows the removal of the brain region, which displays
a high metabolic activity in PET images realised with18F-FDG as radiotracer, but is
not of interest when studying multiple myeloma.

3.3 Feature extraction

The feature extraction step was performed thanks to thepyradiomics Python package
[70, 71], which is specially designed to extract radiomic features from medical images.
For both the PET and CT scans, features were extracted after the application of three
di�erent �lters: identity (i.e. the original image), wavelet and Laplacian of Gaussian
(LoG). The wavelet �lter applies either a low-pass or a high-pass �lter in each of the
three dimensions, hence there are eight possible combinations (e.g. LHL indicates the
application of a low-pass �lter in the �rst and third directions, and a high-pass �lter in
the second direction). A low-pass �lter attenuates the high-frequency components of
the image, hence noise but also �ne details; a high-pass �lter instead attenuates low-
frequency components, making the image look sharper by adding contrast to edges.
The Laplacian of Gaussian �lter belongs to the category of edge enhancement �lters,
which emphasise regions where the grey-level value changes. This �lter is composed by
a Gaussian �lter �rst, which smooths the image by reducing its high-frequency com-
ponents, and a Laplacian �lter after, which measures isotropically the second spatial

34



Survival analysis in radiomics: a statistical learning approach on PET/CT data

derivative of an image { image areas with constant grey-level value correspond to a
null intensity gradient, thus the LoG �lter applied in these areas will yield zero. The
application of a Gaussian smoothing �lter prior to the Laplacian counterbalances the
strong sensitivity to noise of the latter; the degree of smoothing depends on the value
of the standard deviation � of the Gaussian which, here, took values of 0:5 mm, 1:0
mm, 1:5 mm, 2:0 mm, and 2:5 mm (thus obtaining �ve images from each original
image). The response of the Laplacian in areas of variable intensity also encodes the
darker/lighter part of an edge via the sign (positive/negative).

For what concerns the speci�c features that were extracted, they belong to six
di�erent categories (the number of features in each category is indicated in brackets):

ˆ First Order Statistics features (18): related to the distribution of voxel intensities
within the image region identi�ed via the speci�ed input mask.

ˆ Shape-based (3D) features (14): geometric descriptors of the 3D size and shape
of the ROI, independent on the grey-level values. A triangle mesh approximating
the ROI is �rst built, then features are derived from this approximated shape.

ˆ Texture-based features: descriptors of the ROI texture in terms of spatial distri-
bution of the grey-level values in the image. They consider several types of local
neighbourhoods, such as grey-level runs or connectedness, and the associated
grey-level values. They consist in the computation of di�erent statistics from the
Grey-Level Co-occurrence Matrix (GLCM, 22), the Grey-Level Run Length Ma-
trix (GLRLM, 16), the Grey-Level Size Zone Matrix (GLSZM, 16), Grey-Level
Dependence Matrix (GLDM, 14).

Also, it is of utmost importance to specify the Region Of Interest in the image
from which radiomic features will be extracted. Radiomic features are meaningful
only if they are extracted from the voxels addressing the clinical question; extracting
this type of information from voxels corresponding to air surrounding the patient's
bed would prove useless. Thus, in addition to an input image, the feature extraction
process requires a binary mask too. In this work, the same set of radiomic features was
extracted separately on two ROIs: the skeleton segmentation and the paramedullary
region segmentation.

Considering the number of features in each category and the number of images
on which they were extracted, for each patient a set of 1218 radiomic features were
extracted. A summary on how these 1218 features were extracted is shown in Figure
3.3.
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Figure 3.3: Schematic summary of the features extracted and the input image from which

they were extracted in this dissertation

In particular, in the above �gure:

ˆ The previously listed features' categories may be grouped on the basis of the
input image they require: some (86) are extracted on grey-level (GL) images,
while features belonging to the Shape category (14 in total) are extracted on a
binary image { such as the segmentation mask required in input bypyradiomics .

ˆ There are four types of images from which features were extracted: the original
image (in blue), the �ltered images (in green), and the binary segmentation mask
(in red).

ˆ The original image is obviously just one, while for the �ltered images there may
be several options, as speci�ed in Sec. 3.3. In this dissertation, �ve values of�
were used for the LoG-�ltered image, hence features were extracted on each of
the �ve LoG-�ltered images. For what concerns the wavelet �lter, since there are
eight possibilities for the application of either the high-pass or the low-pass �lter
along each of the three spatial directions, the total number of wavelet-�ltered
images is eight.

3.4 Implementation of survival analysis modelling

In this work, the clinical endpoint of interest was the Progression-Free Survival (PFS).
All the time-to-event data were expressed in months. Progression-free survival is de-
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�ned as the temporal duration from the beginning of the treatment up to the time of
disease progression, i.e. disease worsening.

The survival analyses were performed with thescikit-survival [72] (a package built
in turn on top of scikit-learn , a gold standard for machine learning in Python) and
the lifelines [73] Python packages.

Before carrying out the analyses, the data preparation step is required. Each com-
bination of data to analyse was made of two elements: a radiomic part and a clinical
part. The radiomic part consisted in: features extracted from the CT image on the
skeleton mask, features extracted from the PET image on the skeleton mask, features
extracted from the CT image on the PM mask, and features extracted from the PET
image on the PM mask. The clinical part consisted in PFS data: event occurence
(binary data) and time-to-event (continuous data, expressed in months whose values
were rounded to the nearest integer).

An essential step in any machine learning procedure is feature scaling, which con-
sists in normalising the range of the features so that the model is able to interpret
them on the same scale (as feature values may vary over orders of magnitude). The
scikit-learn package o�ers a wide range of scalers among which to choose, accord-
ing to the needs and to the dataset in exam. In this dissertation, theRobustScaler
was chosen: it scales features using statistics that are robust to outliers. While the
StandardScalerstandardises the features by removing the mean and scaling to unit
variance, theRobustScalerremoves the median and scales the data according to the
interquartile range (IQR), which is the range between the 1st quartile (25th quan-
tile) and the 3rd quartile (75th quantile). The mean and the variance are generally
in
uenced by outliers in a heavier way than the median and the IQR.

First of all, it is worth pointing out that, to avoid cross-contamination, the proce-
dure here implemented follows the guidelines for a correct machine learning framework
consisting in carefully dividing the data in training, validation and test sets. In par-
ticular, to avoid knowledge leakage from the test set to model, training data are used
to train the model within hyperparameter tuning, validation data are used to choose
the optimal hyperparameter, and the new-found optimal hyperparameter is plugged
into the model, which is evaluated on the test data. In the ideal approach, splitting
the data into these three sets should nonetheless lead to three su�ciently large sets.
In the case of this dissertation, the original dataset itself was not so large; partitioning
it into three sets would drastically reduce the number of samples in each set, and the
�nal evaluation of the model performance would be too much dependent on the spe-
ci�c random split of the data that took place. To solve this issue, a cross-validation
procedure was applied.
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The procedure used in this work was a nested cross-validation, also called double
cross-validation. The approach was to select a range of values for the penalty factor� ,
use each of them to train the Cox model and evaluate it with a repeated 5-fold cross-
validation { the inner cross-validation. A repeated cross-validation approach helps
to achieve a higher robustness since, at each repetition, di�erent random shu�es are
used to split the data in the folds. The evaluation of the model (for the choice of
the hyperparameter) is thus obtained by averaging over the di�erent repetitions, and
this reduces the dependence from the random split. Then, the optimal value for the�
parameter is used to estimate the~� parameters of the Cox model. All this procedure
was in turn inserted within an outer strati�ed 5-fold cross-validation { the strati�cation
was done on the basis of the occurrence (or not) of the PFS event, with the purpose
of evaluating the model in each test fold of the outer CV on a test set which was
representative of both types of events (so that the original proportion of patients with
PFS = 0 and patients with PFS = 1 was preserved in each external fold).

To sum up, the inner CV was used for the hyper-parameter tuning step (i.e. tuning
of the � penalty factor) and thus for avoiding over�tting, while the outer CV was
used for the model evaluation step, with the aim of giving an unbiased, more robust
estimate of the model performance. The choice fell on the procedure of nested CV also
for another reason: the sample size, which, in this case, was quite small due to the fact
that the disease is not so widespread in the population as it accounts for 0:9% of new
cases in the world, as of 2020 [3].

In Sec. 2.5.1, the proportional hazards (PH) assumption was mentioned. The
lifelines package comes with a handy method,checkassumptions, which checks
if the dataset fed into the model violates the PH assumption. It was decided to use
this method on the dataset in exam for a quick check before proceeding with the
interpretation of the results.

For what concerns the practical implementation of the Cox model inlifelines , the
classCoxPHFitter, which implements the �tting of the Cox proportional hazards model,
was used [74]. As mentioned in Sec. 2.5.1, and in particular referring to Eq. (2.6), the
baseline hazard functionh0(t) has to be modelled; for this task, theCoxPHFitter class
modelsh0(t) in a non-parametric way using Breslow's method, and ties are handled
using Efron's method.

Lastly, within lifelines , the concordance index is internally computed as:

c - index =
correct pairs + 0:5 � tied pairs

admissable pairs
(3.1)

where \correct pairs" is the number of pairs that are correctly ordered (i.e. the pairs of
subjects such that the numerical inequality between the predicted data is the same with
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respect to the inequality between the observed data), \tied pairs" is the number of pairs
that are not comparable since the subjects in the pair were predicted to experience the
event at the same time, and \admissable pairs" is the total number of possible pairs.
In case of a tied pair, the count of concordant pairs is incremented by 0:5 instead of 1.

3.5 Summary of the work
ow

A brief summary on the structure of the work followed in this dissertation is shown in
Figure 3.4.

Figure 3.4: Scheme of the work
ow followed in this dissertation, which can be divided in four

main steps: problem posing, processing of imaging data, extraction of radiomic features from

the imaging data, and survival analysis with a penalised Cox model

More speci�cally:

1. Data selection: the �rst step was the data selection, consisting in identifying the
outline of the work, i.e. the input, raw data, and the focus of the investigation.
The input data were the 18F-FDG-PET/CT images; the focus was investigating
how multiple myeloma is presented in the images { which thus led to the choice
of Volume Of Interest (VOI), and how this is re
ected in the survival outcome of
interest, the PFS. Thus, only patients for which the information about the PFS
is available were selected.

2. Image processing: the second step was the execution of processing operations on
the images. Namely, the operations were image registration between the images
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from the two modalities, dose correction in PET images, segmentation of the
VOIs starting from CT images, and volume cropping to homogenise the data.

3. Feature extraction: the third step was the extraction of radiomic features (within
the pyradiomics framework), according to Sec. 3.3.

4. Survival analysis: the fourth and last step was survival analysis, here carried out
using a penalised Cox model.
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Chapter 4

Results and Discussion

In this chapter, a characterisation of the medical images is �rst provided, together with
the discussion of the medical images' segmentation results. Next, the results from the
Cox model are presented and discussed.

4.1 Image processing

The �rst results of this dissertation come from the image processing steps. The images,
which were received in DICOM format, were �rst converted to NIfTI format for ease of
processing [75]. By visually inspecting the dataset, it was found out that, in the image
acquisition step, the imaging protocol was not consistent in terms of patient positioning
and FOV. In particular, the di�erent positions were: patient with the arms lying on
the side, patient with the arms up, lying next to the head. The latter consisted in
about 3� 4% of the whole dataset. Moreover, another di�erence was spotted regarding
the positioning of the legs. The di�erent positions were: patient with legs lying 
at,
patient with legs supported by a knee wedge support (usually added for improved
patient stability and comfort during the acquisition and for reduced imaging artefacts).
These supports are speci�cally designed for CT acquisitions, therefore they should not
interfere with the target of the medical examination procedure; for this reason, they
are made of radiolucent material, and their low X-ray attenuation results in a visual
appearance in the CT image similar to that of air. An example of knee wedge support
speci�cally designed for CT scans is shown in Figure 4.1. Lastly, the FOV was not
the same in all the images: some images were Whole-Body scans, while others only
scanned the body region from the knees up to the head.
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Figure 4.1: Knee wedge support for CT images (taken from Medicus Health)

4.1.1 Image registration

First of all, image registration was performed; a visual result is shown in Figure 4.2
and Figure 4.3. Both �gures have a colorbar to ease the identi�cation of cold spots
(left half of the colorbar) and hot spots (right part of the colorbar). In Figure 4.2, the
mid-coronal view is displayed. As expected, the brain appears as a hot spot due to the
high metabolic activity highlighted when the radiotracer is glucose-based. Moreover,
another hot spot may be identi�ed in the anatomical region of the urinary bladder;
in fact, when the radiotracer is prepared for excretion from the body, it accumulates
in the kidneys and, next, in the bladder. Another coronal view of the same patient,
shown in Figure 4.3, highlights indeed hot spots in the kidneys.

Another example of PET/CT registered image is shown in Figure 4.4 and Figure
4.5. Again, both �gures have a colorbar to ease the identi�cation of cold spots (left
half of the colorbar) and hot spots (right part of the colorbar). In Figure 4.4, several
hot spots may be identi�ed: in the kidneys and in the bladder, as in the previous case,
but also in the lower part of the spine and in the femurs. In particular, focal lesions
such as those visible in the femurs are typical of multiple myeloma. By looking at a
sagittal view of the same PET/CT examination, shown in Figure 4.5, the brain again
appears as a big hot spot, but some hot spots are also visible in the spine, with one
particularly bright hot spot in the upper part of the spine.

Next, as previously explained, image segmentation was performed, �rst on the
bones to highlight the skeleton, then on the paramedullary (PM) region to highlight
paraskeletal structures.
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Figure 4.2: PET/CT registered image, mid-

coronal view: as expected, high uptake is ob-

served in the brain and bladder. The lower

third of this slice is covered by the knee

wedge support which, being radiolucent, ap-

pears as background

Figure 4.3: PET/CT registered image, coro-

nal view: some hot spots are visible in the

kidneys (located close to the elbows). The

lower third of this slice is covered by the knee

wedge support which, being radiolucent, ap-

pears as background

4.1.2 Skeleton segmentation

The skeleton segmentation is represented in sagittal view from the left in Figure 4.7
and in coronal view in Figure 4.6, where the main bones constituting the skeleton are
visible, such as the spine, the arm bones (which, in this example, were found lying
beside the patient), and parts of the ilium and of the ribcage. In particular, in both
�gures, the knee wedge support is also visible, with low X-ray attenuation as expected.

A counterpart example of the skeleton segmentation in the case where arms were
found lying next to head and where no knee wedge support was used is instead shown
in Figure 4.8, where, in addition to the previously mentioned bones, also the skull and
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